
NSF Proposal:
AF 7435149: Towards better geometric
algorithms: Summarizing, partitioning and
shrinking data
Computational geometry is the branch of theoretical computer science devoted to the design, analysis,
and implementation of geometric algorithms and data structures. Computational geometry has deep
roots in reality: Geometric problems arise naturally in any computational field that simulates or inter-
acts with the physical world—computer graphics, robotics, geographic information systems, computer
aided-design, and molecular modeling, to name a few — as well as in more abstract domains such as
combinatorial geometry and algebraic topology. Aside from their obvious practical significance, geo-
metric algorithms and data structures enjoy a rich and satisfying mathematical structure, and their
development often requires tools from mathematical disciplines such as combinatorics, topology, and
algebraic geometry, as well as traditional computational tools.

The proposal outlines a challenging development plan focusing on research in a broad cross-section
of computational geometry, building on and significantly broadening the PI’s successful work in the
field over the last nineteen years, and especially his more recent work over the last year or so [HR13,
HK13b, HK14, HR14b, BH14]. Specific problems in which the PI plans to work include (i) developing
new efficient algorithms using netting and pruning, (ii) geometric separation and partitioning and
their applications, and (iii) summarizing data, proximity search, and extending Voronoi diagrams.

1. Netting and pruning

1.1. Introduction

Many geometric optimization problems involve inputs that might be massively large. To solve such
huge instances one needs algorithms that are inherently very fast – they read the input only a few
times (hopefully only once or twice), and then compute/approximate the desired quantity.

Continuous optimization and critical values. In many optimization problems, one is given
a (say, geometric) input, and one is interested in computing the minimum of a function over this
input. Such a function can be, for example, the minimum cost clustering of the input, the price of a
minimum spanning tree, the radius of the smallest enclosing disk, the closest pair distance, and many
other functions. Often for such optimization problems it is possible to construct a decision procedure,
which given a query value can decide whether the query is smaller or larger than the minimum of
the function. Naturally, one would like to use this decider to preform a binary search to compute
the minimum. However, often this is inherently not possible as the set of possible solutions is a real
interval. Instead one must identify a set of critical values at which the function changes. Naturally,
searching over these values directly can be costly as often the number of such critical values is much
larger than the desired running time. Instead one attempts to preform an implicit search over them.

Linear time algorithms. There seems to be three main ways to get linear time algorithms for
geometric optimization problems (exact or approximate):

(A) Coreset/sketch. One can quickly extract a compact sketch of the input that contains the
desired quantity (either exactly or approximately). As an easy example, consider the problem
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of computing the axis parallel bounding box of a set of points - an easy linear scan suffices.
There is by now a robust theory of what quantities one can extract a coreset of small size
for, such that one can do the (approximate) calculation on the coreset, where usually the
coreset size depends only on the desired approximation quality. This leads to many linear
time algorithms, from shape fitting [AHV04], to (1 + ε)-approximate k-center/median/mean
clustering [Har01, Har04a, HM04, HK07] in constant dimension, and many other problems
[AHV05]. The limitation of this technique is that there are problems for which there is no
small sketch, from clustering when the number of clusters is large, to problems where there is
no sketch at all [Har04b] – for example, for finding the closest pair of points one needs all the
given input and no sketching is possible.

(B) Prune and search. Here one prunes away a constant fraction of the input, and continues the
search recursively on the remaining input. The paramount example of such an algorithm is
the linear time median finding algorithm, however, one can interpret many of the randomized
algorithms in Computational Geometry as pruning algorithms. There are other examples of
such algorithms in Computational Geometry, see [FJ84, Meg84, Cla88, CS89, SW92, EET93,
Mul94, MSW96] and references therein.

(C) Grids. Rabin [Rab76] used randomization, the floor function, and hashing to compute the
closest pair of a set of points in the plane, in expected linear time. Using these ideas, one can
get linear time algorithms for k-center clustering [Har04a], and for approximate smallest ball
containing k points (out of n given points) [HM05].

Nets. Given a point set P, an r-net N of P is a subset of P that represents well the structure of P in
resolution r. Formally, we require that for any point in P there is a net point in distance at most r from
it, and no two net points are closer than r to each other. Thus, nets provide a sketch of the point-set
as far as distances that are r or larger. Nets are a useful tool in presenting point-sets hierarchically.
In particular, computing nets of different resolutions and linking between different levels, leads to
a tree like data-structure that can be used to facilitate many tasks, see for example the net-tree
[KL04, HM06] for such a data-structure for doubling metrics. Nets can be defined in any metric space,
but in Euclidean space a grid can sometimes provide an equivalent representation. In particular,
net-trees can be interpreted as an extension of (compressed) quadtrees to more abstract settings. As
recently pointed out by the PI, computing nets can be done in linear time in low dimensional Euclidean
space [HR13].

1.2. Recent developments

Recently, the PI together with his student Benjamin Raichel [HR13] suggested a new technique (net
and prune) that can approximate a large flotilla of distance problems in linear time. Specifically,
given a set P of weighted points in IRd, one wishes to solve an optimization problem whose solution
is one of the pairwise distances of P (or “close” to one of these values). Problems of this kind include
computing the optimal k-center clustering, or the length of the kth edge in the MST of P, and many
others. Specifically, problems for which there is a fast approximate decider. That is, given a value
r > 0 we can, in linear time, decide if the desired value is (approximately) smaller than r or larger
than r. The goal is then to use this decider to approximate the optimum solution in linear time.

Outline of the new technique. The new algorithm works by randomly sampling a point and
computing the distance to its nearest neighbor. Let this distance be r. Next, we use the decision
procedure to decide if we are in one of the following three cases.
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(A) Net. If r is too small then we zoom out to a resolution of r by computing an r-net and
continuing the computation on the net instead of on the original point-set. That is, we net the
point-set into a smaller point-set, such that one can solve the original problem (approximately)
on this smaller sketch of the input.

(B) Prune. If r is too large then we remove all points whose nearest neighbor is further than r
away (of course, this implies we should only consider problems for which such pruning does not
affect the solution). That is, we isolate the optimal solution by pruning away irrelevant data –
this is similar in nature to what is being done by prune-and-search algorithms.

(C) Done. The value of r is the desired approximation.

We then continue recursively on the remaining data. In either case, the number of points being handled
(in expectation) goes down by a constant factor and thus the overall expected running time is linear.

Framework and results. [HR13] provided a framework that classifies which optimization problems
can be solved using the new algorithm. In particular, [HR13] presents the following new algorithms (all
of them have an expected linear running time, for any fixed ε): (A) k-center clustering. (B) kth smallest
distance. (C) The kth smallest m-nearest neighbor distance. (D) Exact nearest neighbor distances.
(E) The kth longest MST edge. (F) Smallest ball with a monotone property. (G) Smallest connected
component with a monotone property. (H) Clustering for a monotone property. (I) Connectivity
clustering for a monotone property. (J) Closest pair and smallest non-zero distance.

1.3. Suggested research

P1: The meta question is for what problems netting and pruning can result in a faster algorithms
than what is currently known? For example, a natural question is the computation of the smallest
ball intersecting k balls. See P22p10 for more details.

P2: Distance selection for planar graphs. One of the interesting problems solved by the new
technique, is approximating, given a set P of n points in the plane and a parameter k, where
0 ≤ k ≤

(
n
2

)
, the kth smallest distance determined by the pairs of points of P. One can ask the

same question in other settings. For example, given a planar graph G with n vertices, compute the
kth shortest distance defined by pairs of vertices of G. The PI has an unpublished manuscript that
he believes shows a O(1) approximation to this problem in near linear time, but the interesting
question is getting (1+ ε)-approximation in near linear time. The same question remains open if
the graph is sparse or has a low genus.

P3: Speeding up algorithms that use distance selection? There are problems where the dis-
tance selection is thus no longer the bottleneck. For example, when (1 + ε)-approximating the
Fréchet distance for c-packed curve, the running time of the algorithm is O(cn log n + cn/ε)
[DHW12]. It thus seems natural to conjecture that a linear time approximation algorithm might
be possible in this case. However, this is not completely trivial, as this requires using simpli-
fication instead of netting to make everything work. This seems to require quite an involved
combination of known techniques.

P4: When linear time is not possible? Given sets P and X in IRd, such that |P| = n and
|X| = O(log n). How long does it take to approximate the values in the set D(X,P) (i.e., for
each point of X we approximate its nearest-neighbor in P)? This problem can be easily solved in
O(n log n) time. The open question is whether it is possible solve this problem in linear time.
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The algorithm in [HR13] implies that we can compute exactly a value (of a specified rank) in
this set in O(n) time (even if |X| is of size n). We currently have an algorithm with running time
O(n log |X|) = O(n log log n) for approximating D(X,P).
More generally, this is a proxy to the meta-question of when linear time algorithms do not exist
for distance problems induced by points.

2. Geometric partitioning – one ring to rule them all

2.1. Isoperimetry and geometric separation

Consider the problem of finding the regions in the plane that have area α and is of minimum perimeter
– this is of course a disk. In higher dimensions, the ball is the body having the minimum surface area
enclosing a prespecified volume. This is implied by the isoperimetric inequality, and its study goes
back to antiquity. In higher dimensions, the proof of the isoperimetric inequality follows from the
Brunn-Minkowski inequality [Har11a].

More concretely, and more informally, the isoperimetric inequality implies that if one wants to
build a fence separating (say) one unit region from the surrounding area, then the fence should follow
a circle. The challenge is that this is a somewhat naive model of a separation problem. Indeed, the
underlying domain might be a point set or distribution (and not the whole plane), and the pricing
model might be significantly more involved than the perimeter of the separating shape.

We next review a few different variants of such problems, and show how a rather simple idea, used
repeatedly by the PI, helps to derive useful results of this type.

2.1.1. In detail

Let P be a set of n points in IRd. For a given number k ≤ n, we are interested in finding a ring
�(p, r, R), such that

(i) the number points of P that are inside ball(p, r) is Θ(k),
(ii) the number points of P outside ball(p, R) is Θ(n− k) [relevant only if k = Θ(n)],
(iii) the ring itself �(p, r, R) = ball(p, R) \ ball(p, r) contains no points of P, and
(iv) the ring is as thick as possible; specifically, we want to maximize its thickness index (R−r)/r.

Informally, for k = n/2, we are looking for a curve “halving” the points of P, while maximizing the
minimum distance of a point of P from the curve (when normalized to the diameter of the curve used).

To this end, consider the smallest radius ball B = ball(p, r′) that contains k
points of P (such a ball can be 2-approximated in linear time [Har11a]). The set
ball(p, 2r′) can be covered by ≤ cddbl balls of radius r′, where cddbl is the doubling
constant of IRd, and it depends only on the dimension d. The figure on the right
demonstrates that c2dbl ≤ 7, and an easy case analysis shows that one can not do
any better, implying that c2dbl = 7.

Now, each one of these cddbl balls contains at most k points, and it follows that
ball(p, 2r′) contains at most cddblk points of P. In particular, picking a random radius α ∈ [r′, 2r′],
we have with constant probability that the ring �(p, α, α+Θ(r′/k)) has the desired properties (its
thickness index is (R− r)/r = Θ(1/k)).

By careful implementation (and letting some constant deteriorate somewhat) this ring can be
computed in linear time in IRd. This ring can be used to compute compressed quadtrees quickly
[Har11a]. The same idea was used to build quickly compressed quadtree like data-structure for doubling
metrics, where the settings are more abstract [HM06].
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P5: Computing the ring maximizing thickness index. Given k, what is the fastest algorithm for
computing the optimal ring that maximizes the thickness index? In two dimensions an algorithm
with running time O

(
n log n+ nkO(1)

)
seems possible by considering the arrangement of cones

in three dimensions defined by the points, and looking for the largest vertical gap between two
consecutive levels in the arrangement, for levels that are below the kth level.
In particular, what can be done in higher dimensions? Is there O(n) time constant approximation
algorithm? Even in the plane?

P6: Furthest separating curve. How to compute a simple closed curve σ that contains exactly k
points and maximizes the minimum distance of a point of P from σ? If k can be approximated
then one can get something by consider the minimum spanning tree of P and considering clusters
formed by adding only the shortest n−k edges of the MST (this is called connectivity clusters
in [HR13], and the length of this edge can be approximated in linear time). But if k is a hard
constraint this problem seems significantly more challenging. Another interesting open problem
is to find such a curve when restricted to nicely behaved family of curves (say, ellipse, or polygons
with 10 edges, etc).

P7: Deletions. For the above problems, one can try to solve the problem when one is allowed to
delete say t outlier points.

2.1.2. Distance based pricing of separation

Given a set P of n points in IRd, we want to find a balanced separating sphere S = S(c, r), as above,
where the price per point p ∈ P is a function of its distance from the sphere: d(p,S) = |d(p, c)− r|.

For example, let fS(p) = max

(
log

r

d(p, S)
, 0

)
. Our purpose is to find the sphere S that provides a

balanced separation, and minimizes FS(P) =
∑

p∈P fS(p). This somewhat bizarre function captures
the price of building the two quadtrees for the points of P outside/inside S, where the restriction is
that the leaf that contains p can not intersect S. An adaption of the above technique shows that, in
expectation,one can compute a sphere that is a balanced separator with FS(P) = O(|P|). Essentially
this analysis, in a more complicated settings, was used by the PI with Mohammad Abam to show how
to build optimal semi-separated pairs decomposition in spaces with low doubling constants [AH12].

P8: Different pricing models? It is natural to ask what can prove for different pricing functions.

For example, for fS(p) =
r

d(p, S)
or fS(p) =

(
r

d(p,S)

)c
, where c is a constant. That is, it would

be good to have a general classification of such distance functions and a guaranteed worst case
balanced separation cost for them.

P9: Computing/approximating optimal separating sphere. For the above measures, can one
approximate efficiently the optimal separating sphere?

2.1.2.1. Yet another pricing function. For a point p ∈ P, consider the following price function
for a sphere S = S(c, r):

fS(p) =

{
1 d(p,S) < r/n1/d,

0 otherwise.

Again, using our standard argument, one can show that there is a balanced separating sphere S such
that FS(P) = O

(
n1−1/d

)
. The proof of this, and its application is discussed in Section 2.3.
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(A) (B)

Figure 1: (A) A Voronoi partition. (B) A separator realizing it.

2.2. Separating regions

Let F be a set of objects (i.e., regions) in IRd. We impose the following conditions on F:
(A) The sets in F are fat. That is, there exists a constant cfat, such that for any object f ∈ F, we

have that (diam(f))d /cfat ≤ volume(f) ≤ cfat(diam(f))d.
(B) The set F is ρ-low density. That is, for any ball B = ball(c, r), the total number of objects

in F intersecting B that have diameter larger than B is at most ρ.
(C) The set F is ρ-ply – every point in IRd is covered by at most ρ objects of F.
As an example, a set of interior disjoint disks in the plane complies with the above conditions,

with ρ = 7.
Using the same shtick as above, one can prove that there is a good separating sphere breaking

such a set while interesting only a few of its objects. The following seems to be new, but it is by no
means surprising (or too interesting) considering recent results of the PI [Har13b], and the proof is
included here as a demonstration of the technique (it might also follow after some additional effort
from [SW98, Cha03]).

Theorem 2.1. Let F be a set of n fat, ρ-low density, ρ-ply objects in IRd, and let k ≤ n be a parameter.
Then, one can compute a sphere S that intersects O

(
ρ1/dk1−1/d

)
objects of F. Furthermore, the number

of objects of F strictly inside S is at least k − o(k), and at most O(k).

Proof. For every object f ∈ F, place an arbitrary representative point pf ∈ f . Let P be the resulting
set of points. Let ball(c, r) be the smallest ball containing k points of P. As usual, randomly pick
a random R uniformly in the range [r, 2r]. The sphere S = S(c, R) is the desired separator. Indeed,
ball(c, 2r) can be covered by cddbl balls of radius r, and as such it can contain at most cddblk points of
P, which implies that S can contain at most O(k) objects of F inside it.

We next bound the number of objects of F that intersects S. Observe that by the ρ-low density
property, at most O(ρ) objects of F of diameter ≥ r/4 intersect S. So, let G be the of all objects
of F that have diameter ≤ r/4, and are contained in ball(c, 3r). By the covering argument, we have
|G| ≤

(
cddbl

)2
k. It is easy to verify that the probability that an object f intersects S is ≤ diam(f) /r.

By the ρ-ply and fatness properties, we have that 1
cfat

∑
f∈G (diam(f))d ≤

∑
f∈G volume(f) =

ρ · volume(ball(c, 3r)) ≤ c′ρ ·(r)d , where c′ is some constant that depends on the dimension d.
By Hölder’s inequality, the expected number of objects of G that intersects S is ≤

∑
f∈G

diam(f)
r′ =

1
r′
∑

f∈G 1 · diam(f) ≤ 1
r′

(∑
f∈G 1

d/(d−1)
)(d−1)/d(∑

f∈G diam(f)d
)1/d

≤ |G|(d−1)/d

r′

(
cfatc

′ρ · (r′)d
)1/d

=

O
(
ρ1/dk(d−1)/d

)
.
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Remark 2.2. Theorem 2.1 implies immediately the planar separator theorem! Indeed, by Koebe’s
theorem (i.e., the circle packing theorem), every planar graph G = (V,E) can be represented in the
plane as a kissing graph; that is, every vertex is a disk, and an edge in G implies that the boundaries
of the two corresponding disks touch. Let F be the set of interior disjoint disks representing G as a
kissing graph. By Theorem 2.1, there exists a cycle that intersects O(

√
n) disks of F, such that Ω(n)

disks of F are strictly inside/outside it. Clearly, the set of vertices that corresponds to the disks that
intersects the cycle is the desired separator. Using this argument one can prove various extensions of
the planar separator theorem, see [Har13b] for more details.

P10: Weaker assumptions for separating regions? Can the conditions of Theorem 2.1 be weak-
ened. Indeed, the ρ-ply condition follows readily from the ρ-low density condition, and it can be
dropped. More interestingly, it seems like it should be possible to remove the fatness requirement
from the theorem. One still need to charge objects somehow to the space surrounding them, and
this would deteriorate the resulting bounds.

P11: What kind of graphs are low-density graphs? As mentioned above, the family of inter-
section graphs of interior disjoint disks is exactly all the planar graphs. Theorem 2.1 (and the
above) suggests that the family of all intersection graph of ρ-low density objects (probably not
even fat) has the property of having a small separator. The first problem is of course to try and
understand what is the expressiveness of this family – what kind of graphs can be represented in
this way. We will refer to these graphs as ρ-low density graphs.
These graphs seems to be different from low genus graphs, and string graphs and.

P12: Efficient algorithms for low-density graphs? There is extensive recent literature on how
to use separators in planar graphs and low genus graphs to perform various algorithms tasks
efficiently (see for example [FR06, SVY09, EK13, Kle08] for some recent results [this is a rather
arbitrary selection of such results, and it is by no means extensive]).
Natural problems to consider to try and develop efficient (approximation) algorithms for are
independent set, set cover, and dominating set.
In particular, a specially intriguing possibility is that one can approximate the largest independent
set in a low density graph using a local search algorithm, as done by Chan and Har-Peled [CH12]
for pseudo-disks.

P13: Simpler proof of the circle packing theorem? All the proofs of the circle packing theorem
(aka Koebe-Andreev-Thurston theorem) are only existential via a beautiful but involved limit
argument [PA95]. As Theorem 2.1 demonstrates, the regions in the intersection graph can be
much more general than circles, and many of the strict conditions of the circle packing theorem can
be significantly weakened and still imply the planar separator theorem. For example, the regions
do not have to be interior disjoint, or convex. Such a simplified proof might also lead to better
algorithms for drawing planar graphs. Another popular technique widely used for generating
planar drawings is shelling of the planar graph, see the work by Fraysseix et al. [dFPP90] and
its numerous followups.

2.3. Voronoi separation - more on distance based pricing

Let P be a set of points in IRd, P1 and P2 be two disjoint subsets of P. The sets P1 and P2 are Voronoi
separated in P if for all p1 ∈ P1 and p2 ∈ P2, we have that their Voronoi cells in the Voronoi diagram
V(P) are disjoint; that is, CP(p1) ∩ CP(p2) = ∅, where CP(p) denotes the Voronoi cell of p in V(P). A
partition of P is a pair of sets (P1,P2), such that P1 ⊆ P, and P2 = P \ P1. A set Z is a Voronoi
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separator for a partition (P1,P2) of P ⊆ IRd, if P1 and P2 are Voronoi separated in P ∪ Z; that is,
the Voronoi cells of P1 do not intersect the Voronoi cells of P2 in V(P ∪ Z). We will refer to the points
of the separator Z as guards.

It is natural to ask what is the minimum number of guards needed to get a balanced partition
of P. Surprisingly, the same techniques described above applies in this case, and implies a balanced
Voronoi separator of size O

(
n1−1/d

)
.

2.3.1. Construction

Before describing the construction, we need the following definition.

Definition 2.3. A set Y ⊆ X ⊆ IRd is `-dense in X, if for any point p ∈ X, there exists a point v ∈ Y,
such that ‖p− v‖ ≤ `.

Using our standard shtick, consider the smallest ball B = ball(c, r′) that contains n/c points of P, for
some constant c. Next, pick randomly a radius r ∈ [r′, 2r′]. Let Z be a δ-dense set on the sphere S =
S(c, r), where δ = r/n1/d. One can easily compute such a dense set of size O

(
(r/δ)d−1

)
= O

(
n1−1/d

)
.

Now, if a point p ∈ P is in distance ≤ δ from S, then add a constant number of points to Z (all lying
on S), such that Voronoi cell of p in V(P ∪ Z) does not intersect S (see the recent work by the PI
[BH14] for details how to compute this constant size set).

Separation and size of separator. Let Pin and Pout be the points of P inside and outside S,
respectively. By construction, for any point p ∈ P, we have that its Voronoi cell in V(P ∪ Z) does not
intersect S, which implies that Z is indeed the desired Voronoi separator. It is also not hard to argue
that the resulting Voronoi separator size is O

(
n1−1/d

)
, see [BH14] for details.

P14: Can one compute the optimal (i.e., smallest) balanced Voronoi separator efficiently?

2.3.2. Continuous hitting set and Voronoi partition

In [BH14], we show that given a desired partition (P1,P2), one can (1 + ε)-approximate the smallest
Voronoi partition separating P1 from P2. This is a rather interesting variant of hitting set. Indeed,
every pair of points p1 ∈ P1 and p2 ∈ P2 that their cells share a Voronoi boundary induces an infinite
family of balls that must be stabbed by the separating set. Thus, finding the minimum Voronoi
separator boils down to hitting set of an infinite set of balls, that fortunately, is defined implicitly. A
simple greedy strategy of figuring out what is the smallest ball needed stabbing, and stabbing it and
its environ yields (after repeating this till all balls are stubbed) a constant factor approximation. Our
PTAS is significantly more interesting – we use a variant of our Voronoi separator result, to break up
the set of guards into small clusters of guards. We then use algebraic techniques to replace every such
cluster by the optimal guard set that perform the same separation.

P15: Local search for hitting set of balls? Our technique hints that a local search algorithm
should be able to yield a PTAS realizing the best possible partition. Such an algorithm would
be simpler and potentially more practical than the current algorithm. As an example of a local
search algorithm for a related problem, see [CH12].

P16: Stronger separation? What can be done if we require more robust separation. For example,
given a specified partition, find the minimum set of guards such that a forbidden pair touch, only
if at least k guards are being removed. Can this problem be approximated efficiently.
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P17: Different kind of sites. What if we change our sites to be, say, disks? Can one get similar
results? Under what conditions? What about fat and convex sites?

2.4. Applications of separators

Recently, Adamaszek and Wiese [AW13, AW14] showed how using separators on top of cuttings,
can lead to quasi-polynomial time approximation algorithms (QPTAS) for independent set of axis-
parallel rectangles, and constant complexity regions. For a fixed ε, the running time is npoly(1/ε,logn),
The PI showed [Har13a] that the algorithm also works when the regions are polygons of unbounded
complexity. Mustafa et al. [MRR13] showed how to extend the framework to provide a QPTAS for
geometric set-cover.

P18: PTAS? The most interesting open problem is trying to get a PTAS for these problems. For ex-
ample, Adamaszek and Wiese [AW13], show a PTAS for the case of “large” axis-parallel rectangles.
Along these lines, the existence of a separator for sparse intersection graphs [FP08, FP10, FP13],
suggest that potentially in some (unweighted) cases one should be able to use a local search
strategy, as was done by Chan and Har-Peled [CH12]. The technical problem is that Chan and
Har-Peled applies the separator to the intersection graph that contains the optimal Opt and local
L solutions together. Of course, GOpt and GL being sparse, in no way guarantees that GOpt∪L
is sparse. The only case where this sparsity still holds is for the case of searching for the largest
subset of pseudo-disks such that their maximum depth is bounded by a constant. In particular,
we conjecture that one gets a PTAS in this case via local search.

P19: Higher dimensions? What about three dimensions? For example, for the problem of approx-
imating the largest independent set of axis-parallel boxes. Since we are in higher dimensions, the
planar separator theorem no longer holds. In particular, to make progress one need to show that
given a set of n axis parallel disjoint boxes, for any r, there is a decomposition of space into two
sets of size ≤ (2/3)n, such that the number of input boxes that are in both sets is o(n/ log n),
and this partition can be described using polylogarithmic number of bits. In particular, under
what assumptions one can prove the existence of a good separating surface of low complexity?

P20: Separating property for TSP? Can Arora’s technique of PTAS for TSP can be simplified
using the ring separation idea? Is there a similar separating ring for TSP or MST that would be
useful to this end?

3. Summarizing data and robust proximity search

3.1. Robust proximity search and data shrinking

Consider a set of objects (say points for the time being) in IRd, which we would like to summarize.
That is, we would like to reduce their size dramatically while preserving as much useful information
as possible about them. An extreme example of that is coresets – small size (mostly constant size)
subsets of the data such that computation can be carried out on the coreset instead of the original
point set. While coresets are an attractive proposition, there are many problems that are global in
nature, and for which no compact summary exists, see Section 1 for further discussion.

One interesting problem is the preprocessing the given objects, given a parameter k, such that
given a query point one can quickly approximate the kth nearest neighbor to the query point in the
data. Surprisingly, the PI showed [HK12], together with Nirman Kumar (a student), that one answer
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such (1 + ε, k)-ANN queries in IRd using only Õ(n/k) space (here the Õ hides factors polynomial in ε
and polylogarithmic in n).

For the case of disjoint balls, the PI showed recently [HK14] that similar results are achievable.
Somewhat informally, underlying this result is the idea that if k is sufficiently large, and you consider
the smallest ball ball(c, r) intersecting k balls, then most of these k balls are tiny (i.e., their radius is
significantly smaller than εr, where ε is the approximation parameter), and can be treated as points.
Furthermore, in the environ of ball(c, r) one can precompute the answer for the (1+ε, k)-ANN queries.
Outside this environ these tiny balls can be collapsed into a single point, thus reducing the data size.
Of course, the precise details are more involved.

P21: (1 + ε, k)-ANN queries for fat disjoint objects? Can one extend the work of [HK14] to
handle fat interior disjoint objects?

P22: Approximating the smallest ball intersecting k balls. The building block of these algo-
rithms is finding the smallest ball that intersect or contain k balls/objects. How fast can this
problem be solved exactly? What about approximation algorithms? Specifically, given a set B of
(not necessarily disjoint) balls in IRd, and a parameter k, how fast can one compute the smallest
ball that intersects k such balls? In particular, a parametric search for the critical radius, together
with a quadtree to quickly computing the deepest point (approximately might sufficient) at least
for some variants. The main problem seems to be how to find the critical radiuses to try.
Notice, that in general this problem, even in the plane, probably cannot be solved in subquadratic
time. Indeed, deciding if a given set of n points has three points that are colinear, is a problem
that is believed to require Ω

(
n2

)
time [ES95]. This in turn is equivalent via the appropriate

duality to deciding if given a set of 2n halfplanes, if there is a point that is of depth n + 3.
Indeed, by duality, the original problem is deciding if there is a point that is contained in three
lines. Replacing each line by two close halfplanes then yields the desired problem (we are thinking
here about each halfplane is being a disk).
Nevertheless, if we are willing to approximate the maximum depth, and use depth estimations
techniques developed by the PI [AH08], some near linear time approximation algorithm should
be possible.

P23: Understanding the k-ANN distance function. Given a set of k balls, not necessarily
disjoint, how complicated is the k-ANN function? Can it be approximated efficiently? Whats its
worst case completely? The previous work dealt only with the case that the balls are disjoint.
Are there assumptions under which the function has near linear complexity?

P24: Approximating the smallest ball containing k objects. Given a set F of n (constant
descriptive complexity) objects in IRd, and a parameter k, how fast can one approximate the
smallest ball that contains k objects of F? In particular, it seems believable that one can extent
the net & prune algorithm for this case. Thus, the question is: Can one approximate such a ball
in linear time?

P25: Compressing more general distance functions. Recently, the PI (together with Nir-
man Kumar) provided [HK13b] a general framework for building approximate Voronoi diagrams
(AVDs) for a large variety of distance functions. For example, this work showed that one can
compute a linear size AVD for multiplicatively weighted Voronoi diagram (previously, even in the
plane, no subquadratic bound was known).
It is natural thus to ask if this framework can be extended to this problem. For example, can
one approximate the kth order multiplicative weighted Voronoi diagram (say, in the plane), using
space Õ(n/k)?

10



P26: Other shapes? Given a set of n lines in the plane, and a parameter k, it is easy to verify
that even the approximate kth order Voronoi diagram of the lines has complexity Ω((n/k)2).
As a first question, can one build efficiently such an (1 + ε, k)-AVD? Secondly, for what objects
can one build a low complexity diagram. In particular, a natural conjecture would be that for a
low-density set of objects, a (1 + ε, k)-AVD of complexity Õ(n/k) should exist.

3.2. Extending Voronoi diagrams

3.2.1. Introduction: Voronoi diagrams and their high complexity and how randomness
help

One of the fundamental structures in Computational Geometry is the Voronoi diagram [Aur91,
AKL13]; that is, for a set of points P in the plane, called sites, partition the plane into cells such
that each cell is the loci of all the points in the plane whose nearest neighbor is a specific site in P.
Many generalizations of this fundamental structure have been considered, including (i) adding weights,
(ii) sites that are regions other than points, (iii) extensions to higher dimensions, (iv) other underlying
metrics, and (v) many others. In the plane, the standard Voronoi diagram has linear combinatorial
complexity, but in higher dimensions the complexity is Θ

(
ndd/2e).

Even in the plane, some of these generalizations of Voronoi diagrams lose their attractiveness as
their complexity becomes quadratic in the worst case. However, as is often the case, constructions that
realize the quadratic complexity (of say, the weighted multiplicative Voronoi diagram in the plane)
are somewhat contrived, and brittle – little changes in the weight dramatically reduces the overall
complexity. To quantify this observation, we consider here the expected complexity rather than the
worst case of such diagrams, where weights are being assigned randomly.

Generalizations of Voronoi diagrams. In the additive weighted Voronoi diagram, the dis-
tance to a Voronoi site is the regular Euclidean distance plus some constant (which depends on the
site). Additive Voronoi diagrams have linear descriptive complexity in the plane, as their cells are star
shaped (and thus simply connected), as can be easily verified. This holds even if the sites are arbitrary
convex sets. In the multiplicative weighted Voronoi diagram, for each site one multiplies the
Euclidean distance by a constant (again, that depends on the site). However, unlike additive weighted
Voronoi diagrams, the worst case complexity for multiplicative weighted Voronoi diagrams is Θ(n2)
[AE84] even in the plane. In the weighted case, the cells are not necessarily connected, and a bisector
of two sites is either a line or an (Apollonius) circle.

In Power diagrams, each site ci has an associated radius ri, and the distance of a point p to
this site is d(ci, p)

2 − r2i ; that is, the squared length of the tangent from p to the disk of radius ri
centered at ci. As such, Power diagrams allow including weight in the distance function, while still
having bisectors that are straight lines and having, overall, linear combinatorial complexity.

Klein [Kle88] introduced (and later refined in [KLN09]) the notion of abstract Voronoi dia-
grams to help unify the ever growing list of variants of Voronoi diagrams which have been considered.
Specifically, a simple set of axioms, focusing on the bisectors and the regions they define, was identified
which classifies a large class of Voronoi diagrams with linear complexity (hence such axioms are not
intended to model, for example, multiplicative diagrams).

Randomization and Expected Complexity. In many cases, there is a big discrepancy between
the worst case analysis of a structure (or an algorithm) and its average case behavior. This suggests
that in practice, the worst case analysis is seldom encountered. For example, recently, Agarwal et al.
[AKS13, AHKS14], showed that the expected union complexity of a set of randomly expanded disjoint

11



segments is O(n log n), while in the worst case the union complexity can be quadratic. In other words,
Agarwal et al. bounded the expected complexity of the level set of the randomly weighted Voronoi
diagram of disjoint segments.

If the sites are placed randomly. There is extensive work on the expected complexity of various
structures (including Voronoi diagrams) if the sites are being picked randomly (not their weight),
see [San53, RS63, Ray70, Dwy89, WW93, SW93, OBSC00, Har11b, DHR12] (this list is in no way
exhaustive). In many of these cases the resulting expected complexity is dramatically smaller than
its worst case analysis. For example, in IRd, the Voronoi diagram of n sites picked uniformly inside
a hypercube has O(n) complexity (the constant depends exponentially on the dimension), but the
worst case complexity is, as already mentioned, Θ

(
ndd/2e). Generally speaking, what facilitates one to

argue for low complexity when the locations are randomly sampled is naturally the relative uniformity
that such sampling provides. Interestingly, there is a subtle connection between such settings and the
behavior of grid points [Har98].

3.2.2. Recent results

The PI together with his student Benjamin Raichel showed that the complexity of the expected
multiplicative Voronoi diagram in the plane is near linear. Specifically, consider a fixed probability
density function from which we sample weights. Our recent result [HR14b] shows that the expected
complexity of the multiplicative weighted Voronoi diagram of a set of sites is near linear, where a set
of sites is a set of disjoint compact regions in the plane. Possible sets of sites include for example,
point sets, disjoint segments, or more generally disjoint convex sets.

A simple consequence of this work is that the expected complexity of the union of randomly
expanded disjoint segments or convex sets is also near linear. The new bound is weaker by (roughly)
an O(log n) factor for the case of segments, but for convex sets it improves the bound from O(n1+ε) to
O(npolylogn) (and the new bound holds for the complexity of the whole diagram, not only the level
set).

3.2.2.1. Outline of the new analysis of [HR14b]. Consider the case of bounding the expected
complexity of a set P of n multiplicative weighted points (i.e., sites) in the plane, where the weights
are being picked independently from the same probability density function. The key ideas behind the
new approach, are the following.

(A) Candidate Sets. Consider any point q in the plane, and let p be its nearest neighbor in P
under the weighted distance. Now, if p is the nearest neighbor of q then for all other sites in P
either p has smaller weight, or smaller distance to q. Thus for each point q in the plane one can
define its candidate set, which consists of all sites p ∈ P such that for all other sites in P either p
has smaller weight or smaller distance to q. Saying it somewhat differently, drawing the points
of P in the plane, where the x-axis is their distance from q, and the y-axis is their weight, the
candidate set is all the minima points (i.e., they are the vertices of the lower staircase of the
point set, and they are not dominated in both axes by any other point). We show that when
weights are randomly sampled, with high probability, for all points in the plane the candidate
set has at most logarithmic size (this is well known, and we include the proof for the sake of
completeness).

(B) Gerrymandering the plane. Next, we partition the plane into a small number of regions
such that the candidate set is fixed within each region. Specifically, if one can break the plane
into m such uniform candidate regions, then the worst case complexity of the Voronoi diagram
is O(m log2 n), since with high probability all candidate sets are of size at most O(log n), and
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the worst case complexity of the multiplicative Voronoi diagram of a weighted set of points is
quadratic.

(C) Randomized Incremental Campaigning. The main challenge, as frequently is the case,
is to do the gerrymandering. To this end, consider adding the sites in order of increasing
weight. When the ith site is added, it has higher weight than the sites already added, and
lower weight then the sites which have not been added yet. Therefore, the points in the plane
whose candidate set the ith site belongs to are those points for which it is the nearest neighbor
from the set of the first i sites. In other words, the points in the Voronoi cell of the ith site
in the Voronoi diagram of the first i sites. Therefore, if we look at the overlay of these cells
from i = 1, . . . , n, then each face in the overlay will have the same candidate set. For the case
of points, Kaplan et al. [KRS11] proved that this overlay has O(n log n) expected complexity.
This implies immediately an O(n log3 n) bound on the expected complexity of the random
Voronoi diagram.

3.2.3. Suggested research

As above testifies, less research was done on Voronoi diagrams that have high complexity, because they
are less practical. However, the new results suggest that such diagrams might have low complexity in
practice, either because the input has some additional structure, or because the relevant parameters
have some underlying probability distribution that determines them. As such, it would be interesting
to come up with new and interesting variants of Voronoi diagrams, and prove that they have low
complexity under certain assumptions, and then figure out how to compute them efficiently.

P27: The pricing diagram. Imagine, that you are in a city with various grocery stores around,
and you are interested in buying a single product (say, milk). The only restriction is that if a
grocery store p1 is closer to the consumer q than p2, and the cost per unit of p1 is smaller than
the const of p2 then q would prefer to shop in p1 over p2. Said differently, the consumer q has
a list of preferred grocery stores sorted by increasing distance, while the prices of these stores
are going down. Naturally, not all grocery stores might be on this list, as their prices might
not be competitive. The new result [HR14b] implies that this list is of length O(log n) for all
points in the plane if the prices are randomly generated. The natural question is how fast can
one compute this diagram (for the non-random case) – that is, for every cell the list of preferred
stores is precomputed. Can one compute this diagram in output sensitive fashion?

3.2.3.1. The beer and diapers diagram. Imagine that we are facing the same problem as above,
except that the consumer is now interested in buying two products (beer and diapers, what else?). To
this end, consider a consumer q and the grocery stores P = 〈p1, . . . , pn〉 sorted by increasing distance
from q. Assume that grocery pi has prices αi and βi for bear and diapers, respectively.

If distances were not relevant, the consumer would inspect the set W =
{
(αi, βi)

∣∣∣ i = 1, . . . , n
}

in
the parametric space. All the points that form a minima (i.e., Pareto optimal points) corresponds
to grocery stores that the consumer should consider (naturally, which one the consumer would prefer
would depends one how much they are planning to buy of the two products). Formally, a point
p = (x, y) ∈ W is a minima if for any other point (x′, y′) ∈ W we have that x ≤ x′ or y ≤ y′.
Interestingly, if the consumer decision function on which product to by is a linear function of the
prices of the two products then the relevant points are the vertices of the convex-hull. Let particular,
let m(q,P) denote the set of the relevant points.

But of course distances are relevant, In particular, one can add the distance to q as a third
dimension, and ask for the minima points. Alternatively, all the relevant grocery stores are in the set
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M(q) =
⋃n

i=1m(q,Pi), where Pi = 〈p1, . . . , pi〉 is the prefix of the i closest grocery store to q.
The beer and diapers diagram (BD diagram) is a decomposition of the plane into cells, where

all the points inside a cell have the same set M(·) associated with them.

P28: Worst case complexity of the BD diagram? What is the worst case complexity of the BD
diagram in the plane?

P29: Complexity of the BD diagram if prices are random? A natural conjecture is that the
BD diagram has near linear complexity if the prices (αi, βi) are being picked from the same
distribution. Secondly, how can one compute this diagram efficiently in output sensitive fashion?

P30: Higher dimensions? One can extend the same problem to a higher number of parameters (say,
the beer, diapers and icecream diagram). Here every grocery store might have d prices/attributes
associated with it, and we are still interesting in computing a decomposition of the plane into
cells where each cell has the same set of minima points to consider (when taking the union over
the prefix of distances).

4. Educational and Broader Activities
The research proposed here will proceed hand-in-hand with educational and student training initia-
tives.

Curriculum Development: The PI believes that education is an exciting and integral component
of his academic career, and he is firmly committed to excellence in teaching at all levels. The PI regu-
larly teaches undergrads and grad students courses on algorithms, theory of computation, randomized
algorithm, and on approximation algorithms. The PI hopes to develop a standard undergrad/grad
class on computational geometry that would become part of the curriculum at UIUC. The PI had
already taught this class once recently (Spring 2012). The class the PI had developed on Randomized
Algorithms (CS 574) has now turned into a standard class in the CS department.

The PI have extensive class notes for most of the courses he taught that are available online. See
here: http://http://sarielhp.org/teach/notes/. The PI believe that the availability of detailed
class notes, for free, improves the teaching in the class, removes the need to use an expensive textbook,
and make the material available to other people outside the course.

The PI plans to develop and teach several interrelated courses that combine algorithmic tools,
thinking, and applications. The primary focus of these classes will be to reach as broad an audience
as possible.

Outreach to other disciplines: The PI is making an active effort to collaborate with people in
other disciplines, from mathematics to networking. For example, the PI was involved in a workshop
on using geometric techniques in tracking the migrations of animals. He also did recently some
collaborative work in networking [AGH11].

Broader outreach: The College of Engineering at UIUC is active in efforts to improve the repre-
sentation of women and under-represented minorities in engineering, sciences, and mathematics. As
part of this, summer camps are organized that bring small groups of middle and high school students
to interact with faculty and students. The PI interested in participating in two programs G.A.M.E.S
(Girls Adventures in Mathematics, Engineering, and Science) and Discover Engineering, both one
week camps primarily for girls interested in mathematics and science.
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The PI is also maintaining a blog that he uses to discuss research and other things, see http:
//sarielhp.org/blog/.

The PI is also interested in less conventional technologies and how they can help teaching and
conveying intuition about specific material. For example, a few years back, the PI put a video on
YouTube demonstrating how the binomial distribution concentrates as n increases thus demonstrating
the law of large numbers. See http://www.youtube.com/watch?v=sgGhtehCTvw for the video. The
PI is committed to trying to make more such videos in the future.

The PI is also deeply involved in trying various new technologies in the class room. For example,
the PI used i-clickers over the last few semesters, the idea being that a large number of questions asked
in class, can keep the students interested and involved in the teaching going on.

Student Training: The PI plans to support two students with this proposal. His current student
Nirman Kumar is about to graduate this academic year, and his other student Benjamin Raichel would
graduate next year. As such, this proposal would be used to train two new phd students. Also, the
PI is looking to do more research with undergrad students, and he hopes to use the grant the support
such students.

Results from Prior NSF Support

The PI was supported by the following grants.

(A) NSF CAREER award CCR-0132901. $325,000.00 May 1, 2002–April 30, 2008.
CAREER: Approximation Algorithms for Geometric Computing.
Research: Development of coresets – an approach to sketching geometric information in a com-
pact way, that leads to numerous efficient geometric approximation algorithms.
Publications: [HM04, HK07, HS05a, HS05b, Har06b, BHI02, HV02, HV04, AHV04, Har05,
AHY06, Har07, HÜ05, AHY07, HRZ07, AHR05, HRZ02, EHM04, HW04, AFH+05, CDH+05,
CHK05, EHM05, HS05c, Har06a, HS11, EH02, AH05, AH08, HM06, CH06].

(B) AF award CCF-0915984. $410,000.00 September 1, 2009–August 31, 2013.
Approximation, Covering and Clustering in Computational Geometry
Research: Developed algorithms for solving traditional computational geometry problems using
linear programming tools.
Publications: [AH10, DHW10, AGH11, CDH+11, HK11, HR11, DHR12, DHT12, EHR12,
HK12, HNSS12, DH12, AAH+13, HIS13, HK13b, HR13, AH12, CH12, HL12, DHW12, HIM12,
HK13a, HL13, HR14a].
Book publication: Supported (together with (A)) the writing and publication of a graduated
level textbook on geometric approximation algorithm that appeared recently [Har11a].

(C) AF award CCF-1217462. $489,194.00 September 1, 2012–August 31, 2015 (estimated)
Efficient Proximity and Similarity Search in Computational Geometry
Research: The main trust is on Fréchet distance, and more generally proximity search. The
proposed research in the current proposal on proximity search (i.e., Section 3.1) is closest to
this proposal (but there is NO overlap between the newly suggested research and the research
suggested in this proposal).
Publications: [HK12, HR13, AAH+13, HL13, HIS13, BH14, HK14, HR14b, HR14c].
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