
Chapter 7

Introduction

Given a finite collection S of geometric surfaces, such as hyperplanes, in IRd, the arrangement A(S)
is the decomposition of IRd into connected open cells of dimensions 0, 1, . . . , d induced by S. That is,
each cell is a maximal connected region that is contained in the intersection of a fixed number of the
surfaces and avoids all other surfaces. Recently, arrangements have emerged as the underlying structure
of geometric problems in a variety of “physical world” applications such as robot motion planning and
computer vision. In addition, they arise in most of the basic problems in computational geometry. See
[SA95, Hal97] for surveys on arrangements.

For example, consider a robot moving on a floor. It has three degrees of freedom: (i) the location of
a references point on it (two parameters), and (ii) its orientation. Thus, each placement of the robot can
be encoded by three real numbers. The set of all these (encoded) placements constitutes a 3-dimensional
space, called the configuration space of the robot. The workspace of the robot usually contains obstacles
that the robot should not collide with, which means that there are placements of the robot that are not
valid, that is, not free.

In this configuration space, a continuous motion of the robot corresponds to an arc. Each possible
contact between a feature (vertex, edge or face) of an obstacle and a similar feature of the robot induces
a surface (so-called contact surface) in the configuration space, so that the arc corresponding to the
robot motion must not cross any such surface.

Thus, the arrangement A of those contact surfaces defines completely the valid placements of the
robot. Specifically, the set of valid placements is the union of some cells of A. Moreover, one can use such
an arrangement to check whether there exists a valid continuous motion from one placement to another
placement of the robot. Such a decision is equivalent to deciding whether the two configurations lie in
the same cell of the arrangement A. Using somewhat more complex machinery, one can also compute a
path between the two placements that lies fully within that cell (when such a path exists). Such a path
avoids the surfaces that define the arrangement, and thus represents a valid, collision-free motion of the
robot between the given placements.

The study of arrangements, their complexity and also algorithms that manipulate them is a major
field of research in computational geometry. While there is a lot of knowledge about planar arrangements,
accumulated mostly in the 1980’s, the understanding of arrangements in three and higher dimensions is
far from being satisfactory, although significant progress has been made in the past decade (see [SA95]).

Consider a set S of n arcs in the plane (so that each pair of arcs of S intersect at most t times).
The complexity of the arrangement A(S) is the number of its cells (of all dimensions). This complexity
might be quadratic in the worst case, and it can be computed in O(n2) time [SA95]. However, there are
many applications where one is only interested in parts of the arrangement. For example, as mentioned
above, deciding whether there exists a continuous collision-free motion between two robot placements,
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can be solved by computing the cell of the arrangement of the contact surfaces containing one of the
placements, and by checking whether the other placement lies in the same cell. The hope is that
substructures in arrangements should have smaller complexity that that of the full arrangement, and
that therefore one should be able to compute them more efficiently. For example, the complexity of a
single face in a planar arrangement of n arcs, as above, is O(λt+2(n)), where λq(n) denotes the maximum
length of a Davenport-Schinzel sequence of order q composed of n symbols, and is thus only near-linear
in n (the function λt+2(n)/n is an extremely slowly growing function that is related to the inverse of
the Ackermann function, see [SA95]). Since this bound is close to linear, there arises the question
whether this face can also be computed efficiently, that is in near-linear time. Indeed, this is the case:
one can compute such a face in O(λt+2(n) log n) randomized expected time, see [BDS95, CEG+93] and
Chapter 9, and in slightly worse, but still near-linear deterministic time [GSS89].

A fundamental tool in manipulating arrangements is the randomized incremental construction ap-
proach [BY98, Mul94]. Here one computes a (sub) structure in an arrangement (e.g., a face in an
arrangement of arcs) incrementally, by inserting the arcs (or surfaces) one by one, and by updating and
maintaining the structure after each insertion. As is the case in most applications, reasonable (expected)
performance can be guaranteed if the arcs are inserted in a random order.

In this part of the thesis, we present two results involving the application of randomized incremen-
tal algorithms to arrangements. The first algorithm constructs cuttings in arrangements of lines (see
Section 7.1), and the second algorithm computes the zone of a curve in an arrangement of arcs in an
online manner (see Section 7.2). Apart from their efficient asymptotic and practical performance, these
algorithms are interesting because they use a slightly different approach than that used in the classical
framework of such algorithms in computational geometry. Those slight changes require new ideas in
analyzing the algorithms.
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7.1 Cuttings

A natural approach for solving various problems in computational geometry is the divide-and-conquer
paradigm. A typical application of this paradigm to problems involving a set Ŝ of n lines in the plane,
is to fix a parameter r > 0, and to partition the plane into regions R1, . . . , Rm (those regions are usually
vertical trapezoids, or triangles, but we will also consider here convex polygons with more edges), such
that the number of lines of Ŝ that intersect the interior of Ri is at most n/r, for any i = 1, . . . ,m.
This allows us, in many cases, to split the problem at hand into subproblems, each involving the subset
of lines intersecting a region Ri. Such a partition is called a (1/r)-cutting of the plane (with respect
to the set Ŝ). See [Aga91a] for a survey of algorithms that use cuttings. For further work related to
cuttings, see [AM95]. The notion of cuttings can be extended to arrangements of other curves and to
higher-dimensional arrangements; see [CF90]. However, in this thesis we will be concerned only with
cuttings for arrangements of lines (and arcs) in the plane.

The first (though not optimal) construction of cuttings is due to Clarkson [Cla87b]. Chazelle and
Friedman [CF90] showed the existence of (1/r)-cuttings with m = O(r2) (a bound that is worst-case
tight). They also showed that such cuttings, consisting of vertical trapezoids, can be computed optimally
in O(nr) expected time. An optimal deterministic algorithm for generating cuttings was given by
[Cha93]. Although those constructions are asymptotically optimal, they do not seem to produce a
practically small number of regions (see below for experimental evidence). Coming up with a really
small number of regions (i.e., reducing the constant of proportionality) is important for the efficiency
of (recursive) data structures and algorithms that use cuttings and arise in various range searching and
related problems. Currently, the best lower bound on the number of vertical trapezoids in a (1/r)-cutting
in an arrangement of lines is 2.54(1−o(1))r2, and the optimal cutting has at most 8r2+6r+4 trapezoids
(see [Mat98]); note, however, that the known construction that achieves this goal takes quadratic time.
Improving further the upper and lower bounds on the size of cuttings is still open, indicating that our
understanding of cuttings is still far from being fully satisfactory. In Section 8.3, we outline Matoušek’s
construction for achieving the upper bound and show a slightly improved construction (see below for
details).

In spite of the theoretical importance of cuttings (in the plane and in higher dimensions), we are
not aware of any implementation of efficient algorithms for constructing cuttings. We propose several
variants of a new and simple randomized incremental algorithm for constructing cuttings, and prove
the expected worst-case tight performance bounds for the new algorithm and for some of its variants.
Specifically, the expected number of trapezoids generated by the algorithms is O(r2) and their expected
running time is O(nr). We also present empirical results on several algorithms/heuristics for computing
cuttings that we have implemented. They are mostly variants of our new technique, and they all perform
well in practice. As already stated, O(r2) bounds on the expected size of the cuttings for some of those
variants can be proved. For the other variants, no formal proof of performance is currently available,
and we leave this as an open question for further research.

Matoušek [Mat98] gave an alternative construction for cuttings, showing (constructively) that there
exists a (1/r)-cutting with at most (roughly) 8r2 vertical trapezoids. Unfortunately, this construction
relies on computing the whole arrangement, and its execution thus takes O(n2) time. We present a
new randomized algorithm that is based on Matoušek’s construction; it generates a (1/r)-cutting of size
≤ (1 + ε)8r2, in O

(
nr
ε
log2 n

)
expected time, where 0 < ε ≤ 1 is any prescribed constant.

In Section 8.2, we present the main two variants of the new algorithm, and analyze their expected
running time and the expected number of trapezoids that they produce. Specifically, the expected
running time is O(nr) and the expected size of the output cutting is O(r2). We also analyze, in
Section 8.2.1, another variant of the algorithm that has similar performance bounds. We also note,
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in Section 8.2, that our algorithms extend easily to arrangements of more general arcs, and we give
the corresponding performance bounds, which remain optimal, except for very sparse arrangements
(i.e., arrangements that have very few vertices), in which case the algorithms are slightly suboptimal. In
Section 8.3 we present and analyze our variant of Matoušek’s construction. In Section 8.4 we present our
empirical results, comparing the new algorithms with several other algorithms/heuristics for constructing
cuttings. These algorithms are mostly also variants of our main algorithm (except that we still do not
have a formal analysis of their performance bounds), but they also include a variant of the earlier
algorithm of Chazelle and Friedman. The first batch of the implemented algorithms generate cuttings
that consist of vertical trapezoids. Our empirical results show that the cuttings generated by the new
algorithm and its variants have between 10r2 and 14r2 vertical trapezoids. (The algorithms generate
smaller cuttings when r is small. For example, for r = 2 the constant is about 9.) In contrast, the
Chazelle-Friedman algorithm generates cuttings of size roughly 70r2. Some variants of our algorithm
are based on cuttings by convex polygons with a small number of edges rather than by vertical trapezoids.
These perform even better in practice, and we have a proof of optimality for one of the methods, which
can be interpreted as an extension of our main algorithm (see Section 8.2.1).

The results of Chapter 8 appeared in [Har00a] (see also [Har98]).

7.2 Taking a Walk in a Planar Arrangement

Let Ŝ be a set of n x-monotone arcs in the plane. Computing the whole (or parts of the) arrangement

A(Ŝ), induced by the arcs of Ŝ, is one of the fundamental problems in computational geometry, and has
received a lot of attention in recent years [SA95]. As already mentioned, one of the basic techniques used
for such constructions is based on randomized incremental construction of the vertical decomposition of
the arrangement (see [BY98] for an example).

If we are interested in only computing parts of the arrangement (e.g., a single face or a zone), the
randomized incremental technique can still be used, but it requires non-trivial modifications [CEG+93,
BDS95]. Intuitively, the added complexity is caused by the need to “trim” parts of the plane as the
algorithm advances, so that it will not waste resources on regions which are no longer relevant. In fact,
this requirement implies that such an algorithm has to know in advance what are the regions we are
interested in at any stage during the randomized incremental construction.

A variation of this theme, with which the existing algorithms cannot cope efficiently, is the following
online scenario: We start from a point p = p(0) ∈ IR2, and we find the face f of A(Ŝ) that contains
p(0). Now the point p starts moving and traces a connected curve {p(t)}t≥0. As our walk continues, we

wish to keep track of the face of A(Ŝ) that contains the current point p(t). The collection of these faces
constitutes the zone of the curve p(t). However, the function p(t) is not assumed to be known in advance,
and it may change when we cross into a new face or abruptly change direction in the middle of a face
(see [BDH99] for an application where such a scenario arises; the problem studied there is to compute
all the area bisectors of a simple polygon, and it arises in part-orienting in robotics using MEMS).
The only work we are aware of that can deal with this problem efficiently is due to Overmars and
van Leeuwen [OvL81], and it only applies to the case of lines (and, with some simple modifications, to
certain restricted cases involving line segments as well). It can compute such a walk in (deterministic)
O((n + m) log2 n) time, inside an arrangement of n lines, where m is the number of intersections of
the walk with the lines of Ŝ. This is done by maintaining dynamically the intersection of half-planes
determined by the lines of Ŝ and containing the current face. 1

1This technique has very recently been improved by Chan [Cha99a]. See a discussion of this result and its implications
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In Chapter 9, we present a new randomized algorithm that computes the zone of the walk in a
general arrangement of arcs, as above, in O(λt+2(n +m) log n) expected time. The new algorithm can
be interpreted as a third “online” alternative to the algorithms of [CEG+93, BDS95]. The algorithm is
rather simple and appears to be practical. As a matter of fact, we have implemented and experimented
with a variant of the algorithm [AHH+99].

As an application of the new algorithm, we present an algorithm for computing a level in an ar-
rangement of arcs. The k-th level in such an arrangement is (the closure of) the set of points lying
on the arcs and having exactly k arcs vertically below them. The algorithm computes a single level in
O(λt+2(n+m) log n) expected time, where m is the complexity of the level.

We also show how to adapt the main algorithm to obtain a point-location algorithm that locates m
points in an arrangement of n arcs, as above. In this setup, the points are given to us one by one, in
an online manner, and each point-location query has to return the arc lying directly above the point (it
actually returns the vertical trapezoid of the vertical decomposition of the arrangement that contains
the point). Here we do not want to compute the entire arrangement, which might be too costly. The
algorithm performs m such queries in expected time O(λt+2(n+m+w) log n), where w is the minimum
number of intersections between a spanning tree connecting those query points and the given arcs (the
tree is not constructed by the algorithm; it only shows up in its analysis).

Both results improve by almost a logarithmic factor over the best previous result of [OvL81], for the
case of lines (and for certain cases involving line segments). For the case of general arcs, we are not
aware of any similarly efficient previous result. The results of Chapter 9 appeared in [Har00b].

in Chapter 9.


