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Part I

Geometric Approximation Algorithms





Chapter 1

Introduction

Computational geometry involves the design, analysis and implementation of efficient algorithms for
geometric problems. It combines computer science techniques of efficient data structure design with
combinatorial analysis of the underlying geometric structure.

The traditional approach in developing and analyzing algorithms for solving problems in computa-
tional geometry relies on the following two assumptions: (i) Computation is being carried out on a RAM
machine; namely, the computations are carried out using infinite precision, and the time to carry out
each atomic operation is a constant, and (ii) the input is non-degenerate geometrically; e.g., no three
input points lie on the same line, no three input lines are concurrent, etc.

Unfortunately, those two assumptions are not realistic. In “real” life, the input is usually degenerate,
and is often inexact, and computations, usually carried out using floating-point operations, are inherently
inexact as well. These situations arise either because the input is synthetic (e.g., a computerized model
of an engine) and then it will almost surely contain degeneracies, or alternatively, the input is obtained
through sampling of physical data, where the sampling itself will be inexact.

As noted, computations are usually carried out using floating-point arithmetic, which have only
finite precision. In particular, a sequence of operations might fail because of errors created by this finite
precision computation. Even if the input is exact, performing the computation in an exact manner is
usually hard, prune to errors, and significantly slower than floating-point computations. This requires
exact arithmetic [Gae98], filtering techniques [BBP98], and robust computations [Sch99].

These shortcomings make the implementation of geometric algorithms a non-trivial undertaking.
Consider, for example, algorithms for geometric optimization problems. A typical example is: Given
a set S of n points in the plane, find an annulus of minimum width that contains S. In view of the
preceding discussion, it will often be infeasible in practice to find the real optimal solution. This is
because the optimum might typically be hard to compute (see below for the case of the minimum-
width annulus), and, due to the inexactness of the input and the computations, we might be unable to
distinguish between the optimal solution and another, close but suboptimal solution.

This suggests that instead of insisting on computing the exact solution for such an optimization
problem, one should be satisfied with a possibly suboptimal solution that approximates the optimum
reasonably well.

Thus, we would like to come up with simple and practical approximation algorithms that work much
faster than traditional exact algorithms, but provide only an approximate solution; that is, a solution
which is guaranteed to be close to the optimal/correct solution, typically within a factor of 1+ ε, where
ε > 0 is a specified error parameter. The development of such approximation algorithms received a lot of
attention in recent years in Computer Science in general, and in Computational Geometry in particular.

Theoretically, one of the main attractions in approximation algorithms is usually their low asymptotic
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running time. In particular, certain approximation algorithms provide approximate solutions to NP-
complete problems that, unless P = NP , cannot be solved efficiently in exact manner because their
solution requires super-polynomial time, whereas their corresponding approximation algorithms have
polynomial or sometime even near-linear running time [Aro98].

In this first part of the thesis, we present several approximation algorithms for a variety of problems
in Geometric Optimization. Our results are currently the fastest known algorithms for those problems.
In the following subsections we state and review the problems studied in the first part of the thesis.

1.1 The Approximate Euclidean Shortest-path Problem

The three-dimensional Euclidean shortest-path problem is defined as follows: Given a set of pairwise-
disjoint polyhedral objects in IR3 and two points s and t, compute the shortest path between s and t
which avoids the interiors of the given polyhedral ‘obstacles’. This problem has received considerable
attention in computational geometry. It was shown to be NP-hard by Canny and Reif [CR87], and
the fastest available algorithms for this problem run in time that is exponential in the total number of
obstacle vertices (which we denote by n) [RS94, Sha87]. The intractability of the problem has motivated
researchers to develop polynomial-time algorithms for computing approximate shortest paths and for
computing shortest paths in special cases.

In the approximate three-dimensional Euclidean shortest-path problem, we are given an additional
parameter ε > 0, and the goal is to compute a path between s and t that avoids the interiors of the
obstacles, whose length is at most (1+ε) times the length of the shortest obstacle-avoiding path (we call
such a path an ε-approximate path). Approximation algorithms for the three-dimensional shortest path
problem were first studied by Papadimitriou [Pap85], and later by Clarkson [Cla87a], whose algorithm
computes an ε-approximate shortest path in close to O(n2/ε4 logO(1) n) time (the complexity of the
algorithm depends also on an additional parameter involving the input obstacles).

The problem of computing a shortest path between two points along the surface of a single convex
polytope is an interesting special case of the three-dimensional Euclidean shortest-path problem. Sharir
and Schorr [SS86] gave an O(n3 log n) algorithm for this problem, exploiting the property that a shortest
path on a polyhedron unfolds into a straight line segment. Mount et al. [MMP87] improved the running
time to O(n2 log n); their algorithm works for non-convex polyhedra (or polyhedral surfaces) as well.
Chen and Han [CH96] gave another algorithm with an improved running time of O(n2). It is a rather
long-standing and intriguing open problem whether the shortest path on a convex polytope can be
computed in subquadratic time (Kapoor [Kap99] has recently announced such an algorithm). This has
motivated the problem of finding near-linear algorithms that produce only an approximation of the
shortest path. That is, we are given a convex polytope P with n vertices, two points s and t on its
surface, and a positive real number ε. Let πP (s, t) denote any shortest path between s and t along the
surface of P , and let dP (s, t) denote its length (πP (s, t) is usually, but not always, unique). We want to
compute a path on the surface of P between s and t whose length is at most (1 + ε)dP (s, t).

The first result in this direction is by Hershberger and Suri [HS95]. They present a simple algorithm
that runs in O(n) time, and computes a path whose length is at most 2dP (s, t). Recently, Varadarajan
and Agarwal [VA97] gave a subquadratic time algorithm that computes a constant approximation to
the shortest path on a polyhedral terrain (i.e., a polyhedral surface that is the graph of a continuous
piecewise-linear function).

We present solutions to several problems for approximate shortest paths involving convex polytopes,
polyhedral surfaces, and general polyhedral scenes in IR3. In all those problems, our solutions are much
faster than the best known algorithms for the corresponding exact problems.
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Constant-approximation shortest path queries. In Section 3.1, we present an alternative to the
algorithm of [HS95] that receives as input a convex polytope P with n edges and preprocesses P in
O(n) time, such that for any s, t ∈ ∂P , one can compute, in O(log n) time, a number ∆P (s, t), such that
dP (s, t) ≤ ∆P (s, t) ≤ 8dP (s, t).

The results of Section 3.1 appeared in [Har99a].

Computing ε-approximate shortest paths. Given a convex polytope P with n faces, two points
s and t on ∂P , and a parameter ε > 0, we present, in Section 3.2, an algorithm that computes a
polygonal ‘outer’ path of P (a path avoiding the interior of P ) between s and t whose length is at most
(1 + ε)dP (s, t), and which consists of O(1/ε1.5) segments, in time O(n+ 1/ε3).

The results of Section 3.2 appeared in [AHSV97].

ε-approximate shortest path queries. Combining the two preceding algorithms, one obtains an
algorithm with O(n) preprocessing time, such that for any s, t ∈ ∂P and 0 < ε ≤ 1, it computes a
length ∆P (s, t) of an ε-approximate shortest path between s and t on ∂P , in O((log n)/ε1.5+1/ε3) time.
The algorithm is presented in Section 3.2.1. In contrast, the fastest known algorithm for computing a
data-structure that supports queries of computing the length of the exact shortest path between any pair
of points on ∂P is due to [AAOS97]; it requires O(n6m1+δ) space and preprocessing time, for any δ > 0,
and answers a query in O((

√
n/m1/4) logm) time, where 1 ≤ m ≤ n2 (the constants of proportionality

depend on δ).
The results of Section 3.2.1 appeared in [Har99a].

Approximate geodesic diameter. We present in Section 3.3 an algorithm that computes, for a
given convex polytope P with n edges in IR3, and a parameter 0 < ε ≤ 1, two points s, t ∈ ∂P such that
dP (s, t) ≥ (1− ε)DP , where DP = maxs,t∈∂P dP (s, t) is the geodesic diameter of P . The running time of
the algorithm is O(n+ 1/ε5). In contrast, the fastest known algorithm for the exact geodesic diameter
takes O(n8 log n) time (see [AAOS97]).

The results of Section 3.3 appeared in [Har99a].

Approximate shortest-path maps. The exact algorithms of [MMP87, SS86] receive as input a
convex polytope or a polyhedral surface P , and a fixed source point s on P , and compute a map (i.e.,
a subdivision of P) of complexity Θ(n2), that can be used to answer (exact) shortest path queries from
s to any point on P (along P) in O(log n) time (such a query reports the length of the shortest path;
reporting the path itself might require more time). This shortest path map can be stored in linear space,
for the case of a convex polytope, by using a persistent data-structure, see [Mou87]. However, the time
required to compute this compact representation of the shortest-path map is quadratic in the worst
case. This raises the problem of computing a map of near-linear size for fast approximate shortest-path
queries from s. We show in Section 4.3 that this is indeed possible: Given a polyhedral surface P with n
edges in IR3, a source point s ∈ P , and a prescribed 0 < ε ≤ 1, there exists a map (a subdivision of P) of
complexity O((n/ε) log (1/ε)), such that for any t ∈ P , one can compute the length of an ε-approximate
shortest path between s and t on P in O(log (n/ε)) time, by locating t in the map.

In Section 4.3, we present an algorithm that constructs such an approximation map in O(n2 log n
+(n/ε) log(1/ε) log(n/ε)) time, for the case of a polyhedral surface, and in O((n/ε3) log(1/ε)+ (n/ε1.5)
log (1/ε) log n) time, for the case of a convex polytope. Note that if P is a convex polytope then the
result of Section 3.2.1 provides an alternative structure with similar properties. However, the dependence
of the query time on ε is much better in this method.
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c

r(c)

R(c)

Figure 1.1: The Annulus A∗(S).

The results of Section 4.3 appeared in [Har99b].

Approximate spatial shortest-path maps. In Section 4.4, we present a similar result for ε-
approximate shortest-path queries among polyhedral obstacles (with pairwise-disjoint interiors) in IR3.
Let O be such a set of polyhedral obstacles in IR3 with a total of n edges, s a source point in IR3, and
0 < ε ≤ 1 a parameter. We show that there exists a spatial subdivision M of IR3, such that for any
t ∈ IR3, one can compute, in O(log (n/ε)) time, the length of an ε-approximate shortest path between s
and t, that avoids the interiors of the obstacles, by performing a spatial point location query with t in
M. The space needed to compute and preprocess M for spatial point location is O(n2/ε4+δ), for any
δ > 0, and the preprocessing time is

O

(
n4

ε2

(
β(n)

ε4
log

n

ε
+ log (nρ) log(n log ρ)

)
log

1

ε

)
,

where ρ is the ratio of the length of the longest edge in O to the Euclidean distance between s and

t, β(n) = α(n)O(α(n))O(1)

, and α(n) is the extremely slowly growing inverse of the Ackermann function.
This algorithm uses the algorithm of Clarkson [Cla87a], that computes an ε-approximate shortest path,
between two given points, in

O

(
n2

ε4
β(n) log

n

ε
+ n2 log (nρ) log(n log ρ)

)
time.

The results of Section 4.4 appeared in [Har99b].

1.2 Approximating Minimum-Width Annuli and

Shells

Let S be a set of n points in IRd. The roundness of S can be measured by approximating S with a sphere
Γ so that the maximum distance between a point of S and Γ is minimized, i.e., we wish to compute

min
c∈IRd,r∈IR

max
p∈S
|d(p, c)− r|.
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For c ∈ IRd and for r, R ∈ IR with 0 ≤ r ≤ R, we define the spherical shell (shell, for short, and, in
the plane, annulus) A(c, r, R) to be the region lying between the two concentric spheres of radii r and
R centered at c. The width of A(c, r, R) is R − r. The problem of measuring the roundness of S is
equivalent to computing a shell, A∗(S), of the smallest width that contains S. See Figure 1.1.

The main motivation for computing a minimum-width shell or annulus comes from metrology. For
example, the circularity of a two-dimensional object O in the plane is measured by sampling a set
S of points on the boundary of O (e.g., using coordinate measurement machines) and computing the
width of the thinnest annulus containing S [Fos82]; the thinner the annulus is, the more round O
is. Motivated by this and other applications, the problem of computing A∗(S) in the plane has been
studied extensively [AAS97, AS96, AST94, AGSS89, EFNN89, EGS86, LL91, MSY97, PS85, Riv79,
RLW91, RZ92, SY95, SJ95, YC97]. Ebara et al. [EFNN89] observed that in the planar case the center
of A∗(S) is a vertex of the overlay of the nearest- and the farthest-neighbor Voronoi diagrams of S.
The observation was later refined and extended in [GLRS98, SJ95]. These observations immediately
lead to an O(n2)-time algorithm for computing A∗(S) in the plane. Subquadratic algorithms were later
developed in [AAS97, AS96, AST94]. The asymptotically fastest known (randomized) algorithm, by
Agarwal and Sharir [AS96], computes A∗(S) in expected time O(n3/2+δ), for any δ > 0. Since the
subquadratic algorithms are rather complicated, simpler and faster algorithms have been developed
for various special cases [BBB+98, DGR97, LL91, SLW95]. Mehlhorn et al. [MSY97] and Kumar and
Sivakumar [KS99] have studied this problem under the probing model in which the set S of sample
points is chosen adaptively; see the original papers for details.

Very little is known about computing A∗(S) efficiently in higher dimensions. Extending the observa-
tion by Ebara et al. [EFNN89] to IR3, it can be shown that the center of A∗(S) is the intersection point
of an edge of the nearest-neighbor Voronoi diagram of S with a face of the farthest-neighbor Voronoi di-
agram of S, or vice versa. Using this observation, A∗(S) can be computed in O(n3 log n) time [DGR97].
This idea can also be extended to higher dimensions.

We obtain faster and simpler algorithms for computing approximate minimum-width shells and
annuli. For d ≥ 2, given a parameter ε > 0, we present simple algorithms that run either in time
O
(

n
εd
log( ∆

ω∗ε
)
)
or in time O

((
n log n
εd−2 + n

εd−1

)
log
(

∆
ω∗ε

))
for computing a shell that contains S and whose

width is at most (1+ ε)ω∗, where ω∗ = ω∗(S) is the width of A∗(S) and ∆ = diam(S) (See Section 5.3).
If the middle radius (i.e., average of the inner and outer radii) of A∗(S) is at most U · diam(S), then
the running time of the algorithms is either O((n/εd) logU) or O

((
n log n
εd−2 + n

εd−1

)
logU

)
. In most of the

practical situations, U is a constant. For example, if, in the planar case, the input points span an angle
of at least θ with respect to the center of A∗(S), then U = O(1/θ).

A main idea used in the algorithm is the observation that, in the plane, the minimum-area annulus
containing S can be used to approximate A∗(S), and while this approximation might not always be
good, it can at least be computed in linear time (using linear programming). We show how to refine
this idea (and extend it to higher dimensions) to achieve the bounds stated above.

For the planar case, Agarwal et al. [AAHS00] gave an O(n log n)-time algorithm that computes
an annulus of width ≤ 2ω∗(S). Using this algorithm, we present in Section 5.3.1, an algorithm that
computes an annulus that contains S whose width is at most (1 + ε)ω∗, where ω∗ is the width of A∗(S)
and ε > 0 is a given error parameter. The algorithm runs in O(n log n+ n/ε2) time.

The results of Chapter 5 appeared in [AAHS00].

1.3 Approximating the Minimum-Volume Bounding Box

In Chapter 6, we give an efficient algorithm for solving the following problem:
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Given a set S of n points in IR3 and a parameter 0 < ε ≤ 1, find a box B (not necessarily
axis-aligned) that encloses S and approximates the minimum-volume bounding box Bopt of
S, so that Vol(B) ≤ (1 + ε)Vol(Bopt).

Three-dimensional boxes which enclose sets of points are used for maintaining hierarchical partition-
ing of sets of points. These data structures have important applications in computer graphics (e.g., for
fast rendering of a scene or for collision detection), statistics (for storing and performing range-search
queries on a large database of samples), etc. From a top-down viewpoint, the problem in such ap-
plications is divided into two (admittedly, related) problems of splitting a given set of points into two
(or more) subsets, and of computing a nearly-optimal box (or another generic shape) that encloses each
subset. We concentrate on the second problem.

Numerous heuristics have been proposed for computing a box which encloses a given set of points.
The simplest heuristic is naturally that of computing the axis-aligned bounding box (AABB) of the point
set. Two-dimensional variants of this heuristic include the well-known R-tree, the packed R-tree [RL85],
the R+-tree [SRF87], the R∗-tree [BKSS90], etc. Held et al. [HKM95] use a minimum-volume AABB
trimmed in a fixed number of directions for speeding up collision detection. Gottschalk et al. [GLM96]
implement in their RAPID system the OBB-tree (tree of arbitrarily-oriented bounding boxes), where
each box, which encloses a set of polygons, is aligned with the principal components of the distribution
of polygon vertices. A similar idea is used for the BOXTREE of Barequet et al. [BCG+96]. The latter
work suggests a few variants, in which the computed box is aligned with only one principal component
of the point distribution (e.g., the one that corresponds to the smallest or largest eigenvalue of the
covariance matrix of the point coordinates), and the other two directions are determined by another
method (e.g., by computing the minimum-area bounding rectangle of the projection of the points into a
plane orthogonal to the first chosen direction). Other generic shapes, such as a sphere [Hub95], a cone
[Sam89], or a prism [FP87, BCG+96] were also used for maintaining a hierarchical data structure of
point containers. Most of these heuristics require O(n) time and space for computing the bounding box
(or another shape) but do not provide a guaranteed value (approximation factor of the optimum) of the
output.

An algorithm of Bespamyatnikh and Segal [BS97] solves a similar problem, in which the n points
are to be contained in two axis-aligned boxes, and the goal is to minimize the volume (or any other
monotonic measure) of the larger box. Their algorithm requires O(n2) time.

O’Rourke [O’R85] presented the only algorithm (to the best of our knowledge) for computing the
exact arbitrarily-oriented minimum-volume bounding box of a set of n points in IR3. His algorithm
requires O(n3) time.

In Chapter 6, we present the first two (1 + ε)-approximation algorithms for the minimum-volume
bounding-box problem. Both algorithms are nearly linear in n. The running times of these algorithms
are O(n + 1/ε4.5) and O(n log n + n/ε3), respectively. The second algorithm is generally less efficient
asymptotically, but it is simpler to implement and performs well in practice.

The results of Chapter 6 appeared in [BH01].



Chapter 2

Geometric Preliminaries

In this chapter, we present several technical results that will be used later in the thesis.

2.1 Notations

We begin with some terminology and some initial observations. Let P be a convex polytope with n
edges in IR3. For a face f of P , we denote by Hf the plane passing through f . Given a set A ⊆ IR3, and
a real number r ≥ 0, let Ar denote the Minkowski sum A⊕Br, where Br is a ball of radius r about the
origin; that is,

Ar =

{
x

∣∣∣∣ infy∈A
|x− y| ≤ r

}
.

For a convex polytope P and for x ∈ ∂P , let FP,r(x) =
{
y
∣∣∣ y ∈ ∂Pr, |x− y| = r

}
be the set of points

of ∂Pr ‘corresponding’ to x. See Figure 2.1 for an example of such an inflated polytope.

Clearly, ∂Pr consists of planar faces, each being a translated copy, by distance r, of some face of P ;
of cylindrical faces, each being a portion of a cylinder of radius r about some edge of P ; and of spherical
faces, each being a portion of a sphere of radius r about some vertex of P . Moreover, (i) if x lies in the
relative interior of a face of P , then Fr(x) is a singleton, consisting of the point lying at distance r from
x in the direction of the outward normal of the face; (ii) if x lies in the relative interior of an edge of P ,
then Fr(x) is a circular arc of a circle of radius r about x; and (iii) if x is a vertex of P , then Fr(x) is
the entire spherical face associated with x. See Figure 2.1 for an example of such an inflated polytope.

For any plane H that avoids the interior of P , the positive half-space H+ (resp. negative half-space
H−) bounded by H is the one containing P (resp. avoiding the interior of P ); these half-spaces are
assumed to be closed. Such a plane H is a supporting plane of P if ∂P ∩H 6= ∅.

Given two points p, q ∈ IR3 such that q 6= 0, we denote by ray(p, q) the ray emanating from p in the
direction of q; that is, ray(p, q) = {p+ tq|t ≥ 0}.

Given two curves1 γ1, γ2 in IR3 that share an endpoint, we denote by γ1 || γ2 the curve resulting
from concatenating γ1 to γ2. For a curve γ ⊂ IR3 and for a, b ∈ γ, we denote by γ(a, b) the portion of
γ between a and b. An outer path of a convex body K is a curve γ connecting two points on ∂K and
disjoint from the interior of K. The length of a curve γ is denoted by |γ|.

For two points s, t ∈ ∂K, dK(s, t) denotes the length of the shortest path between s and t on ∂K.

1By a curve we mean the image of a 1-1 continuous mapping of the unit interval [0, 1] into IR3.
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Figure 2.1: A cube P and the inflated set Pr

2.2 Approximating a Convex Polytope

Let Q be a convex polytope in IR3, with n vertices, that is contained in a unit ball, and let 0 < µ ≤ 1
be a real parameter. In this section, we present an algorithm to compute a convex polytope Q(µ), with
O(1/µ) vertices, such that Q ⊆ Q(µ) ⊆ Qµ. The algorithm is a straightforward implementation of the
constructive proof of Dudley [Dud74], which asserts the existence of a Q(µ) with O(1/µ) vertices. We
first outline Dudley’s proof, and then describe an efficient implementation of his scheme.

Let C ⊆ IR3 be a convex set. A point-normal pair on C is an ordered pair (p, ηp) such that (1)
p ∈ ∂C, (2) the plane H(p, ηp) that passes through p and whose normal is ηp is a supporting plane of
C, and (3) ηp is an outward normal to C at p. We denote by H+(p, ηp) the halfspace containing C that
is bounded by H(p, ηp). For any δ > 0, we call a collection S of point-normal pairs on C a δ-dense set if
for any point-normal pair (q, ηq) on C, there exists a pair (p, ηp) ∈ S such that d(p, q) ≤ δ, and the angle
between ηp and ηq is at most δ. We let P (S) denote the intersection of all the halfspaces corresponding
to elements of S, i.e., P (S) =

⋂
(p,ηp)∈S H

+(p, ηp).

Lemma 2.2.1 (Dudley [Dud74]) Let C be a convex body in IR3, and let A be a δ-dense set on C.
Then P (A) ⊆ C2δ2.

Hence, C can be approximated by computing a ‘small’ dense set on C. The existence of such a set
is guaranteed by the following lemma:

Lemma 2.2.2 (Dudley [Dud74]) Let C be a convex set in IR3 that is contained in a unit ball. Then
there exists a δ-dense set A on C of size O(1/δ2).

Proof: We only give a sketch of the proof, and refer to [Dud74] for full details. Let B be a ball of radius
at most 2, so that for all x ∈ C and for any |y| ≤ 1, one has x+ y ∈ B. Clearly, C ⊂ B.

Let A′ ⊆ ∂B be a collection of points such that for any q ∈ ∂B, there is a p ∈ A′ such that d(p, q) ≤ δ.
Such a set can be easily constructed by ‘covering’ ∂B by a grid of latitudes and longitudes (as in the
proof of Lemma 2.3.3 below). Moreover, |A′| = O(1/δ2).
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Figure 2.2: Approximating a convex shape using Dudley’s construction

Given a point p ∈ ∂B, let n(p) denote the point-normal pair on C that is formed by taking the unique
point pC ∈ ∂C that is closest to p, and the unit normal in the direction −→pcp. Let A = {n(p) | p ∈ A′}.

Dudley shows (see [Dud74]) that A is a 2δ-dense set on C, and this implies the lemma.

Theorem 2.2.3 Let Q be a convex polytope in IR3 contained in a unit ball, let n denote the number of
its vertices, and let µ > 0 be a real parameter. Then one can compute, in O(n + (1/µ) log(1/µ)) time,
a polytope Q(µ) with O(1/µ) vertices such that Q ⊆ Q(µ) ⊆ Qµ.

Proof: Let B be a ball of radius 2 concentric with a unit ball that contains Q. We first compute a set
A′ ⊆ ∂B such that for any q ∈ ∂B, there is a p ∈ A′ so that d(p, q) ≤ √µ/4. Such a set can easily be
calculated in O(1/µ) time, by ‘covering’ ∂B with a regular grid of resolution O(

√
µ), as in the proof of

Lemma 2.2.2.
Next, we construct, in O(n) time, the Dobkin-Kirkpatrick hierarchical decomposition [DK85, DK90]

of Q, which allows us to compute the closest point in Q to any query point in O(log n) time. Using
this hierarchy, we compute, for each point p ∈ A′, the point-normal pair n(p) on Q corresponding to p,
thereby obtaining the set A = {n(p) | p ∈ A′} in a total of O((1/µ) log n) time.

We next compute the polytope Q(µ) = P (A), which is the intersection of O(1/µ) halfspaces,
O((1/µ) log(1/µ)) time [PS85]. By Lemma 2.2.1, the polytope Q(µ) satisfies the properties asserted
in the theorem. The overall time needed to compute Q(µ) is

O

(
n+

1

µ
log n+

1

µ
log

1

µ

)
= O

(
n+

1

µ
log

1

µ

)
.

See Figure 2.2 for an example how the approximation polytope of Theorem 2.2.3 is being constructed.

Lemma 2.2.4 Given a convex polytope P in IR3 having n edges and contained in a unit ball, then one
can construct, in O(n + (1/ε2) log (1/ε)) time, an ε-dense set S of P , such that |S| = O(1/ε2), and
P ⊆ P (S) ⊆ P2ε2.

Definition 2.2.5 We denote by DenseSet(P, ε) the ε-dense set computed by Lemma 2.2.4.
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2.3 Approximating Paths by a Outer Paths with Small Fold-

ing Angle

An outer path of a convex body P is a curve connecting two points on the the boundary of P , such that
the curve avoids the interior of P . In this section, we show how to transform a shortest path on the
boundary of a polytope P into an outer path having a small folding angle.

The following well-known theorem implies that any outer path of P connecting two points s, t ∈ ∂P
must be of length at least dP (s, t), where dP (s, t) denotes the length of the shortest path between s and
t on ∂P .

Theorem 2.3.1 (see [Pog73]) Let F be the boundary of a convex body K, and γ a curve that does not
meet the interior of K and connects points s and t on F . Then the length of γ is at least the shortest
distance dK(s, t) between its endpoints along the surface F ; it is strictly greater than this distance if the
curve does not lie entirely on F .

A pair ψ = (σ,H) is a supported path of P if σ = (p1, . . . , pm+1) is a polygonal outer path of P
and H = (H1, . . . , Hm) is a sequence of supporting planes of P , such that the line segment pipi+1 is
contained in Hi, for i = 1, . . . ,m, and pipi+1, pi+1pi+2 ⊂ ∂W (Hi, Hi+1), for i = 1, . . . ,m − 1, where
W (Hi, Hi+1) = H+

i ∩H+
i+1 is the wedge formed between Hi and Hi+1. The folding angle between pipi+1

and pi+1pi+2, denoted as α(Hi, Hi+1), is π minus the dihedral angle of the wedge W (Hi, Hi+1), for
i = 1, . . . ,m − 1. (Note that this angle depends on the planes Hi, Hi+1, and has nothing to with the
actual angle between pipi+1 and pi+1pi+2.) The folding angle of ψ is α(ψ) =

∑m−1
i=1 α(Hi, Hi+1). We

will also write |σ| as |ψ|, and call it the length of ψ. Note that a shortest path πP (s, t) has a natural
supported path associated with it. (In this special case, each folding angle α(Hi, Hi+1) is larger than
or equal to π minus the actual angle between pipi+1 and pi+1pi+2; we call this latter angle the exterior
angle between these segments.)

Lemma 2.3.2 Let P be a convex polytope in IR3, let s and t be points on ∂P , and let ψ = (σ,H) be a
supported path connecting s and t. Then, for each r ≥ 0, there exists an outer path γ of Pr connecting
a point of Fr(s) to a point of Fr(t), whose length is |ψ|+ α(ψ)r. The curve γ consists of an alternating
sequence of straight segments and circular arcs of radius r.

Proof: Suppose that σ = (s = p1, . . . , pm+1 = t), and H = (H1, . . . , Hm). We replace each segment
pipi+1 of σ by its projection onto the boundary of (H+

i )r, namely, we translate pipi+1 by distance r
in the direction of the outward normal of Hi. We denote the translated segment by qiq

′
i (where qi is

the image of pi). Clearly, the total length of the new segments is |σ|. We also have q1 ∈ Fr(s) and
q′m ∈ Fr(t).

We still need to connect the endpoints q′i and qi+1, for i = 1, . . . ,m − 1. Let Wi = (W (Hi, Hi+1))r.
Clearly, qiq

′
i, qi+1q

′
i+1 ⊂ ∂Wi. Moreover, both q′i and qi+1 are images of pi+1 under the two projections

onto (H+
i )r and onto (H+

i+1)r, respectively, and thus can be connected by a circular arc of radius r about
pi+1. The length of this arc is clearly r ·α(Hi, Hi+1). The alternating concatenation of the segments qiq

′
i

and of these circular arcs yields the desired outer path γ. See Figure 2.1 for an illustration. The total
length of the new path is clearly |ψ|+ α(ψ)r. Finally, since Pr ⊂ (Wi)r, for i = 1, . . . ,m− 1, and each
point of γ lies on the boundary of one of these inflated wedges, γ is an outer path of Pr.

Let ψ = (σ,H) be a supported path of P , for σ = (p1, . . . , pm+1) and H = (H1, . . . , Hm). Let
U = (u1, . . . , um) be the sequence of outward unit normals of the planes H1, . . . , Hm. We create a curve
corresponding to ψ on the sphere Ŝ of directions in the following manner. Let γi be the shorter great
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circular arc connecting ui to ui+1 on Ŝ, for i = 1, . . . ,m−1, and let γ =
⋃m−1

i=1 γi. Since |γi| = α(Hi, Hi+1),
it follows that

|γ| =
m−1∑
i=1

|γi| =
m−1∑
i=1

α(Hi, Hi+1) = α(ψ) .

We call γ the curve of directions of ψ.

Lemma 2.3.3 Let P be a convex polytope, let s and t be points on ∂P , and let 0 < ε ≤ 1. Then there
exists a supported path ψ = (σ,H) of P , such that |ψ| ≤ (1 + ε/2)dP (s, t), and the folding angle α(ψ) is
at most 100/

√
ε.

Proof: Let σ0 = (s = p1, . . . , pm+1 = t) be a shortest path on ∂P from s to t, and let ψ0 = (σ0,H0) be the
corresponding supported path, where H0 = (H1, . . . , Hm). Let γ0 denote the curve of directions of ψ0 on
the sphere Ŝ of directions. Cover Ŝ by at most 100/ε pairwise openly disjoint spherically-convex regions,
each contained in some spherical cap with angular opening

√
ε; that is, each cap is the intersection of Ŝ

with a cone with apex at the origin and with opening angle
√
ε/2. This can be easily done, by covering

Ŝ with a grid of latitudes and longitudes, with angular spacing of
√
ε/2 between them, and by placing

the caps so that each is centered at a grid point. The number of grid points is⌈
2π√
ε/2

⌉
·
⌈

π√
ε/2

⌉
<

100

ε
,

for 0 < ε ≤ 1. Trimming the caps into pairwise openly disjoint spherically-convex regions is also easy
to do. For simplicity of exposition, we refer to these regions also as ‘caps’. Let C = (c1, . . . , cm) be the
sequence of caps traversed by γ0 in this order. With no loss of generality, we assume that no vertex
of γ0 lies on a boundary of a cap. This can be enforced by an appropriate perturbation of the caps, if
necessary. For each cap c, the intersection γ0 ∩ c is a collection of great circular arcs. Our strategy is to
modify ψ0 into a supported path ψ, such that the intersection of the curve of directions of ψ with each
cap is either empty or a single connected great circular arc.

For a cap c that appears in the sequence C, let i(c), j(c) be the indices of the first and last appearances
of c in C. From the caps c ∈ C such that c ∩ γ0 consists of more than one connected great circular arc,
we pick the cap c such that i = i(c) is minimal, and put j = j(c). Let u and u′ be the first and last
normals in c ∩ γ0. By assumption, this intersection consists of more than one great circular arc, where
the first such arc starts at u and the last arc ends at u′. Let v and v′ be, respectively, the first and last
points on σ0 such that the planes supporting P at v and v′ have outward normals u and u′, respectively.
We ‘shortcut’ σ0 from v to v′ as follows (in fact, this ‘shortcutting’ may increase the length of σ a little).
Draw the planes H, H ′ that support P at v and v′ and have outward normals u and u′, respectively.
Note that the smaller angle between H and H ′ is at most

√
ε. Form the wedge W = W (H,H ′) between

them that contains P . Both v and v′ lie on ∂W . (This holds initially, since both v and v′ lie on ∂P .
Later we will repeat this shortcutting, but in each application the corresponding points v and v′ will
still lie on ∂P .) Let σ̂v,v′ be the shortest path along ∂W from v to v′. As noted above, the larger angle
θ between its two segments is at least the dihedral angle of W , namely ≥ π −

√
ε. This implies, using

the cosine law, that |σ̂v,v′ | ≤ (1+ ε/2)|vv′|, where |vv′| is the straight Euclidean distance between v and
v′.2 Hence

|σ̂v,v′ | ≤ (1 + ε/2)|σ0(v, v′)|.
2To see this, let w be the middle vertex of σ̂v,v′ , and put a = |vw|, b = |v′w| and c = |vv′|. Then c2 = a2+b2−2ab cos θ,

or c2 = (a+b)2−2ab(1+cos θ). Since 1+cos θ ≤ 1−cos
√
ε ≤ ε/2, we obtain c2 ≥ (a+b)2

(
1− abε

(a+b)2

)
. Since (a+b)2 ≥ 4ab,

we have c ≥ (a+ b)
√
1− ε/4, and this is easily seen to imply that a+ b ≤ (1 + ε/2)c, for 0 < ε ≤ 1.
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We replace σ0(v, v
′) by σ̂v,v′ , and delete from C all elements with indices i + 1, . . . , j. We also add the

plane H ′ to an output sequence H (initialized with the plane H arising in the first cap). It is easily seen
that the curve of directions of the modified path intersects c at a single connected great circular arc. By
repeating this step as necessary, we end up with a supported path ψ = (σ,H), so that the intersection of
the curve of directions of ψ with any cap is either empty or consists of a single connected great circular
arc. Note that our rule for picking the cap to ‘shortcut’ ensures that no portion of the path resulting
from a ‘shortcut’ will participate in a later ‘shortcut’. (In particular, the modified portion of the curve
of directions after a shortcut remains within the current cap, and thus does not penetrate into any cap
that has already been processed.) This implies that each pair of points v, v′ between which the shortcuts
are made lie on ∂P , so the length of the new path is at most (1+ ε/2)|σ0| = (1+ ε/2)dP (s, t). We apply
a final trimming step to σ, by noting that in general σ may contain two consecutive segments on each
plane H ∈ H. We therefore replace each such pair of segments by a single segment (the sequence H
does not change by this trimming).

The final path ψ = (σ,H) satisfies the following properties:

(i) σ does not meet the interior of P .

(ii) σ has at most 100/ε edges.

(iii) dP (s, t) = |σ0| ≤ |σ| ≤ (1 + ε/2)dP (s, t).

(iv) The curve of directions of ψ intersects each cap in a single (possibly empty) great circular arc.

It now follows that the total folding angle of ψ is bounded by 100/
√
ε.

Remark 2.3.4 The previous lemma raises the problem whether the folding angle of any shortest path
on a convex polytope is bounded by some absolute constant. An extension of this problem to shortest
paths on arbitrary convex surfaces is mentioned in [Pog73]. Unfortunately, as shown recently by Pach
[Pac98], this problem has a negative answer. A variant of this construction is described in [AHSV97].
Another, somewhat weaker and still open problem is whether the sum of the exterior angles (as defined
above) between consecutive segments of a shortest path on a convex polytope is bounded by an absolute
constant. This is a weaker problem because, as already observed, the exterior angle between two
consecutive segments of a shortest path is at most the folding angle between the faces containing them.

Lemma 2.3.5 Let P , s, t, and ε be as above, and let r > 0. For any sr ∈ Fr(s), tr ∈ Fr(t), there exists
an outer path of Pr connecting sr with tr, whose length is at most (1 + ε/2)dP (s, t) + 2πr + 100r/

√
ε.

Proof: By Lemma 2.3.3, there exists a supported path ψ of P connecting s to t of length at most
(1 + ε/2)dP (s, t), such that α(ψ) ≤ 100/

√
ε. By applying Lemma 2.3.2 to ψ, we obtain an outer path

γ of Pr whose length is at most (1 + ε/2)dP (s, t) + 100r/
√
ε, which connects some point x ∈ Fr(s) with

some point y ∈ Fr(t). Extending γ to connect sr to tr lengthens γ by at most 2πr, so the resulting curve
satisfies the properties asserted in the lemma.

Lemma 2.3.6 Let P,Q be convex polytopes in IR3, let 0 < ε < 1 be an arbitrary parameter, and
let r > 0. If P ⊂ Q ⊂ Pr then for any two points s, t ∈ ∂P ∩ ∂Q we have dP (s, t) ≤ dQ(s, t) ≤
(1 + ε/2)dP (s, t) + (2π + 2)r + 100r/

√
ε.

Proof: Pick two arbitrary points sr ∈ FQ,r(s) and tr ∈ FQ,r(t). Clearly, |ssr| = |ttr| = r. Since sr − s is
a normal to Q at s, it is also a normal to P at s because s ∈ ∂P ∩ ∂Q. This implies that sr ∈ FP,r(s),
and similarly tr ∈ FP,r(t).



2.4 Projecting an Outer Path to a Polytope 15

Let σ′ be a shortest path connecting sr to tr on ∂Pr. By Lemma 2.3.5 and Theorem 2.3.1, we
have |σ′| ≤ (1 + ε/2)dP (s, t) + 2πr + 100r/

√
ε. Let σ = ssr || σ′ || trt. Clearly, σ ∩ intQ = ∅, and

|σ| ≤ (1 + ε/2)dP (s, t) + (2π + 2)r + 100r/
√
ε.

By Theorem 2.3.1,

dP (s, t) ≤ dQ(s, t) ≤ |σ| ≤ (1 + ε/2)dP (s, t) + (2π + 2)r + 100r/
√
ε.

2.4 Projecting an Outer Path to a Polytope

In this section we present an algorithm for projecting a polygonal outer path σ of a polytope P onto
the surface of P . The output of the algorithm is a polygonal path σ(P ) such that:

(i) |σ(P )| ≤ |σ|.

(ii) σ(P ) ⊂ ∂P .

(iii) σ and σ(P ) have the same pair of endpoints.

(iv) The number of segments of σ(P ) is at most n, the number of faces of P .

We assume that ∂P is triangulated, so each face is a triangle.
Let σ be the given polygonal outer path of P , connecting s ∈ ∂P to t ∈ ∂P and consisting of m

segments. We direct σ from s to t. For a face f of P that contains s, let w be the last intersection point
of σ with Hf (the plane supporting f). Clearly, the path σ′ = sw‖σ(w, t) is not longer than σ, and
σ′ ⊆ H+

f . We denote by Project-on-Face(f ,σ) the procedure that returns w, the last intersection
point of σ with Hf .

The projection algorithm is presented in Figure 2.3. An illustration of a single step of the main loop
of the algorithm is shown in Figure 2.4.

Lemma 2.4.1 The operation (A) in the algorithm Project-Path never fails, i.e., there always exists
a face adjacent to the current s that was not yet visited.

Proof: Assume, for the sake of contradiction, that (A) does fail at some point, call it p. Let F denote the
collection of faces of P that contain p, and let K =

⋂
f∈F H

+
f . Let q be the last intersection point of σcurr

with ∂K. Note that q 6= p, for otherwise σcurr(p, t) has to move from p away from at least one halfspace
H+

f , for some f ∈ F , which is impossible, since, after f has been processed, σcurr is fully contained in

H+
f . Note also that q 6= t, for otherwise the algorithm would have terminated when processing any face

f ∈ F such that t ∈ f . It is also easily checked that q lies on the original path σ. Let f be a face such
that q ∈ Hf , and let ξ be the last intersection point of the segment ~pq with f . Since t ∈ ∂P ⊆ K, and
t 6= q, the subpath σ(q, t)\{q} lies in the interior of K ⊆ H+

f , and therefore q is also the last intersection
point of σ with Hf . Since σcurr is an outer path of P , t ∈ ∂P , and K is the same as P in a sufficiently
small neighborhood of p, it is easy to see that pq lies on f in a sufficiently small neighborhood of p,
which implies that ξ 6= p.

Suppose f has already been visited. Then let σ′ be σcurr immediately before f was visited, and let
s′q′ be the segment that was added to σ(P ) while processing f . Notice that q is also the last intersection
point of σ′ with Hf , because q ∈ σ, and thus σcurr(q, t) = σ′(q, t). Therefore σ′(s′, q), the initial portion
of σ′ up to q, would have been replaced, at the step where f is processed, by the segment q′q. Moreover,
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Algorithm Project-Path(P, σ)
Input: A convex polytope P and an outer path σ
Output: A path σ(P ) on the boundary of P

begin

s← starting-point(σ), t← end-point(σ)
σcurr ← σ, σ(P )← ∅
while s 6= t do

(A) f ← any face of P containing s and not yet visited
w ← Project-on-Face(f, σcurr)
sv ← sw ∩ f
σ(P )← σ(P )‖sv, σcurr ← vw‖σcurr(w, t)
s← v

end while

return σ(P )
end Project-Path

Figure 2.3: Algorithm for projecting an outer path onto the boundary of a polytope

the algorithm runs in a manner that guarantees that the portion of σcurr on Hf can only be shortened
(or eliminated) in subsequent steps of the algorithm. It follows that σcurr(p, q) = pq ⊆ q′q and thus
ξ 6= q′ ∈ q′q. By construction, q′ is the last intersection point of the segment s′q with f . Therefore the
segment q′q does not intersect f except at q′, which is false, since ξ ∈ f . This contradiction implies that
f has not yet been visited, and thus completes the proof of the lemma.

Lemma 2.4.2 The output path σ(P ) produced by algorithm Project-Path(P ,σ) satisfies the proper-
ties (i)–(iv).

Proof: The algorithm Project-Path performs at most n iterations (Lemma 2.4.1 implies that the
algorithm terminates properly). Each iteration of the while loop adds one segment to the polygonal
output path σ(P ), thus σ(P ) consists of at most n segments. Each such segment is contained in ∂P , thus
σ(P ) ⊂ ∂P . Since σ(P ) is generated from σ by performing a sequence of calls to Project-on-Face,
it follows that |σ(P )| ≤ |σ|. Finally, σ(P ) and σ clearly have the same pair of endpoints.

We next present a reasonably efficient technique for implementing the procedure
Project-on-Face. Note that σcurr, with the possible exception of the first edge, is a subpath of σ,
ending at t, and that each iteration in Project-Path replaces an initial subpath of σcurr by a line
segment, possibly also truncating the first surviving segment of the preceding path. Set b = dlogme+1.
We divide σcurr into two subpaths σ1 and σ2; σ1 is an initial subpath of σcurr, consisting of at most
b edges, and σ2 is the rest of σcurr. We compute the Gaussian diagram of ConvexHull(σ2), where
ConvexHull(σ2) is the convex hull of σ2. (See [CEGS93] for a discussion of the Gaussian diagram of
a convex polytope.) We preprocess the Gaussian diagram into a data structure for answering point-
location queries in the diagram. The preprocessing takes O(m logm) time, and each point-location
query takes O(logm) time [PS85]. The subpaths σ1, σ2 change as the algorithm progresses, as will be
described below. Initially, σ1 consists of the first b edges of σ (and σ2 consists of all the remaining
segments).

Let f ∈ P be a face to be processed by Project-Path, and let n denote the outward nor-
mal of f . We locate n in the Gaussian diagram of ConvexHull(σ2), and thus obtain the vertex
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s v

σcurr

w

f

t

Figure 2.4: A single step of the main loop of Project-Path; σcurr crosses Hf at three marked points,
the last of which is w.

ξ ∈ ConvexHull(σ2) that the supporting plane of ConvexHull(σ2) with outward normal n touches.
If ξ ∈ int (H+

f ), that is, Hf does not intersect σ2, we traverse σ1 and compute the last intersection point
of σ1 with Hf in O(b) = O(logm) time. σcurr is updated as described in the algorithm Project-Path.
σ2 and its starting point µ remain the same, and we set σ1 = σcurr(s, µ).

If Hf intersects σ2, we traverse σ2, compute the last intersection point of σ2 with Hf , in O(m) time,
and update σcurr as described in the algorithm Project-Path. If σcurr has at most b edges, then we set
σ1 = σcurr and σ2 = ∅; otherwise, σ1 consists of the first b edges of σcurr, and σ2 consists of the remaining
edges. We compute the Gaussian diagram of ConvexHull(σ2), in O(m logm) time, and preprocess it
in additional O(m logm) time for point-location queries, as described above.

This Project-on-Face procedure is clearly correct. We call a query short if the last intersection
point of σ with Hf lies in σ1, and long otherwise. A short query takes O(logm) time, and a long
query takes O(m logm) time. Suppose the last intersection point of σcurr with Hf lies on the (k + 1)-st
edge of σcurr. Then the first k edges of σcurr are deleted, the (k + 1)-st edge of σcurr is truncated, and
possibly a new edge is added in front of the trimmed (k + 1)-st edge; see Figure 2.4. Therefore, the
number of edges in σcurr is reduced by k − 1. Since k ≥ b for a long query, each long query reduces the
number of edges in σcurr by at least b− 1, thereby implying that the number of long queries is at most
m/(b− 1) = m/dlogme. The while loop in Project-Path is executed at most n times, therefore the
overall running time of the algorithm is O(n logm+m2). We have thus shown:

Theorem 2.4.3 Let P be a convex polytope with n faces, and let σ be a polygonal outer path of P
consisting of m segments. One can construct, in O(n logm +m2) time, a polygonal path σ′ ⊂ ∂P with
the same endpoints as σ, such that |σ′| ≤ |σ|, and the number of edges of σ′ is at most n.

2.5 Approximating the Diameter of a Point-Set

In this section, we show how to approximate the diameter of a point-set.
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Definition 2.5.1 The diameter of a point set S ⊆ IR3 (denoted by ∆(S)) is the distance between the
two furthest points of S. That is, ∆(S) = maxs,t∈S|st|.

We can easily find a pair of points in S whose mutual distance is a 1/
√
d-approximation of the

diameter of S:

Lemma 2.5.2 Given a point set S in IRd, one can compute in O(nd) time a pair of points s, t ∈ S,
such that |st| ≤ ∆(S) ≤

√
d|st|.

Proof: Let B be the minimum axis-parallel box containing S, and let s and t be the points in S that
define the longest edge of B, whose length is denoted by l. That is, s and t lie on two parallel facets of
B that are at distance l from each other. By definition, |st| ≤ ∆(S), and clearly, ∆(S) ≤

√
d l ≤

√
d|st|.

In particular, we can approximate in linear time the diameter of a point set in three dimensions by
a factor of 1/

√
3. (In fact, one can find in linear time a (1/

√
3)-approximation of the diameter in any

dimension; see [EK89].)
Actually, one can find any arbitrarily-good approximation of the diameter. Since we were not able

to find any reference with a proof of the following folklore lemma (see [Har99a] for a similar result), we
include an easy proof of it here.

Lemma 2.5.3 Given a set S of n points in IRd and ε > 0, one can compute in O(nd+ 1/ε2(d−1)) time
a pair of points s, t ∈ S, such that |st| ≥ (1− ε)∆(S).

Proof: Let B be the minimum axis-parallel box containing S, and let

G = Grid((ε/(2
√
d))B),

where Grid(B) =
{∑d

k=1 ikbk

∣∣∣ i1, . . . , id ∈ ZZ
}
is the lattice spanned by the edges b1, . . . , b3 of B. For a

point x ∈ IRd, denote by xG the closest point of G to x. Define SG =
{
xG

∣∣∣x ∈ S}. Finally, let l be the

length of the longest diagonal of a cell of G. Clearly, l ≤ (ε/2)∆(S). For every pair of points x, y ∈ S
we have

|xy| − l ≤ |xGyG| ≤ |xy|+ l.

Thus, ∆(SG) ≥ ∆(S) − l. Let s, t be the two points in S for which sG, tG realize the diameter of SG.
Then,

|st| ≥ |sGtG| − l = ∆(SG)− l ≥ ∆(S)− 2l ≥ (1− ε)∆(S).

The set SG can be computed in O(nd) time. The cardinality of SG is O(1/εd). Thus, we can compute
the diameter of SG (in a brute force manner) in O(1/ε2d) time. The two points of S that correspond to
the diameter of SG are, by the above analysis, the sought (1− ε)-approximation of the diameter of S.

Any point of SG that lies between two other points of SG (along one of the axes) can not correspond
to a point of S that defines ∆(S). By removing all such points we can consider only O(1/εd−1) points;
hence the running time of the algorithm can be improved to O(nd+ 1/ε2(d−1)).

The two points of SG that realize its diameter must be vertices of the convex hull of SG. Thus,
the running time of the algorithm of Lemma 2.5.3 can be further improved by first computing the set
of vertices of ConvexHull(SG), denoted by SConvexHull(SG). Set h = |SConvexHull(SG)|. Andrews [And63]
showed that h = O(1/ε(d−1)d/(d+1)). For d ≤ 3 we compute SConvexHull(SG) by computing the entire convex
hull of SG in O(|SG| log |SG|) time. For higher dimensions we use an output-sensitive algorithm [Cha96].
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Let m denote the number of points in SG. Clearly, m = O(1/ε(d−1)). The time required for computing
SG is

O
(
m logd+2 h+ (mh)1−

1
bd/2c+1 logO(1)m

)
= O

((
1

ε

) 2d(d−1)
d+1

)
.

Computing the diameter of SConvexHull(SG) (in a brute-force manner) requires

O(h2) = O

((
1

ε

) 2d(d−1)
d+1

)

time. Overall, the running time of the algorithm of Lemma 2.5.3 can be improved to

O

(
nd+

(
1

ε

) 2d(d−1)
d+1

)
.

We can do even better in three dimensions if we are willing to sacrifice simplicity. In this case, we
compute the exact diameter of ConvexHull(SG) in O(1/ε

3/2 log (1/ε)) randomized expected time [CS89].
Overall, we can compute a (1− ε)-approximation of the diameter of S ∈ IR3 in O(n+ (1/ε3/2) log (1/ε))
time.



20 Geometric Preliminaries



Chapter 3

Approximate Shortest-Path Queries on a
Convex Polytope

The three-dimensional Euclidean shortest-path problem is defined as follows: Given a set of pairwise-
disjoint polyhedral objects in IR3 and two points s and t, compute the shortest path between s and t
which avoids the interiors of the given polyhedral ‘obstacles’. This problem has received considerable
attention in computational geometry. It was shown to be NP-hard by Canny and Reif [CR87], and
the fastest available algorithms for this problem run in time that is exponential in the total number of
obstacle vertices (which we denote by n) [RS94, Sha87]. The intractability of the problem has motivated
researchers to develop polynomial-time algorithms for computing approximate shortest paths and for
computing shortest paths in special cases.

In the approximate three-dimensional Euclidean shortest-path problem, we are given an additional
parameter ε > 0, and the goal is to compute a path between s and t that avoids the interiors of the
obstacles and whose length is at most (1+ε) times the length of the shortest obstacle-avoiding path (we
call such a path an ε-approximate path). Approximation algorithms for the three-dimensional shortest
path problem were first studied by Papadimitriou [Pap85], who gave an O(n4(L + log(n/ε))2/ε2)-time
algorithm for computing an ε-approximate shortest path, where L is the number of bits of precision in
the model of computation. A rigorous analysis of Papadimitriou’s algorithm was recently given by Choi
et al. [CSY94]. A different approach was taken by Clarkson [Cla87a], whose algorithm computes an
ε-approximate shortest path in close to O(n2/ε4 logO(1) n) time (the complexity of Clarkson’s algorithm
depends also on an additional parameter).

The problem of computing a shortest path between two points along the surface of a single convex
polytope is an interesting special case of the three-dimensional Euclidean shortest-path problem. Sharir
and Schorr [SS86] gave an O(n3 log n) algorithm for this problem, exploiting the property that a shortest
path on a polyhedron unfolds into a straight line segment. Mount et al. [MMP87] improved the running
time to O(n2 log n); their algorithm works for non-convex polyhedra (or polyhedral surfaces) as well.
Chen and Han [CH96] gave another algorithm with an improved running time of O(n2). It is a rather
long-standing and intriguing open problem whether the shortest path on a convex polytope can be
computed in subquadratic time (such an algorithm was recently announced by Kapoor [Kap99]). This
has motivated the problem of finding near-linear algorithms that produce only an approximation of the
shortest path. That is, we are given a convex polytope P with n vertices, two points s and t on its
surface, and a positive real number ε. Let πP (s, t) denote any shortest path between s and t along the
surface of P , and let dP (s, t) denote its length (πP (s, t) is usually, but not always, unique). We want to
compute a path on the surface of P between s and t whose length is at most (1 + ε)dP (s, t).

The first result in this direction is by Hershberger and Suri [HS95]. They present a simple algorithm



22 Approximate Shortest-Path Queries on a Convex Polytope

that runs in O(n) time, and computes a path whose length is at most 2dP (s, t).
Recently, Varadarajan and Agarwal [VA97] gave a subquadratic time algorithm that computes a

constant approximation to the shortest path on a polyhedral terrain. Other recent works, by Mata
and Mitchell [MM97], and also by Lanthier at al. [LMS97] implement various heuristics for computing
approximate shortest paths on weighted terrains (i.e., each face f is being assigned a weight wf , such
that the distance between any two points a, b ∈ f is wf · |ab|). Those programs give satisfactory results
in practice, which are within an order of magnitude better than their worst case analysis.

In this chapter, we present solutions to several problems involving approximate shortest paths on
convex polytopes in IR3. In all those problems, our solutions are much faster than the best known
algorithms for the corresponding exact problems.

Constant-approximation shortest-path queries. In Section 3.1, we present an alternative to the
algorithm of [HS95] that receives as input a convex polytope P with n edges and preprocesses P in
O(n) time, such that for any s, t ∈ ∂P , one can compute, in O(log n) time, a number ∆P (s, t), such that
dP (s, t) ≤ ∆P (s, t) ≤ 8dP (s, t).

Computing ε-Approximate shortest paths. We present an algorithm that is given as input a
convex polytope P with n faces, two points s and t on ∂P , and a parameter ε > 0, and computes a
polygonal outer path of P between s and t whose length is at most (1 + ε)dP (s, t), and which consists
of O(1/ε1.5) segments. The path can be computed in time O(n+ 1/ε3).

The algorithm follows from a sequence of easy but technical lemmas, so we begin with an informal
description of our approach. We first estimate the length d = dP (s, t), using the approximation algorithm
described in [HS95]. We restrict our attention to a polytope Q that is the intersection of P with a cube
of side ≈ 2d centered at s. (The polytope Q ‘preserves’ the shortest path that we want to approximate.)
We then expand Q by distance r ≈ ε1.5d; call this expansion Qr. We then compute a convex polytope
Q(r), with O(1/ε1.5) vertices, that lies between Q and Qr (i.e., Q ⊆ Q(r) ⊆ Qr), and such that
s, t ∈ ∂Q(r). (The existence of such a polytope Q(r) with only O(1/ε1.5) vertices follows from a result
of Dudley [Dud74]; see Section 2.2 for the details.) We now compute an exact shortest path σ along
∂Q(r) between s and t. The results of Section 2.3 imply that the length of σ is at most (1 + ε)dP (s, t).
If we only want to approximate dP (s, t), we can stop now. Otherwise, we apply an additional step,
as described in Section 2.4, that projects σ onto ∂P , in a manner that ensures that the length of the
projected path is at most the length of σ, and is thus a good approximation of πP (s, t).

ε-Approximate shortest-path queries. Combining the above two algorithms, results in an algo-
rithm with O(n) preprocessing time, for any s, t ∈ ∂P and 0 < ε ≤ 1, it computes a length ∆P (s, t) of
an ε-approximate shortest path between s and t on ∂P , in O((log n)/ε1.5 + 1/ε3) time. In contrast, the
fastest known algorithm for computing a data-structure that supports queries of computing the length
of the exact shortest path between any pair of points on ∂P is due to [AAOS97]; it requires O(n6m1+δ)
space and preprocessing time, for any δ > 0, and answers a query in O((

√
n/m1/4) logm) time, where

1 ≤ m ≤ n2 (the constants of proportionality depends on δ).

Approximate geodesic diameter. We present in Section 3.3 an algorithm that computes, for a
given convex polytope P with n edges in IR3, and a parameter 0 < ε ≤ 1, two points s, t ∈ ∂P such that
dP (s, t) ≥ (1− ε)DP , where DP = maxs,t∈∂P dP (s, t) is the geodesic diameter of P . The running time of
the algorithm is O(n+ 1/ε5). In contrast, the fastest known algorithm for the exact geodesic diameter
takes O(n8 log n) time (see [AAOS97]).
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The chapter is organized as follows. Section 3.1 presents the constant approximation algorithm
for answering shortest-path queries. In Section 3.2, we present the ε-approximation algorithm, and
its adaption to answer approximate shortest-path queries. In Section 3.3 we derive an algorithm for
approximating the geodesic diameter of a convex polytope in IR3. We conclude in Section 3.4 by
mentioning a few open problems.

3.1 Constant Factor Approximation

Let P be a given convex polytope in IR3 with n edges. In this section we present an algorithm that
preprocesses P in linear time, into a linear-size data structure, such that given any two query points
s, t ∈ ∂P , one can compute, in O(log n) time, an outer path connecting s to t whose length ∆P (s, t)
satisfies dP (s, t) ≤ ∆P (s, t) ≤ 8dP (s, t).

Given two points s, t ∈ ∂P , we assume, without loss of generality, that s = (0, 0,−l) and t =
(0, 0, l). For r ≥ 0, let B(r) denote the axis-parallel cube of side 2r centered at the origin. Let
C(r) = ∂B(r) \ int P . Let s(r) and t(r) denote the lower and upper intersection points of C(r) with the
z-axis, respectively. Note that these points are well-defined for r ≥ l, and are actually equal to (0, 0,−r)
and (0, 0, r), respectively.

Lemma 3.1.1 For any r ≥ l, there exists a path σ between s and t on ∂P such that σ ⊂ B(r), if and
only if s(r) and t(r) are connected in C(r).

Proof: If the origin o lies on the boundary of P then st ⊆ ∂P and the lemma follows easily. Otherwise,
for any x ∈ ∂B(r), let fr(x) denote the point ray(o, x) ∩ ∂P . It easy to verify, that the function fr is a
continuous bijective deformation of ∂B(r) onto ∂P . In particular, given a path σ ⊂ B(r) connecting s
to t on ∂P , then σ−1 = f−1

r (σ) is connected, σ−1 ⊂ C(r), and s′ = f−1
r (s), t′ = f−1

r (t) ∈ σ−1, implying
that σ−1 connects s′ to t′ in C(r).

Conversely, if s(r) and t(r) are connected in C(r), by some path γ, then fr(γ) is connected, connects
s to t on ∂P , and fr(γ) ⊂ B(r).

s’

t’

t

s

Figure 3.1: The graph G defined on the boundary of the cube B(1)

Consider the set V = {−1, 0, 1} × {−1, 0, 1} × {−1, 1} of 18 points on B(1). Let s′ = (0, 0,−1),
t′ = (0, 0, 1). Define a set E of 28 straight segments, such that vw ∈ E if and only if v 6= w ∈ V , and
either ||v − w|| = 1 or x(v) = x(w) = ±1, and y(v) = y(w) = ±1. The resulting graph G = (V,E) is
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Figure 3.2: Either γ1 or γ2 must avoid the interior of P .

depicted in Figure 3.1. For r ≥ 0, let G(r) = (V,E(r)), where vw ∈ E(r) if vw ∈ E and the segment
Tr(vw) does not intersect int P , where Tr(a) = ra is the linear scaling of IR3 by the factor r.

Clearly, G(r) is monotone increasing, that is, G(r′) ⊆ G(r), for any 0 ≤ r′ ≤ r. Moreover, G(0) =
(V, ∅) and G(r) = G, for r sufficiently large.

Lemma 3.1.2 For r ≥ l, the vertices s′, t′ in G(r) are connected in this graph if and only if s(r) and
t(r) are connected in C(r).

Proof: If s′ and t′ are connected by a path σ in G(r), then the path Tr(σ) connects s(r) to t(r), and
satisfies Tr(σ) ⊂ C(r).

Conversely, suppose that s(r) and t(r) are connected in C(r). Let Gr = Tr(G) denote the natural
embedding of the graph G into the boundary of B(r).

Let σ be a path connecting s(r) to t(r) in C(r) (since C(r) is a polyhedral surface, we may assume
that σ intersect each edge of Gr a finite number of times). For each face f of Gr (f is an axis-parallel
square of side 1 or 2), such that σ ∩ int f 6= ∅, let pf and qf be two intersection points of σ with ∂f ,
such that int σ(pf , qf ) ⊆ int f . Partition ∂f into two Jordan arcs γ1, γ2 with disjoint relative interiors
such that the points pf and qf are their common endpoints.

By the convexity of P , it follows that either γ1 or γ2 avoids the interior of P , because σ(pf , qf ) ∩
int P = ∅. Assume, without loss of generality, that γ1 avoids the interior of P (see Figure 3.2). We
then replace σ by the curve σ(s(r), pf ) || γ1 || σ(qf , t(r)). We repeat this replacement process for each
connected portion of σ ∩ int f , until σ ∩ int f = ∅, and apply this procedure for all faces f of Gr. Let
σ′ be the resulting path.

Clearly, σ′ lies completely on the edges of Gr, and it connects s(r) to t(r). Moreover, σ′ avoids the
interior of P . This implies that s(r) and t(r) are connected in Gr, by a path that avoids the interior of
P . Thus s′ and t′ are connected in G(r).

It is easy to verify the following:

Lemma 3.1.3 The length of the shortest path between s′ and t′ in any subgraph of G in which s′ and t′

are connected is at most 18, where all the horizontal edges of G have weight 1 and all the vertical edges
have weight 2.

Actually, the subgraphs G(·) of G have additional conditions imposed on them because of the con-
vexity of P . By checking all possible subgraphs of G that comply with these “convexity” conditions,
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s’

t’

Figure 3.3: A path realizing the longest possible shortest path (of length 14) in a subgraph G(r).

we get the following improvement, which only effects the constants of proportionality in the resulting
algorithm.

Lemma 3.1.4 The length of the shortest path between s′ and t′ in any subgraph G(r) of G in which s′

and t′ are connected is at most 14, where the edges of G have the same weights as above.
Moreover, there exist a convex polytope P , a pair of points s, t ∈ ∂P and r > 0 such that the length

of the shortest path between s′ and t′ in G(r) is 14.

The upper bound follows from an exhaustive search through all possible subgraphs G(r) that we
performed by a computer program. This can be also verified manually, but it is rather tedious to do so.
The lower bound is depicted in Figure 3.3. The polytope P is the convex hull of all the black dots in
that figure (in fact, we have to inflate P a little so that the black dots lie in its interior).

Lemma 3.1.5 Let r∗ be the minimal value of r for which s′ and t′ belong to the same connected com-
ponent of G(r). Then 2r∗ ≤ dP (s, t) ≤ 16r∗.

Proof: Let γ′ be the path on C(r∗) corresponding to the shortest path between s′ and t′ in G(r∗). By
Lemma 3.1.4, the length of γ′ is at most 14r∗. Let γ = ss(r∗) || γ′ || t(r∗)t. Clearly, |γ| ≤ 16r∗. Since γ
is an outer path of P connecting s to t, Theorem 2.3.1 implies that dP (s, t) ≤ 16r∗.

Lemma 3.1.2 and Lemma 3.1.1 imply that there exists a path σ′ ⊂ B(r) connecting s to t on ∂P , if
and only if s′ and t′ are connected in G(r).

Let σ be a shortest path between s and t on ∂P . We claim that σ must intersect ∂B(r∗), for otherwise
s′ and t′ are connected in G(r∗), and this also holds for r′ < r∗ sufficiently close to it. Hence the vertices
s′ and t′ are connected in G(r′), a contradiction to the choice of r∗.

If σ intersects one of the vertical faces of B(r∗) then its length is at least 2r∗. If σ intersects the top
or bottom face of B(r∗), then its length is also at least (r∗ − l) + (r∗ + l) = 2r∗.

Lemma 3.1.6 For an edge e ∈ E, let r(e) denote the minimal value of r for which e ∈ E(r). Let
e1, . . . , e28 be the edges of E ordered in increasing value of r(·). Then r∗ = r(ei), where i is the smallest
index for which s′ and t′ are connected in the graph G(r(ei)) = (V, {e1, . . . , ei}).

Proof: Obvious.
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Figure 3.4: Computing the minimal value for which edge e appears in G(r).

Lemma 3.1.7 A convex polytope P with n edges in IR3 can be preprocessed in linear time, into a linear-
size data structure, such that given any two points s, t ∈ ∂P , one can calculate, in O(log n) time, a value
∆P (s, t) satisfying dP (s, t) ≤ ∆P (s, t) ≤ 8dP (s, t).

Proof: We construct, in O(n) time, the Dobkin-Kirkpatrick hierarchical decomposition of P [DK85,
DK90].

By Lemma 3.1.6, all we have to do is to compute, for each edge e = pq ∈ E, the value of r(e), which
is the minimal value of r for which e ∈ G(r). Once these values are available, r∗ can be obtained in
O(1) time. (Recall that the graphs G(r) depend on s and t.)

The value of r(e) is the largest r such that Tr(e)∩P 6= ∅. Thus, using the hierarchical decomposition
of P , it is now possible to compute, in O(log n) time, the two intersection points x1, x2 between ∂P and
the rays induced by Tr(p) and Tr(q) as r varies. Moreover, by locally inspecting ∂P ∩ H near x1, x2,
it can be decided whether any of these points is the last intersection point of Tr(e) with ∂P , where H
is the plane spanned by the origin and e. If not, the required intersection point lies between x1 and
x2 on ∂(P ∩H). We can find this intersection point by performing an extreme-point query on P ∩H.
Namely, we are looking for the maximal r for which l(r)∩P 6= ∅, where l(r) is the line passing through
Tr(e). See Figure 3.4.

This can be easily done in O(log n) time if we are given the hierarchical decomposition of the planar
polygon P ∩H. This two-dimensional hierarchical decomposition (of P ∩H) is stored implicitly in the
three-dimensional hierarchical decomposition of P , and the query can be performed in O(log n) time.
See [DK90] for details.

Thus, we can compute r(e) in O(log n) time, for each edge e of G. Hence, as already noted, we can
calculate r∗ in O(log n) time.

We return 16r∗ as our approximation value ∆P (s, t). By Lemma 3.1.5, 2r∗ ≤ dP (s, t) ≤ 16r∗, from
which lemma follows.
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3.2 ε-Approximation Algorithm for Shortest Paths

Let P be a convex polytope in IR3, s and t two points on ∂P , and 0 < ε < 1 a real parameter. We present
a simple algorithm for computing an outer path of P from s to t whose length is at most (1+ ε)dP (s, t).
For l > 0, let B(s, l) be the cube of side 2l centered at s, i.e.,

B(s, l) =
{
p
∣∣∣ |px − sx| ≤ l, |py − sy| ≤ l, |pz − sz| ≤ l

}
.

The algorithm proceeds as follows.

Algorithm Approximate-Path

1. Compute a value ∆ such that dP (s, t) ≤ ∆ ≤ 2dP (s, t),
using the algorithm of Hershberger and Suri [HS95]. Com-
pute Q = P ∩B(s, 2∆).

2. Set r = ε3/2∆/440. Using the scheme described in Sec-
tion 2.2, compute a polytope Q(r) such that Q ⊆ Q(r) ⊆
Qr.

3. Let H+
s (resp. H+

t ) be any halfspace that has s (resp. t)
on its boundary and that contains Q. Compute Q(r) ∩
H+

s ∩ H+
t . Abusing notation, let Q(r) now denote this

new polytope. Note that s, t ∈ ∂Q(r).

4. Compute a shortest path σ between s and t on ∂Q(r),
using the algorithm of Chen and Han [CH90].

If we are interested only in computing an approximate value of dP (s, t), we return |σ|. However,
if we also want to compute an ε-approximate shortest path between s and t on ∂P , we complete the
algorithm by projecting σ on ∂P , using an additional procedure described in Section 2.4.

We prove that σ is an outer path of P whose length is at most (1 + ε)dP (s, t), and then analyze the
running time of the algorithm.

Lemma 3.2.1 The algorithm Approximate-Path returns an outer path of P between s and t whose
length is at most (1 + ε)dP (s, t), and which consists of O(1/ε1.5) segments.

Proof: First observe that the cube B(s, 2∆) is chosen large enough so that if π is a shortest path between
s and t on P (and so |π| < 2∆), π lies in the interior of B(s, 2∆), and is therefore also a shortest path
on Q. By Lemma 2.3.5, there exists an outer path ξ of Qr connecting any two points sr ∈ Fr(s) and
tr ∈ Fr(t), whose length is at most (1+ε/2)dP (s, t)+2πr+100r/

√
ε. As a consequence of step (3) of the

algorithm, we may choose sr and tr such that the segments ssr and ttr do not intersect the interior of
Q(r). The path obtained by concatenating the segments ssr and trt to the beginning and the end of ξ,
respectively, is an outer path of Q(r) connecting s and t. It follows from Theorem 2.3.1 that the length
of the shortest path σ on Q(r) between s and t, computed by the algorithm, is at most |ξ|+ |ssr|+ |ttr|.
Since |ssr|, |ttr| ≤ r, we obtain, by the choice of r,

|σ| ≤ (1 + ε/2)dP (s, t) + (2π + 2)r + 100r/
√
ε ≤ (1 + ε)dP (s, t).

Observe that any outer path of Q lying inside B(s, 2∆) is also an outer path of P . Since 0 < ε < 1,
the above inequality implies that σ lies in the interior of the cube B(s, 2∆). The path σ is clearly an
outer path of Q, therefore σ is an outer path of P too.
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The polytope Q(r) has O(1/ε1.5) faces, and any shortest path intersects a face of the polytope along
(at most) a single segment, therefore σ consists of at most O(1/ε1.5) segments.

Lemma 3.2.2 The running time of the algorithm Approximate-Path is O(n+1/ε3), where n is the
number of faces of P .

Proof: Hershberger and Suri’s algorithm [HS95] runs in O(n) time. The polytope Q can be calculated
in linear time. By Theorem 2.2.3, Q(r) can be computed in O(n + (1/ε1.5) log 1/ε) time. The number
of faces in Q(r) is O(1/ε1.5), and the algorithm by Chen and Han used in step 4 runs in quadratic time.
Hence, computing σ takes O(1/ε3) time. Summing up all these bounds, the overall running time of the
algorithm is O(n+ 1/ε3), as asserted.

Putting these lemmas together, we obtain the following result.

Theorem 3.2.3 Given a convex polytope P with n faces, two points s and t on ∂P , and a parameter
0 < ε ≤ 1, a polygonal outer path of P between s and t whose length is at most (1 + ε)dP (s, t), and
which consists of O(1/ε1.5) segments, can be computed in time O(n+ 1/ε3).

The algorithm described above returns an outer path with at most O(1/ε1.5) edges. Using the
algorithm of Theorem 2.4.3, we can project it onto ∂P in additional O(n log 1/ε+1/ε3) time. Combining
this with the bound in Theorem 3.2.3, we obtain the following result:

Theorem 3.2.4 Let P be a convex polytope with n faces, s and t two points on ∂P , and ε > 0 a real
parameter. Then a polygonal path between s and t on ∂P , consisting of at most n segments, whose length
is at most (1 + ε)dP (s, t), can be computed in time O(n log 1/ε+ 1/ε3).

3.2.1 Answering Approximate Shortest Path Queries

A detailed inspection of the algorithmApproximate-Path reveals that any approximation d, satisfying
dP (s, t) ≤ d ≤ c · dP (s, t) for some prescribed constant c > 1, can be used in the first stage of the
algorithm.

The only remaining problem in turning this algorithm to answer shortest-path queries, is the com-
putation of Q = P ∩B(S, 2∆), in the first step of the approximation algorithm. Doing this naively, for
each query will require linear time. However, we observe that we can compute this intersection implicitly
using the Dobkin-Kirkpatrick representation of P , because B(S, 2∆) has finite description complexity.
Furthermore, the computation of the polytope Q(r) can still be carried out on this implicit representa-
tion of Q. To do so requires answering nearest-neighbor queries on the boundary of P ∩B(S, 2∆), and
a careful inspection of this implicit representation shows that it is indeed possible (with the same time
bounds).

Thus, by moving the computation of the Dobkin-Kirkpatrick decomposition of P into the prepro-
cessing stage, and by using the algorithm of Lemma 3.1.7 instead of the algorithm of [HS95], we get:

Theorem 3.2.5 A given convex polytope P with n edges can be preprocessed in O(n) time, such that
given any two points s and t on ∂P , and a parameter ε > 0, one can construct a polygonal outer path
of P between s and t, whose length is at most (1 + ε)dP (s, t), and which consists of O(1/ε1.5) segments,
in time O((log n)/ε1.5 + 1/ε3).

Remark 3.2.6 The outer path σ of P generated by the algorithm of Theorem 3.2.5 can be projected
onto ∂P in O(n log (1/ε)+1/ε3) time by Theorem 2.4.3, resulting in a path σ′ on ∂P , such that |σ′| ≤ |σ|.
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Since there are (easy) cases where any path on ∂P between s and t has Ω(n) edges, there is no hope of
constructing approximate shortest paths on ∂P itself in worst-case sublinear query time.

Remark 3.2.7 Given a convex polytope P with n edges, the fastest known algorithm for computing a
data-structure that supports queries of computing the length of the exact shortest path between any pair
of points on ∂P is due to [AAOS97]; it requires O(n6m1+δ) space and preprocessing time, and answers
a query in O((

√
n/m1/4) logm) time, where 1 ≤ m ≤ n2, δ > 0 (and the constants of proportionality

depends on δ).

3.3 Approximating the Geodesic Diameter of a Convex Poly-

tope

In this section, we present an efficient algorithm that approximates the geodesic diameter of a convex
polytope in IR3.

Definition 3.3.1 (i) Given a convex polytope P in IR3, we define the geodesic diameter of P to be

DP = max
s,t∈∂P

dP (s, t).

(ii) Given a subset S ⊆ ∂P , we denote by ∆P (S) the geodesic diameter of S on the boundary of P ,
namely

∆P (S) = max
s,t∈S

dP (s, t).

(iii) Let C(P ) denote the smallest axis-parallel cube bounding P , and define the outer diameter of P
to be δ(P ) = 6d, where d is the side length of C(P ).

Lemma 3.3.2 Given a convex polytope P with n edges in IR3, the outer diameter δ(P ) of P can be
calculated in linear time. Moreover, δ(P )/6 ≤ DP ≤ δ(P ).

Proof: Clearly, C(P ), and thus also δ(P ), can be computed in linear time. Let d = δ(P )/6 be the
edge length of C(P ). Since ∂P must contain two points s, t on opposite facets of C(P ), the Euclidean
distance between s and t is ≥ d, implying that DP ≥ dP (s, t) ≥ d. It is also easy to verify that any pair
of points on the boundary of P can be connected by an outer path of P of length at most δ(P ) = 6d.
It follows that δ(P )/6 = d ≤ DP ≤ δ(P ).

The approximation algorithm is presented in Figure 3.5. The following Lemma proves the correctness
of the algorithm, and describes it in more detail.

Lemma 3.3.3 Given a convex polytope P with n edges in IR3, and a parameter 0 < ε ≤ 1, then a pair
of points s, t ∈ ∂P can be calculated, in O(n+ 1/ε5) time, such that dP(s, t) ≥ (1− ε)DP .

Proof: We may assume, as is done in the algorithm, that 1/6 ≤ DP ≤ 1. Let S be an (ε/100)-dense set
of P , and let S ′ be an (ε3/4/100)-dense set of P , in the terminology of Section 2.2. By Lemma 2.2.4,
such sets can be constructed in O(n+ (1/ε2) log (1/ε)) time. Let s, t be two points on ∂P realizing the
geodesic diameter of P . Thus, there are two points (s′, ηs′), (t

′, ηt′) ∈ S such that |ss′|, |tt′| ≤ ε/100 and
e(ηs, ηs′), e(ηt, ηt′) ≤ ε/100, where ηs, ηt are vectors normal to P at s, t, respectively, and e(a, b) denotes
the angle between the vectors a and b.

We claim that dP(s, s
′), dP(t, t

′) ≤ ε/50. Indeed, put x = |ss′| and ψ = e(ηs, ηs′). Draw the planes
H,H ′ that support P at s, s′, and have normals ηs, ηs′ , respectively. Let W be the wedge bounded by H
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and H ′ and containing P . Let σ denote the shortest path on ∂W between s and s′. This path consists
of two segments su, us′, with a common endpoint u lying on H ∩H ′. Moreover, the angle α = ]sus′ is
at least the obtuse dihedral angle between H and H ′. That is α ≥ π − ψ. See Figure 3.6.

Put y = |su|, z = |us′|. By the cosine law,

x2 = y2 + z2 − 2yz cosα = y2 + z2 + 2yz cos(π − α) ≥ y2 + z2 + 2yz cosψ

≥ (y + z)2 cosψ.

Since ψ ≤ ε/100 ≤ 1/100, we have cosψ ≥ 1/4, so y + z ≤ 2x. Since σ = sus′ is an outer path of P
between s and s′, we have dP(s, s

′) ≤ 2|ss′| ≤ ε/50.
Thus,

DP = dP(s, t) ≤ dP(s, s
′) + dP(s

′, t′) + dP(t
′, t) ≤ ε/25 + ∆P(S).

It follows that DP ≤ ε/25 + ∆P(S) ≤ (ε/2)DP +∆P(S), or

∆P(S) ≥ (1− ε/2)DP . (3.1)

Let Q = P (S ′) =
⋂

(p,ηp)∈S′ H+(p, ηp). The complexity of Q is O(1/ε3/2), and, by Lemma 2.2.4,

Q ⊂ Pr, for r = ε3/2/5000.
For s ∈ S, let µQ(s) denote the point ray(s, ηs)∩∂Q, where ηs denotes the outward normal to P at s.

The mapping µQ(·) can be computed in O((1/ε2) log(1/ε)) time, by preprocessing Q for ray shooting by
computing, in O(1/ε3/2) time, the Dobkin-Kirkpatrick hierarchical decomposition of Q [DK85, DK90].
For p ∈ S, one can use this decomposition to compute, in O(log (1/ε)) time, the intersection point
between ray(p, ηp) and ∂Q.

Applying Lemma 2.3.6, with this value of r and with ε/2, we obtain

dP(s, t) ≤ dQ(µQ(s), µQ(t)) + 2r ≤ (1 + ε/4)dP(s, t) + (1/400)ε3/2 + (
√
2/50)ε

≤ dP(s, t) +

(
1

4
ε+

6

400
ε3/2 +

6
√
2

50
ε

)
DP ≤ dP(s, t) + (ε/2)DP ,

for any s, t ∈ S.
Let s, t be two points in S for which d = dQ(µQ(s), µQ(t)) is maximal. The above inequality implies

∆P(S) ≤ dQ(µQ(s), µQ(t)) + 2r ≤ dP(s, t) + (ε/2)DP .

Hence, by Eq. (3.1),

dP(s, t) ≥ ∆P(S)− (ε/2)DP ≥ (1− ε/2)DP − (ε/2)DP = (1− ε)DP .

As for the time complexity, the distances from a fixed point µQ(p) to all other points of µQ(S) along
Q, can be calculated, in O(1/ε3) time, by the algorithm of [CH96]. Thus, the pair of points realizing d
can be calculated in O(1/ε5) time.

Theorem 3.3.4 Given a convex polytope P in IR3 with n edges, and a parameter 0 < ε ≤ 1, one can
compute, in O(n+ 1/ε5) time, a pair of points s, t ∈ ∂P and a value ∆, such that dP (s, t) ≥ (1− ε)DP

and (1− ε)DP ≤ ∆ ≤ (1 + ε)DP .
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Proof: Compute in linear time the outer diameter δ = δ(P ). Let P = T1/δ(P ), where T1/δ(·) is the linear
scaling of IR3 by the factor 1/δ. By Lemma 3.3.2, 1/6 ≤ DP ≤ 1.

By Lemma 3.3.3, a pair of points s′, t′ of ∂P can be calculated in O(n+ 1/ε5) time, such that

dP(s
′, t′) ≥ (1− ε)DP . (3.2)

Let s, t be the points on ∂P corresponding to s′, t′, respectively. Then, by multiplying Eq. (3.2) by
δ, it follows that dP (s, t) ≥ (1− ε)DP .

Using the algorithm of Theorem 3.2.5, we can compute in O(n + 1/ε3) time an
ε-approximation ∆ to dP (s, t), such that (1− ε)DP ≤ ∆ ≤ (1 + ε)DP .

Remark 3.3.5 The fastest exact algorithm for computing the geodesic diameter of a convex polytope
in IR3 is due to Agarwal et al. [AAOS97], and runs in O(n8 log n) time.

3.4 Conclusions

In this chapter we have presented a simple and efficient algorithm for answering shortest-path queries
on the surface of a convex polytope in 3-space. We also showed how one can approximate the geodesic
diameter of a convex polytope, using those techniques.

We conclude by mentioning a few open problems.

• Can an ε-approximate shortest path between two points on a polyhedral terrain, or on the surface
of a nonconvex polyhedron, be computed in time that is near-linear in the number of edges? A
recent subquadratic solution has been given by Varadarajan and Agarwal [VA97], but it only
computes a constant-factor approximation to the shortest path.

• Can the exact shortest path between two points on a convex polyhedron be computed in near-linear
time? in subquadratic time? As already mentioned, this has recently been claimed by Kapoor
[Kap99].

• A geodesic path on a convex polytope P is a path which is locally optimal. (That is it can not be
made shorter by a “local” shortcut; in other words, it is a polygonal path with vertices only on
edges of P , so that the angles between two consecutive segments and the edge of P to which they
are adjacent are equal.) Clearly, a shortest path is geodesic. Can one compute a geodesic path
between two points on a convex polyhedron in subquadratic time? (Of course, the announced
result of Kapoor accomplishes that.)
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Algorithm Approximate-Geodesic-Diameter(P , ε)
Input: A convex polytope P , approximation factor ε
Output: Two points s, t on the boundary of P , such that dP (s, t) ≥ (1− ε)DP

begin

Compute the outer diameter of P : δ = δ(P )
P ← T1/δ(P ), where T1/δ(·) is the linear scaling of IR3 by the factor 1/δ
S ← DenseSet(P , ε/100), S ′ ← DenseSet(P , ε3/4/100) (Definition 2.2.5)
Q = P (S ′) =

⋂
(p,ηp)∈S′ H+(p, ηp)

Project the points of S to the boundary of Q:

µQ(S)←
{
ray(s, ηs) ∩ ∂Q

∣∣∣ (s, ηs) ∈ S}
for each s ∈ µQ(S) do

Compute the distance dQ(s, t), for all t ∈ µQ(S))
end for

Let s, t be the pair of points of S for which dQ(µQ(s), µQ(t)) is maximal

return Tδ(s), Tδ(t)
end Approximate-Geodesic-Diameter

Figure 3.5: Algorithm for computing an approximate geodesic diameter of a polytope.
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Figure 3.6: y + z ≤ 2x.



Chapter 4

Constructing Approximate Shortest Path
Maps

4.1 Introduction

The results of Chapter 3 are applicable only to convex polytopes, and not to polyhedral terrains or
general polyhedral environments in IR3. Moreover, they are not optimal (in terms of their dependence
on ε) in the query time they provide. In this chapter, we present a scheme that applies to general
polyhedral environments and enables us to answer approximate shortest-path queries optimally, under
certain restrictions. We present a new general technique for constructing a data-structure that one can
use to answer ε-approximate shortest-path queries, for a source point s and approximation factor ε > 0
fixed in advance. Using this technique, we solve two problems involving approximate shortest path maps
in IR3.

Approximate shortest path maps on polyhedral surfaces. The exact algorithms of [MMP87,
SS86] receive as input a convex polytope or a polyhedral surface P , and a fixed source point s on
P , and compute a map (i.e., a subdivision of P) of complexity Θ(n2), that can be used to answer
(exact) shortest path queries from s to any point on P (along P) in O(log n) time (such a query reports
the length of the shortest path; reporting the path itself might require more time, proportional to the
number of edges of the path). This shortest path map can be stored in linear space, for the case of
a convex polytope, by using a persistent data-structure, see [Mou87]. However, the time required to
compute this compact representation of the shortest path map is quadratic in the worst case. This raises
the problem of computing a map of near-linear size for approximate shortest-path queries from s. We
show in Section 4.3 that this is indeed possible: Given a polyhedral surface P with n edges in IR3, a
source point s ∈ P , and a prescribed 0 < ε ≤ 1, there exists a map (a subdivision of P) of complexity
O((n/ε) log (1/ε)), such that for any t ∈ P , one can compute the length of an ε-approximate shortest
path between s and t on P in O(log (n/ε)) time, by locating t in the map.

We present an algorithm that constructs such an approximation map in O(n2 log n +(n/ε) log(1/ε)
log(n/ε)) time, for the case of a polyhedral surface, and in O((n/ε3) log(1/ε) + (n/ε1.5) log (1/ε) log n)
time, for the case of a convex polytope. Note that if P is a convex polytope then the result of Section 3.2.1
provides an alternative structure with similar properties. However, the dependence of the query time
on ε is much better in the method we present here (on the other hand, the storage and preprocessing
cost are smaller in the previous method).
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Approximate spatial shortest path maps. In Section 4.4, we present a similar result for ε-
approximate shortest paths among polyhedral obstacles in IR3. Let O be a set of polyhedral obstacles
in IR3 with a total of n edges, s a source point in IR3, and 0 < ε ≤ 1 a parameter. We show that there
exists a spatial subdivision Π of IR3, such that for any t ∈ IR3, one can compute, in O(log (n/ε)) time,
the length of an ε-approximate shortest path between s and t, that avoids the interiors of the obstacles,
by performing a spatial point-location query with t in Π. The space needed to compute and preprocess
Π for spatial point-location is O(n2/ε4+δ), for any δ > 0, and the preprocessing time is

O

(
n4

ε2

(
β(n)

ε4
log

n

ε
+ log (nρ) log(n log ρ)

)
log

1

ε

)
,

where ρ is the ratio of the length of the longest edge in O to the Euclidean distance between s and

t, β(n) = α(n)O(α(n))O(1)

, and α(n) is the extremely slowly growing inverse of the Ackermann function.
This algorithm uses the algorithm of Clarkson [Cla87a], that computes an ε-approximate shortest path,
between two given points, in

O

(
n2

ε4
β(n) log

n

ε
+ n2 log (nρ) log(n log ρ)

)
time.

Underlining our solution is the the notion of a distance function, introduced in Section 4.2. We show
how to compute a “small-size” additive weighted Voronoi diagram that enables us to ε-approximate
such a function. The notion of a distance function will arise also in the next chapter, where we tackle
the problem of approximating the width of the minimum width annulus enclosing a given point set. We
conclude the chapter in Section 4.5 by mentioning a few open problems.

4.2 Approximating a Distance Function by a

Weighted Voronoi Diagram

In this section, we introduce the notion of a distance function, and show how to compute a “small-size”
additive weighted Voronoi diagram that approximates it up to a factor of 1 + ε. We use this result in
Section 4.3 and Section 4.4 to derive our two main results.

Definition 4.2.1 Let I be a subset of IRd. A function f : I → IR is a distance function on I if:

(i) f(x) + f(y) ≥ |xy|, for any x, y ∈ I.

(ii) f(x) + |xy| ≥ f(y), for any straight segment xy ⊆ I,

where |xy| denotes the Euclidean distance between x and y.

Thus, a distance function has to satisfy two types of triangle inequalities. Since these inequalities
are satisfied by the Euclidean distance from any fixed point, a distance function can be regarded as a
certain generalization of the Euclidean distance from a fixed source point.

Example 4.2.2 Figure 4.1 illustrates some geometric restriction imposed on a univariate distance func-
tion.
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Figure 4.1: The graph of the distance function f must lie inside the gray area. This implies that the
function g(x′) = f(x)+ |xx′| approximates f(x′) “well” in a small neighborhood of x, and for sufficiently
large values of x′.

Example 4.2.3 (i) Let P be a polyhedral surface in IR3, and let s be a source point on P. For any
t ∈ P, let dP,s(t) denote the length of a shortest path between s and t on P. It is easy to verify that
dP,s(t) is a distance function on P.

(ii) Let O be a collection of pairwise-disjoint polyhedral obstacles in IR3, and let s be a point in
FP (O) = IR3 \

⋃
O∈O intO. Let FP (O, s) denote the connected component of FP (O) that contains s

(i.e., the set of all the points in IR3 that can be connected to s by a path that avoids the interiors of the
obstacles of O).

For any t ∈ FP (O, s), we denote by dO,s(t) the length of a shortest path between s and t, that avoids
the interior of the obstacles of O. Again, it is easily seen that dO,s is a distance function on FP (O, s).

Definition 4.2.4 A pair S = (S,w) is a weighted set of points if S = {p1, . . . , pm} is a finite set
of points in IRd, and w(·) is a function assigning non-negative weights to the points of S. We define
the distance of a point p from the point pi to be V(pi,w(pi))(p) = |ppi| + w(pi). We define VS(p) =
minm

i=1 V(pi,w(pi))(p). The function VS(p) induces a natural subdivision VS of IRd into cells, known as the
(additive) weighted Voronoi diagram of S, such that the i-th cell is the locus of all points closest to pi
in this distance function. As is well known, in the planar case, VS has complexity O(m), and it can be
computed in O(m logm) time (see [For87]).

Remark 4.2.5 For d ≥ 3, the complexity of an additive weighted Voronoi diagram of m points in IRd is
O
(
mbd/2c+1

)
. This follows by reducing the computation of the diagram to the computation of a convex

hull in d+ 2 dimensions. Furthermore, one can compute the diagram in O(mbd/2c+1) time. See [Aur91].

We next show how to approximate a distance function f(·) by a weighted Voronoi diagram. First, we
compute a global minimum p0 of f . As illustrated in Figure 4.1, the function V(p0,f(p0))(p) approximates
f(p) “well” for p sufficiently close to, or sufficiently far from p0. In other words, f is well-approximated
in these regions by the weighted Voronoi diagram of the single site p0 with weight f(p0). By adding extra
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sites to the diagram, we can make the distance induced by the resulting diagram an ε-approximation to
f everywhere, as will be shown next.

Definition 4.2.6 Given a point p ∈ IRd, and r ≥ 0, let B(p, r) denote the closed ball of radius r centered
at p, and let B(p, r) denote the set IRd \B(p, r). For r′ > r, let A(p, r, r′) denote the annulus (or shell)
B(p, r′) \B(p, r).

The following sequence of technical lemmas provide the basis for approximating a given distance
function by a weighted Voronoi diagram. The following lemmas are stated for arbitrary dimension d.
We will apply them with d = 1, 2, or 3.

Lemma 4.2.7 Let I be a convex subset of IRd, f a distance function defined over I, and S = (S,w) a
weighted set, such that S ⊆ I and f(x) ≤ w(x), for all x ∈ S. Then f(t) ≤ VS(t), for all t ∈ I.

Proof: Let t be any point of I, and let x denote the point of S realizing VS(t). Then VS(t) = w(x)+|tx| ≥
f(x) + |tx| ≥ f(t).

Formalizing the intuition behind Figure 4.1, we have the following:

Lemma 4.2.8 Let I be a convex subset of IRd, f a distance function defined over I, 0 < ε ≤ 1 a
parameter, p a point in I, and w a real number such that f(p) ≤ w ≤ (1 + ε/8)f(p). Then f(t) ≤
V(p,w)(t) ≤ (1 + ε)f(t), for all t in

I ∩
(
B

(
p,
εf(p)

8

)
∪B

(
p,

6f(p)

ε

))
.

Proof: The first inequality f(t) ≤ V(p,w)(t) follows immediately from Lemma 4.2.7.

As for the other inequality, for t ∈ I ∩B
(
p, εf(p)

8

)
, we have

w

(1 + ε/8)
− εw

8
≤ f(p)− |pt| ≤ f(t) ≤ V(p,w)(t) = w + |pt| ≤ w +

εw

8
.

However,

w + εw/8
w

1+ε/8
− εw/8

=
1 + ε/8
1

1+ε/8
− ε/8

≤ 1 + ε/8

1− ε/8− ε/8
=

1 + ε/8

1− ε/4
≤ 1 + ε,

since ε ≤ 1. Thus V(p,w)(t) ≤ (1 + ε)f(t), for all t ∈ I ∩B(p, εf(p)/8).
For t ∈ I ∩B(p, 6f(p)/ε), we have

|pt| − w ≤ |pt| − f(p) ≤ f(t) ≤ V(p,w)(t) = |pt|+ w.

However,
|pt|+ w

|pt| − w
= 1 +

2w

|pt| − w
≤ 1 +

2w

3w/ε− w
≤ 1 +

2w

2w/ε
= 1 + ε,

since |pt| ≥ 6f(p)/ε ≥ 3w/ε. Thus V(p,w)(t) ≤ (1 + ε)f(t), for any such t.

Lemma 4.2.9 Let I be a convex subset of IRd, f a distance function defined over I, 0 < ε ≤ 1 a
parameter, and p a point in I. Then for any t ∈ I ∩ B(p, εf(p)/9) and any number wt such that
f(t) ≤ wt ≤ (1 + ε/8)f(t), we have f(p) ≤ V(t,wt)(p) ≤ (1 + ε)f(p).
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Proof: Since |pt| ≤ εf(p)/9, it follows that f(t) ≥ f(p)− |pt| ≥ f(p) (1− ε/9).
Thus,

εf(t)

8
≥ ε

8
f(p)

(
1− ε

9

)
≥ εf(p)

9
≥ |pt|,

implying that p ∈ B(t, εf(t)/8). By Lemma 4.2.8, we have f(p) ≤ V(t,wt)(p) ≤ (1 + ε)f(p).

The preceding lemmas suggest the following strategy for constructing an approximation of a distance
function f over (a convex portion of) IRd: Pick a point p, such that f(p) is close to the global minimum
of f . The Voronoi diagram V(p,w) approximates f “well” near p and outside a larger ball centered at
p, where w is an approximation of f(p). We approximate f in the space between those two balls by
partitioning it into concentric spherical shells whose radii form an increasing geometric progression, and
by covering each shell by a uniform grid (whose unit length increases with the radius of the shell). In
this manner, the number of points needed is only a function of ε (the approximation factor) and d.

When approximating a distance function on a convex subset I of IRd, we have to cope with the
possibility that sites might be placed outside I. We overcome this by projecting all such sites onto the
boundary of I.

Definition 4.2.10 Let I be a convex subset in IRd, and let x be a point in IRd. Let ν(x, I) denote the
projection of x onto I; that is, ν(x, I) is the closest point (in the Euclidean distance) in I to x. Clearly,
if x ∈ I then ν(x, I) = x.

When x is fixed, we call ν(x, I) the hook point of I.

Definition 4.2.11 Let r ≥ r′ > 0 be real numbers, let p be a point in IRd, and let I be a convex set in
IRd. We denote by S(p, I, r, r′) the set Ir′ ∩ B(p, r) ∩ ((r′/

√
d)ZZd), where ZZd is the integer lattice, and

Ir′ = ∪q∈IB(q, r′) is the set of all point in IRd that are at (Euclidean) distance at most r′ from some
point of I. Clearly, |S(p, I, r, r′)| = O((r/r′)d) (with a constant of proportionality depending on d).

The following technical lemma shows how to pick the sites of the additive weighted Voronoi diagram,
so that it ε-approximates a given distance function.

Lemma 4.2.12 Let I be a convex subset of IRd, f : I → IR a distance function, 0 < ε ≤ 1 a parameter,
c a positive constant, and p a point in I such that f(t) ≥ f(p)/c, for all t ∈ I. Then one can compute
a set S in I of size O((1/ε)d log(1/ε)) (the constant of proportionality depends on c), such that p ∈ S,
and for any weight function w on S satisfying f(x) ≤ w(x) ≤ (1 + ε/8)f(x), for all x ∈ S, we have
f(t) ≤ VS(t) ≤ (1 + ε)f(t), for all t ∈ I, where S = (S,w).

Proof: Let wp be any number satisfying f(p) ≤ wp ≤ (1 + ε/8)f(p).
Let ri = (2i + 1)wp, for i = 1, . . . ,m, where m = dlog2(6/ε)e. Let A1 = B(p, r1), let Ai =

A(p, ri−1, ri), for i = 2, . . . ,m, and let Am+1 = B(p, rm). Clearly, I = ∪m+1
i=1 (I ∩ Ai).

Let r′1 = εwp/(18c), and let r′i = ε2i−1wp/9, for i = 2, . . . ,m. Let S ′
i = Ai ∩ S(p, I, ri, r′i), for

i = 1, . . . ,m. Let S = {p}∪
⋃m

i=1 Si, where Si =
{
ν(x, I)

∣∣∣x ∈ S ′
i

}
, for i = 1, . . . ,m. See Figure 4.2 for

an illustration of the set S.
Let w be any weight function, such that f(x) ≤ w(x) ≤ (1 + ε/8)f(x), for any x ∈ S, and let

S = (S,w).
We claim that S is the required weighted set. Indeed, let t ∈ I. If t ∈ Am+1 then |pt| ≥ (2m+1)wp ≥

6f(p)/ε. Thus t ∈ B(p, 6f(p)/ε) and by Lemma 4.2.7 and Lemma 4.2.8, we have f(t) ≤ VS(t) ≤
V(p,wp)(t) ≤ (1 + ε)f(t).
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Figure 4.2: Illustrating the proof of Lemma 4.2.12. We pick our sites to be on a uniform grid inside
each concentric shell around p.

If t ∈ B(p, rm), let Ai be the shell containing t. Let x
′ be the closest point to t in S ′

i. Let x = ν(x′, I).
By the definition of ν and S ′

i and by the convexity of I, we have |tx| ≤ |tx′| ≤ r′i (see Figure 4.3).
If i = 1 then the inequality f(t) ≥ f(p)/c ≥ wp/2c implies that |tx| ≤ r′1 = εwp/(18c) ≤ εf(t)/9.

Thus x ∈ B(t, εf(t)/9).
If i > 1 then we also have |tx| ≤ r′i = ε2i−1wp/9 ≤ εf(t)/9, since f(t) ≥ |pt| − f(p) ≥ (2i−1 +1)wp−

f(p) ≥ 2i−1wp. Thus x ∈ B(t, εf(t)/9).
By Lemma 4.2.9 and Lemma 4.2.7, we have f(t) ≤ VS(t) ≤ V(x,w(x))(t) ≤ (1 + ε)f(t).
As for the size of S, we have

|S| = O

(
m∑
i=1

(
ri
r′i

)d
)

= O

((
3wp

εwp/(18c)

)d

+
m∑
i=2

(
(2i + 1)wp

ε2i−1wp/9

)d
)

= O

(
1

εd
log

1

ε

)
.

To approximate a distance function f(·) using the constructive proof of Lemma 4.2.12, we need
to find a point which is, within a constant factor, a global minimum of f over the given range. The
following lemma shows that this can be easily done if f has a known zero point outside the given range.

Lemma 4.2.13 Let I ′ be a subset of IRd, f : I ′ → IR a distance function, 0 < ε ≤ 1 a parameter, I a
convex subset of I ′, and s a point in I ′ \ I such that f(s) = 0. Then f(t) ≥ f(h)/2, for all t ∈ I, where
h = ν(s, I).

Proof: Let t be any point in I. Since h is the closest point in I to s and I is convex, it easily follows
that |st| ≥ |ht|, see Figure 4.3. Since f(t) = f(t) + f(s) ≥ |st|, we have f(t) ≥ |ht|. Moreover, the
segment ht is a contained in I, implying that f(h) ≤ f(t) + |ht| ≤ 2f(t).
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Figure 4.3: |st| ≥ |ht| for h = ν(s, I)

Remark 4.2.14 The lemma also holds when s ∈ I, but then it only yields the trivial bound f(t) ≥ 0
for all t ∈ I. Then, of course, s is the required global minimum.

Remark 4.2.15 Let I ′ be a set in IRd, let I be a convex subset of I ′, f : I ′ → IR a distance function,
0 < ε ≤ 1 a parameter, and s a point of I ′ such that f(s) = 0. Computing a weighted set S = (S,w)
such that the weighted Voronoi diagram induced on I approximates f up to a factor of (1 + ε), can be
accomplished by following the proof of Lemma 4.2.12, in four stages:

(i) Compute the point p = ν(s, I). By Lemma 4.2.13, p is “almost” a minimum of f on I.

(ii) Compute an (ε/8)-approximation wp to f(p) (as prescribed in the lemma).

(iii) Construct the set S of points in I, as prescribed in the proof.

(iv) Approximate the distance function values of all the points of S, up to a factor of 1 + ε/8, and use
these values as the weights for the points of S.

Remark 4.2.16 The set of points S produced in the proof of Lemma 4.2.12 is made out of O(log(1/ε))
subsets (i.e., S1, . . . , Sm) such that f(x) ≤ cf(t), for all x, t ∈ Si, for 1 ≤ i ≤ m, where c is an
appropriate constant. This property enables us, in the case of shortest paths on a convex polytope, to
approximate the value of the distance function to all the points of Si simultaneously, yielding a more
efficient algorithm. See Remark 4.3.4 for the details.

Remark 4.2.17 Let I ′ be a subset of IRd, and let f, g be two distance functions defined over I ′. It is
easy to verify that h(x) = max(f(x), g(x)) is also a distance function. This implies that the distance
function induced by any furthest neighbor Voronoi diagram of a finite set of points in IRd, is a distance
function in IRd. Hence, by Lemma 4.2.12, we have:

Corollary 4.2.18 Any furthest neighbor Voronoi diagram of points in IRd, can be
ε-approximated by a (nearest neighbor) weighted Voronoi diagram, having
O((1/εd) log (1/ε)) sites.

The following is a strengthening of Lemma 4.2.12, by noticing that in the cases we are going to
apply it to, our distance function is the length of a shortest path from a fixed source point to the given
point of I. In such cases, if the source point lies outside I, then a shortest path connecting any point
in I to our source point, must first pass through the boundary ∂I. We next show that if we are able
to ε-approximate the distance on the boundary of I, then we can trivially ε-approximate the distance
function to all the points of I.

Definition 4.2.19 Let I be a convex polytope in IRd. We call a function f : I → IR boundary-
induced on I, if f is a distance function, and for any t ∈ I, there exists a point x ∈ ∂I such that
f(t) = f(x) + |tx|.
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Definition 4.2.20 Given a convex polytope I in IRd, we denote by φ(I) the set of all the facets ((d−1)-
faces) of I.

Lemma 4.2.21 Let I be a convex polytope in IRd, f : I → IR a boundary-induced distance function,
and 0 < ε ≤ 1 a parameter. For any facet F of I, let S(F ) = (SF , wF ) be a weighted set of points in F ,
such that f(t) ≤ VS(F )(t) ≤ (1 + ε)f(t), for all t ∈ F . Then f(t) ≤ VS(t) ≤ (1 + ε)f(t), for all t ∈ I,
where S = (S,w) =

⋃
F∈φ(I) S(F ).

Proof: For any t ∈ I, let x be the point in ∂I satisfying f(t) = f(x) + |tx|, and let F be a facet of I
that contains x. By Lemma 4.2.7, we have

f(x) + |tx| = f(t) ≤ VS(t) ≤ VS(x) + |tx| ≤ VS(F )(x) + |tx| ≤ (1 + ε)f(x) + |tx|
≤ (1 + ε)(f(x) + |tx|) = (1 + ε)f(t).

Remark 4.2.22 Let I ′ be a set in IRd, let I be a convex subset of I ′, f : I ′ → IR a boundary-induced
distance function, 0 < ε ≤ 1 a parameter, and s a point of I ′ such that f(s) = 0. Computing a weighted
set S = (S,w) such that the weighted Voronoi diagram induced on I approximates f up to a factor
of (1 + ε), can be done by applying the algorithm described in Remark 4.2.15 for each facet of I. By
Lemma 4.2.21, the union of all these weighted sets has the required properties.

4.3 Approximate Shortest-Path Map on a Polyhedral Surface

in IR3

Let P be a given polyhedral surface in IR3 with n edges, let s be a source point on P , and let 0 < ε ≤ 1
be a given parameter. In this section, we give an algorithm for constructing an approximation map on
P of complexity O((n/ε) log(1/ε)), such that given any t ∈ P , one can compute in O(log(n/ε)) time a
distance ∆P(s, t) satisfying dP(s, t) ≤ ∆P(s, t) ≤ (1 + ε)dP(s, t).

Although the following description is rather technical, one has to bear in mind that it is a straightfor-
ward implementation of the technique of Section 4.2. Namely, for each edge of our domain (polyhedral
terrain, or a convex polytope) we compute a “small” set of points, we approximate the (geodesic) dis-
tance from the source point to all those points, and we construct the weighted additive Voronoi diagram
that those points induce on each face of the domain.

Definition 4.3.1 A polyhedral surface P in IR3 is the union of a collection of planar polygonal faces,
with their edges and vertices, such that each edge is incident to at most two faces and any pair of faces
intersect either at a common edge, a common vertex, or not at all. A face is a simple closed polygon
(i.e., it contains its boundary), and an edge is a closed segment (i.e., it contains its endpoints). Without
loss of generality we assume that all the faces are triangular (since simple polygons may be triangulated
in linear time [Cha91] and the number of new edges introduced by the triangulation is linear in the
number of vertices). We also assume that P is connected.

A polyhedral terrain is a polyhedral surface that intersects every vertical line in at most a single
point.

Definition 4.3.2 Given a polyhedral surface P in IR3, and any two points s, t on P, we denote by
dP,s(t) the length of a shortest path between s and t on P.
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As noted in Example 4.2.3 (i), dP,s(·) is a distance function on P . Moreover, if F is a face of P and
s /∈ F then dP,s is boundary induced on F . (If s ∈ F then dP,s(t) is the Euclidean distance |st|)

The following theorem is the main result of this section.

Theorem 4.3.3 Let P be a polyhedral surface in IR3 with n edges, s a source point on P, and 0 < ε ≤ 1 a
real parameter. Then there exists a subdivision Π of P of complexity O((n/ε) log (1/ε)), which facilitates
ε-approximate shortest path queries from s on P. That is, for any query point t on P, one can compute,
by locating t in Π in O(log (n/ε)) time, a distance ∆P(s, t), such that dP,s(t) ≤ ∆P(s, t) ≤ (1+ε)dP,s(t).

The map can be computed in O(n2 log n+(n/ε) log (1/ε) log (n/ε)) time, if P is an arbitrary polyhedral
surface, and in O((n/ε3) log(1/ε) + (n/ε1.5) log (1/ε) log n) time, if P is a convex polytope.

The space used by the algorithm is O((n/ε) log (1/ε)), if P is either a convex polytope or a polyhedral
terrain, and O(n2 + (n/ε) log (1/ε)) otherwise.

Proof: For each face F of P that does not contain s, we construct a weighted Voronoi diagram that
approximates dP,s on F . By Remark 4.2.22, this can be done by constructing a weighted Voronoi
diagram on each edge of P , as outlined in Remark 4.2.15.

For the general case, we compute the exact shortest-path map of s on P , using the algorithm of
[MMP87], in O(n2 log n) time. The exact map enables us to compute the shortest distance from s to
any point of P in O(log n) time. Thus, computing the distances from s to the n hooks of the edges of
P takes additional O(n log n) time. The hook point of an edge is the closest (Euclidean) point of the
edge to s, and it can be computed in O(1) time.

For the convex case, we approximate the distances on P to all the hooks on the edges of P , up to a
factor of (1 + ε/8). This takes O(n/ε3 + (n/ε1.5) log n) time, using the algorithm of Section 3.2.1.

For each edge e of P , we compute a set Se of O((1/ε) log (1/ε)) points on e, as specified in the proof
of Lemma 4.2.12, taking the corresponding p to be the hook of e and wp to be the approximated (exact
in the non-convex case) distance along P from s to p. Let S = ∪eSe, taken over all edges e of P .

We now compute (or approximate) the distances from s to all the points in S. For the non-convex
case, this can be done in O((n/ε) log (1/ε) log n) time, using the exact shortest path map.

For the convex case, we compute approximate distances from s to all points of S, up to a factor
of (1 + ε/8). Using the observation of Remark 4.2.16, we partition S into O(n log (1/ε)) sets, each of
size O(1/ε), such that the required distances to the points in each such set are within a fixed constant
factor of each other (namely, for each edge e of P , the set Se is decomposed into O(log(1/ε)) sets, as in
the proof of Lemma 4.2.12). Using the algorithm described in Remark 4.3.4 below, we can compute the
distances from s to all the points of S in O((n/ε3) log (1/ε) + (n/ε1.5) log (1/ε) log n) time.

Next, we compute, for each face F of P , the weighted Voronoi diagram induced by the weighted
points of S that lie on ∂F . This takes O((n/ε) log2 (1/ε)) overall time (see [For87]), since each face
contains O((1/ε) log (1/ε)) points of S. Let Π be the resulting map, consisting of the union of all those
facial Voronoi diagrams.

By Lemma 4.2.12 and Lemma 4.2.21, the map Π on P has the required properties. Moreover, we can
preprocess each face F of P in O((1/ε) log2 (1/ε)) time, such that point location queries on F can be
answered in O(log (1/ε)) time (see [O’R94]). Overall, this preprocessing takes O((n/ε) log2 (1/ε)) time.

To answer an approximate shortest-path query for a query point q, the algorithm must locate the face
of P containing q. If P is a polyhedral terrain, we project the terrain onto the xy-plane and preprocess
it, in O(n log n) time, for planar point location. If P is a convex polytope, it can be preprocessed in
linear time to answer point location queries in O(log n) time (see [DK85]). Otherwise, we preprocess
P for spatial point-location in O(n2 log n) time, and O(n2) space, with O(log n) query time, using the
algorithm of [THI90].
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Given any query point q on P , the algorithm computes the face F of P that contains q in O(log n)
time. Locating the face of the subdivision Π that contains q takes an additional O(log(1/ε)) time. Thus,
ε-approximate shortest path queries for P can be answered in O(log (n/ε)) time. (If the face containing
q is already known, the query time reduces to O(log (1/ε)).)

Remark 4.3.4 Let P be a convex polytope in IR3, s a source point on P , T a set of points on P , and
0 < ε ≤ 1 a prescribed parameter. One can ε-approximate the length of the shortest path from s to
all the points of T on P , in O((n + |T |)/ε3 + ((n + |T |)/ε1.5) log (n+ |T |)) time, by the algorithm of
Section 3.2.1.

Recall that the algorithm of Section 3.2.1 works by computing an approximation polytope for each
point of T , and by computing the exact distance from s to the point on this polytope.

Moreover, suppose that T can be partitioned into m sets T1, . . . , Tm, such that dP,s(t) ≤ c · dP,s(t′),
for all t, t′ ∈ Ti and for each i = 1, . . . ,m, where c is a prescribed constant, and all the points of Ti
belong to the same edge of P , for any fixed i = 1, . . . ,m. Then it is possible to speed up the above
algorithm, as follows. Instead of constructing an approximation polytope for each destination point
separately, we construct an approximation polytope that can be used to approximate the distances from
s to all the points of Ti, for any fixed i = 1, . . . ,m. This is done by ensuring that all the points of Ti lie
on the boundary of the approximation polytope calculated by the algorithm, which can be enforced by
intersecting it with a supporting plane of P passing through the edge containing the points of Ti (adding
at most one new face to the approximation polytope). We also need to use a more refined approximation
polytope, so as to achieve the claimed error bound, but since c is a constant this does not change the
asymptotic complexity of the algorithm.

This improves the running time to

O

(
n+

m

ε3
+

m

ε1.5
log n+

|T |
ε1.5

)
,

by constructing an approximation polytope for the points of Ti (in O( m
ε1.5

log n) time), computing the
exact distance map from the source point on the approximation polytope (in O(1/ε3) time), and ex-
tracting the shortest path to each point of Ti, repeating all this for T1, . . . , Tm. Moreover, for each point
t ∈ Ti, the algorithm computes a polygonal outer path of P , made out of O(1/ε1.5) segments, that
realizes the approximated distance.

Remark 4.3.5 The algorithm of [MMP87] works for arbitrary polyhedral surfaces; in particular, it
is not restricted to polyhedral terrains. Thus, the algorithm of Theorem 4.3.3 also works for general
polyhedral surfaces.

Remark 4.3.6 For a convex polytope P with n edges in IR3, one can compute an approximation map
that can be used to compute an outer path that realizes the approximate distance. This is done by
modifying the algorithm of Theorem 4.3.3, such that it stores an outer path from the source point to each
of the constructed sites, where the outer path realizes its ε-approximate distance. Such a path is readily
available from the procedure used to compute the approximate distance to the site, and the complexity of
such a path is O(1/ε1.5) (See Section 3.2.1). The space needed to store the extended approximation map
is O(n/ε2.5 log (1/ε)), and the computation time remains O((n/ε3) log(1/ε) + (n/ε1.5) log (1/ε) log n).

The new map can be used to answer approximate shortest-path queries, in O(log (n/ε)) time, and
also to compute, in additional O(1/ε1.5) time, an outer path of the convex polytope realizing this
distance. Such an outer path can be projected onto the boundary of the convex polytope, in additional
O (n log (1/ε) + 1/ε3) time, resulting in a path on ∂P which is an ε-approximation to the shortest path,
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see Section 2.4. Note however that the performance of the enhanced data structure is poorer both in
terms of storage and query time.

4.4 Constructing Spatial Approximate Shortest-Path

Maps in IR3

Let O be a collection of pairwise-disjoint polyhedral obstacles in IR3, s a source point in IR3 \ int
⋃
O,

and 0 < ε ≤ 1 a parameter. In this section, we present an algorithm for preprocessing O such that for
any point in IR3 (or, more precisely, for any ‘free’ point that can be reached from s without penetrating
into an obstacle) one can compute, in O(log(n/ε)) time, a distance ∆O,s(t) satisfying dO,s(t) ≤ ∆O,s(t) ≤
(1 + ε)dO,s(t), where dO,s(t) is the length of a shortest path between s and t that avoids the interiors of
the obstacles.

The preprocessing time of the algorithm is roughly O(n4/ε6), which shows that the problem of
approximating the distance from a single source to all the ‘free’ points in IR3, is not much harder
(computationally) than approximating the distance between any specific pair of points (which can be
done in roughly O(n2/ε4) time, see [Cla87a]). In fact, for a fixed source point and many destination
points, our algorithm will actually be faster. The problem of computing the exact distance between
two points in IR3 among polyhedral obstacles is NP-hard, as shown by Canny and Reif [CR87], and
the fastest available algorithms for this problem run in time that is exponential in the total number of
obstacle vertices [RS94, Sha87, SS86].

Definition 4.4.1 Let O be a collection of pairwise-disjoint polyhedral obstacles with a total of n edges
in IR3, and s a source point in FP (O) = IR3 \ int

⋃
O∈O O. Let FP (O, s) denote the set of all points in

FP (O) that can be connected to s by a path that avoids the interiors of the obstacles of O.
For any t ∈ FP (O, s), we denote, as above, by dO,s(t) the length of a shortest path between s and t,

that avoids the interiors of the obstacles of O.

As noted in Example 4.2.3 (ii), dO,s(·) is a distance function over FP (O, s), and for any convex set
I ⊆ FP (O, s) such that s /∈ I, the function dO,s(·) is boundary induced over I.

Theorem 4.4.2 (Clarkson [Cla87a]) Given a set O of polyhedral obstacles in IR3, and points s and
t, an ε-approximate path between s and t that does not penetrate into any obstacle in O can be computed
in

O

(
n2

ε4
β(n) log

n

ε
+ n2 log (nρ) log(n log ρ)

)
time, where n is the number of obstacle edges, and ρ is the ratio of the length of the longest edge in O to

the Euclidean distance between s and t, β(n) = α(n)O(α(n))O(1)

, and α(n) is the inverse of the Ackermann
function.

The following theorem is the main result of this section.

Theorem 4.4.3 Let O be a collection of pairwise-disjoint polyhedral obstacles with n edges in IR3, s a
source point in FP (O), and 0 < ε < 1 a parameter. Then a subdivision Π of FP (O, s) of complexity
O(n2/ε4+δ), for any 0 < δ < 1, can be computed in

O

(
n4

ε2

(
β(n)

ε4
log

n

ε
+ log (nρ) log(n log ρ)

)
log

1

ε

)
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time, where ρ, and β(n) are as above.
For any query point t ∈ FP (O, s), one can compute, by locating t in Π in O(log(n/ε)) time, a

distance ∆O,s(t), such that dO,s(t) ≤ ∆O,s(t) ≤ (1 + ε)dO,s(t).

Proof: First, we partition FP (O) into O(n2) vertical prisms. This can be easily done by erecting a
vertical wall from each edge of the obstacles. For an edge e of the obstacles, such a wall is the set of
all points in FP (O) that lie on vertical lines emanating from points on the edge, such that the vertical
segment connecting the point to the edge does and not intersect the obstacles. Let Π′′′ denote the
resulting partition of FP (O). It is easy to verify that the complexity of Π′′′ is O(n2), and that it can
be computed in O(n2 log n) time.

We refine Π′′′, by further partitioning each cell of Π′′′ into vertical triangular prisms. This is done by
projecting each cell of Π′′′ into the xy-plane, and by triangulating the resulting polygon, in O(m logm)
time (see [O’R94]), where m is the number of vertices of the polygon. For each new edge created, we
erect a corresponding vertical wall inside the cell. Let Π′′ be the resulting subdivision of FP (O). Clearly,
the complexity of Π′′ remains O(n2), and it can be computed in additional O(n2 log n) time.

Let Tv be the vertical prism in Π′′ that contains s. We construct an adjacency graph G on the
vertical prisms of Π′′. By computing the connected component of G that contains Tv, one obtains the
subdivision Π′ = Π′′ ∩ FP (O, s).

Each cell I of Π′ is a vertical prism, having at most 5 faces. We can approximate the distance
function dO,s(t) inside I by computing a weighted set SI = (SI , wI), as specified in the proofs of
Lemma 4.2.12 and Lemma 4.2.21. To do so, it is necessary to (ε/8)-approximate the value of dO,s(·) for
O((1/ε2) log (1/ε)) points (i.e., the points of SI). By Theorem 4.4.2, this takes

O

((
β(n)

ε4
log

n

ε
+ log (nρ) log(n log ρ)

)
n2

ε2
log

1

ε

)
time. The weighted Voronoi diagram VSI induced by SI inside I approximates dO,s inside I up to a
factor of 1 + ε.

Let S = ∪I∈Π′SI . Clearly, one can (ε/8)-approximate the distance between s and all the sites of S
in

O

(
n4

ε2

(
β(n)

ε4
log

n

ε
+ log (nρ) log(n log ρ)

)
log

1

ε

)
time.

Let Π be the subdivision
⋃

I∈Π′(VSI ∩I). We preprocess Π for spatial point location, by constructing
a two-level spatial point location data structure. First, we preprocess Π′ for point location in O(n2 log n)
time, using the algorithm of [THI90]. Next, we preprocess each cell I of Π′ for nearest neighbor queries
for the weighted set SI . By Lemma 4.4.5 below, performing this preprocessing for all the cells of Π′

takes a total of O
(
n2/ε4+δ

)
randomized expected time and space, for any δ > 0.

For any query point t ∈ FP (O, s), we can compute in O(log n+ log (1/ε)) = O(log (n/ε)) time, the
cell of Π that contains t; that is, in O(log (n/ε)) time, one can compute a distance ∆O,s(t), such that
dO,s(t) ≤ ∆O,s(t) ≤ (1 + ε)dO,s(t).

To complete the description and analysis of the algorithm, we next show how to preprocess a weighted
set in IR3 so that one can perform efficient nearest neighbor queries in the additive weighted Voronoi
diagram that it induces.

Definition 4.4.4 Let S = (S,w) be a weighted set in IR3. We decompose the weighted Voronoi diagram
VS into “simpler” cells in the following way: For each cell C in VS, we compute the spherical map SC
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of the cell, by projecting the boundary of the cell onto the sphere of directions centered at pC, where pC
is the site of C in S. (We use here the well-known property that C is star-shaped with respect to pC.)
We decompose SC into pseudo-vertical subcells on the sphere of directions, by drawing a meridian arc
upwards and downwards from each vertex SC, and from each locally longitude-extremal point on any arc
of SC, and by extending each of these meridian arcs until it hits another arc of SC or, failing this, all
the way to the poles of the sphere of directions. Clearly, the complexity of SC is linear in the complexity
of the cell C.

We project each “vertical” trapezoid in SC back into C, to obtain the portion within C of the cone
with apex pC spanned by the trapezoid. This defines a decomposition of C into simple subcells, such that
each subcell is uniquely defined by at most 6 points of S. We decompose all the cells of VS in a similar
manner, and let C(S) denote the resulting subdivision. We call C(S) the spherical decomposition of VS .

For a weighted set R ⊆ S and a subcell T ∈ C(R), a weighted point (p, wp) ∈ S conflicts with T if
there exists a point t ∈ T , such that V(p,wp)(t) < VR(t). Let K(S, T ) denote the set of all the points of
S that conflict with T . The conflict size of T is w(S, T ) = |K(S, T )|.

Lemma 4.4.5 Let S = (S,w) be a weighted set of m points in IR3, and δ > 0 be a parameter. One
can compute, in O(m2+δ) randomized expected time, a data structure for nearest-neighbor queries, of
size O(m2+δ), such that for any point p ∈ IR3, one can compute, in O(logm) time, the cell of VS that
contains p; that is, the point in S realizing the distance VS(p).

Proof: We construct the data-structure using a randomized divide and conquer algorithm. We randomly
pick a subset R of S of size r, where r is a parameter to be specified later. One can compute the
weighted Voronoi diagram of R = (R,w), in O(r2) time, by Remark 4.2.5, and construct the spherical
decomposition C(R) in O(r2 log r) additional time, using plane sweeping techniques on the sphere of
directions (see [O’R94]).

For each subcell T in C(R), we compute its conflict size w(S, T ). Each subcell in C(R) is uniquely
defined by at most 6 sites in R, and if K(S, T ) ∩ R 6= ∅ then T /∈ C(R). We can thus apply the
analysis of Clarkson and Shor. By [CS89, Corollary 3.8], w(S, T ) ≤ c · (n log r)/r, for all T ∈ C(R),
with probability at least 1/2, where c > 0 is an appropriate constant. We sample R from S repeatedly
until we get a sample that fulfills this condition. Overall, this stage takes O(mr2 + r2 log r) expected
running time. For each cell T ∈ C(R), we construct recursively a data-structure for point-location in
the Voronoi diagram VK(S,T ).

For any query point p, locating the subcell T in C(R) that contains p is done by a brute force search
inside C(R), in O(r2) time. Then, we compute the point realizing VS(p) by recursively performing
a nearest neighbor query in the data-structure computed for VK(S,T ). Thus, a query takes Q(m) =
Q(c(m log r)/r) +O(r2) time, and the data-structure can be computed, in randomized expected time

T (m) = T (r) +O(r2)T

(
cm log r

r

)
+O

(
mr2 + r2 log r

)
.

Choosing r to be a sufficiently large constant, we have Q(m) = O(logm), and T (m) = O(m2+δ) (where
the constants of proportionality depend on δ). A similar bound holds for the space required by the
algorithm.

Remark 4.4.6 The only stage in the algorithm of Theorem 4.4.3 that uses randomization is the con-
struction of the spatial point-location data described in Lemma 4.4.5. This can be replaced by a
deterministic data-structure as follows.

We observe that each spherical cell, in the decomposition described above, can be parametrized by
24 parameters (6 sites and their respective weights). Thus, we define a range space (S,R), where R is
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the set of all possible subsets of S that are contained inside such spherical cells. It is easy to verify that
this is a range space having finite VC-dimension. By a result of Matoušek [Mat95], we can compute, in
O(mrO(1)) time, a subset R of S having O(r log r) points, which is (1/r)-net of (S,R). In particular,
the set R can replace the random sample in the proof of Lemma 4.4.5, see [Mat95]. This yields a
deterministic algorithm with the same time/space complexity as in Lemma 4.4.5.

Alternatively, one can naively preprocess the Voronoi diagram VS for spatial point-location directly,
see [THI90]. However, this approach is considerably less efficient than the approach proposed above.

4.5 Conclusions

In this chapter we have presented two results for computing approximate maps that facilitate shortest-
path queries on the surface of a convex polytope or on a polyhedral surface in 3-space, or among
polyhedral obstacles in 3-space. We conclude by mentioning the following open problem.

(i) Can the methods and techniques used in this chapter be extended to handle shortest path
queries for weighted surfaces (as in [LMS97, MM97])?



Chapter 5

Approximating Minimum-Width Annuli
and Shells

5.1 Introduction

Let S be a set of n points in IRd. The roundness of S can be measured by approximating S with a
sphere Γ so that the maximum distance between a point of S and Γ is minimized, i.e., by computing

min
c∈IRd,r∈IR

max
p∈S
|d(p, c)− r|. (5.1)

For c ∈ IRd and for r, R ∈ IR with 0 ≤ r ≤ R, we define the spherical shell (shell, for short, and, in
the plane, annulus) A(c, r, R) to be the closed region lying between the two concentric spheres of radii
r and R centered at c; see Figure 5.1. The width of A(c, r, R) is R − r. The problem of measuring the
roundness of S is equivalent to computing a shell, A∗(S), of the smallest width that contains S. (This
width is twice the minimum computed in Eq. (5.1).)

The main motivation for computing a minimum-width shell or annulus comes from metrology. For
example, the circularity of a two-dimensional object O in the plane is measured by sampling a set S of
points on the surface of O (e.g. using coordinate measurement machines) and computing the width of the
thinnest shell containing S [Fos82]. Motivated by this and other applications, the problem of computing
A∗(S) in the plane has been studied extensively [AAS97, AS96, AST94, AGSS89, EFNN89, EGS86,
LL91, MSY97, PS85, Riv79, RLW91, RZ92, SY95, SJ95, YC97]. Ebara et al. [EFNN89] observed that
in the planar case the center of A∗(S) is a vertex of the overlay of the nearest- and the farthest-neighbor
Voronoi diagrams of S. The observation was later refined and extended in [GLRS98, SJ95]. These obser-
vations immediately lead to an O(n2)-time algorithm for computing A∗(S) in the plane. Subquadratic

c

r(c)

R(c)

Figure 5.1: The Annulus A∗(S).
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algorithms were later developed in [AAS97, AS96, AST94]. The asymptotically fastest known random-
ized algorithm, by Agarwal and Sharir [AS96], computes A∗(S) in expected time O(n3/2+ε). Since the
subquadratic algorithms are rather complicated, simpler and faster algorithms have been developed
for various special cases [BBB+98, DGR97, LL91, SLW95]. Mehlhorn et al. [MSY97] and Kumar and
Sivakumar [KS99] have studied this problem under the probing model in which the set S of sample
points is chosen adaptively; see the original papers for details.

Very little is known about computing A∗(S) efficiently in higher dimensions. Extending the observa-
tion by Ebara et al. [EFNN89] to IR3, it can be shown that the center of A∗(S) is the intersection point
of an edge of the nearest-neighbor Voronoi diagram of S with a face of the farthest-neighbor Voronoi di-
agram of S, or vice versa. Using this observation, A∗(S) can be computed in O(n3 log n) time [DGR97].
This idea can also be extended to higher dimensions.

Given a parameter ε > 0, we present a simple O
(

n
εd
log
(

∆
ω∗(S)ε

))
-time algorithm for computing a

shell or annulus that contains S and whose width is at most (1 + ε)ω∗, where ω∗ is the width of A∗(S)
(see Section 5.3). If the middle radius (i.e., average of the inner and outer radii) of A∗(S) is at most
U ·diam(S), then the running time of the algorithm is O(n/εd logU). In most of the practical situations,
U is a constant. For example, in the planar case, if the input points span an angle of at least θ with
respect to the center of A∗(S), U = O(1/θ). We observe that, in the plane, the minimum-area annulus
containing S approximates A∗(S) well and that the former can be computed in linear time using linear
programming. We extend this observation to higher dimensions.

For the planar case, given a parameter ε > 0, we can compute an annulus that contains S whose
width is at most (1 + ε)ω∗, where ω∗ is the width of A∗(S) (Section 5.3.1). The algorithm runs in
O(n log n+ n/ε2) time.

Underlining our new approximation algorithm, is the observation that middle radius rmid(p) of the
minimum-width shell or annulus that is centered at a point p regarded as a function of the center, is a
distance function. The notion of a distance function was introduced in Section 4.2, in connection with
shortest-path maps. It is interesting that this notion also arises naturally for this completely different
problem.

5.2 Geometric Preliminaries

Let S be a set of n points in IRd. For a point p ∈ IRd, let r(p) (resp. R(p)) denote the distance between
p and its nearest (resp. farthest) neighbor in S. A(p, r(p), R(p)) is the shell of smallest width that is
centered at p and contains S, which we denote by A(p). (In what follows, unless we consider the problem
specifically in the plane, we will use the term “shell” to refer to a spherical shell in dimension higher
than two and to an annulus in two dimensions.) Set ω(p) = R(p)− r(p) and rmid(p) = (R(p) + r(p))/2.
We put ω∗ = ω∗(S) = infp∈IRd ω(p) and denote by A∗ = A∗(S) a shell of width ω∗ containing S. Note
that the ω∗ may not be attained by any shell with a finite center, in which case A∗(S) is a slab enclosed
between two parallel hyperplanes, and ω∗(S) is then the standard width of S. See Figure 5.2 for an
illustration of this case. The following lemma states two simple but useful properties of rmid(p); the
second property states that rmid(·) is a distance function, in the sense defined in Section 4.2.

Lemma 5.2.1 Let S be a set of points in IRd. For any p, q ∈ IRd, we have the following:

(i) rmid(p) ≥ R(p)/2 ≥ diam(S)/4.

(ii) |rmid(p)− rmid(q)| ≤ d(p, q) ≤ rmid(p) + rmid(q).
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Figure 5.2: The minimum-width annulus is realized by a center at infinity

Proof: (i) is trivial to prove. To show (ii), use the inequalities r(p) ≤ d(p, q)+r(q), R(p) ≤ d(p, q)+R(q),
d(p, q) ≤ r(p) +R(q), whose proofs are straightforward.

Let VorN(S) (resp. VorF (S)) denote the nearest-neighbor (resp. farthest-neighbor)
Voronoi diagram of S. For d = 2, let VorN(S, `) denote the nearest-neighbor Voronoi diagram of S
restricted to a line `. That is, VorN(S, `) is the partition of ` into maximal intervals so that for each
interval I the same point of S is closest to all points in I. The vertices of VorN(S, `) are the intersection
points of ` with the edges of VorN(S). We can obviously compute VorN(S, `) in O(n log n) time by first
computing the entire VorN(S) and then intersecting ` with the diagram. However, VorN(S, `) can be
computed directly, in O(n log n) time, using a considerably simpler algorithm; see e.g. [MMP87]. We
define VorF (S, `) analogously; it can also be computed directly in O(n log n) time.

5.3 A (1 + ε)-Approximation Algorithm in Any Dimension

Let S be a set of n points in IRd. Set ∆ = diam(S). We will first describe an approximation algorithm for
computing the thinnest shellA(p) containing S with the constraint that rmid(p) = (r(p)+R(p))/2 ≤ U ·∆
for some given parameter U ∈ IR. Let A∗(S, U) denote this constrained minimum-width shell, and
let ω∗(S, U) denote the width of A∗(S, U). Computing A∗(S, U) can be formulated as the following
optimization problem in the variables (x1, x2, . . . , xd, r, R): Find

min R− r

r ≤

(
d∑

i=1

(xi − pi)2
)1/2

≤ R ∀p = (p1, . . . , pd) ∈ S

r +R ≤ 2U∆.

Let C be a d-dimensional hyper-rectangle of the form
∏d

i=1[αi, βi]. We define another constrained
shell E(S,C) (which becomes, when d = 2, the minimum-area annulus containing S with center con-
strained to lie in C), in the same variables, as follows:

minR2 − r2

r ≤

(
d∑

i=1

(xi − pi)2
)1/2

≤ R ∀p = (p1, . . . , pd) ∈ S

αi ≤ xi ≤ βi 1 ≤ i ≤ d.

If we substitute Σ for R2−
∑d

i=1 x
2
i and σ for r2−

∑d
i=1 x

2
i , then Σ−σ = R2− r2, and we can restate
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the optimization problem defining E(S,C) as:

min Σ− σ

σ ≤ −
d∑

i=1

2pixi +
d∑

i=1

p2i ≤ Σ ∀p = (p1, . . . , pd) ∈ S

αi ≤ xi ≤ βi 1 ≤ i ≤ d.

This is, however, an instance of linear programming with d + 2 variables, and can be solved in O(n)
time [DM97, MSW96], assuming d to be a fixed constant. Let ω̂(S,C) denote the width of E(S,C).

We now describe our approximation algorithm. Let C(p, s) be the d-dimensional axis-parallel cube
of side length s and centered at p. The approximation algorithm is depicted in Figure 5.3.

Algorithm Approx Shell( S, U , ε )
Input: S - a set of points in IRd,

U - a constant
ε - approximation factor

Output: An annulus of width at most (1 + ε)ω∗(S, U)
begin

A0 ← E(S, IRd)
if ω̂(S, IRd) = 0 then

return A0.
Pick a point o ∈ S
Set C = C(o, (2U + 2)∆).
Partition C into a collection C = {C1, . . . , Ck} of axis-parallel cubes

so that, for all points p, q inside the same cube Ci,
rmid(p) ≤ (1 + ε)rmid(q). (An efficient method of doing this is given below.)

for each Ci ∈ C do

Ai = E(S,Ci).
end for

return thinnest shell among A1, . . . , Ak.
end Approx Shell

Figure 5.3: Algorithm for computing ε-approximation of ω∗(S, U).

Lemma 5.3.1 Approx Shell(S, U , ε) returns a shell whose width is at most (1 + ε)ω∗(S, U).

Proof: If ω̂(S, IRd) = 0, then the lemma is obvious. Otherwise, let p be the center of A∗(S, U). Since
rmid(o) ≤ R(o) ≤ ∆ and rmid(p) ≤ U∆, we have, by Lemma 5.2.1(ii), that p ∈ C. Let Ci be the cube
containing p. Let q ∈ Ci be the center of E(S,Ci). Then

R2(q)− r2(q) ≤ R2(p)− r2(p), or

rmid(q)ω(q) ≤ rmid(p)ω(p).

Equivalently,

ω(q) ≤ rmid(p)

rmid(q)
ω(p) ≤ (1 + ε)ω∗(S, U).
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We now describe how to partition C into the collection C. A similar construction is described in
Section 4.2.

Lemma 5.3.2 Let U, ε be two positive numbers. Then C = C(o, (2U + 2)∆) can be partitioned into a
set C of O((1/ε)d logU) cubes so that in each cube C of the partition, rmid(p) ≤ (1 + ε)rmid(q) for all
p, q ∈ C. This tiling can be computed in O(n+ (1/ε)d logU) time.

Figure 5.4: Tiling of C.

Proof: Let ∆′ be a real number such that ∆/2 ≤ ∆′ ≤ ∆. (See [EK89] for a simple O(n) algorithm
for approximating the diameter to within a factor of

√
3 in any dimension. Alternatively, fix any p ∈ S

and take ∆′ = R(p) ≥ ∆/2, by Lemma 5.2.1(i). See also Lemma 2.5.2 and Lemma 2.5.3)
Set m = dlog2(U + 1)e. For i = 1, . . . ,m, we define

B0 = C(o, 4∆′), Bi = C(o, 2i+2∆′) \ C(o, 2i+1∆′).

We can tile B0 by O(1/εd) axis-parallel cubes having side length r0 = ∆′ε/(4
√
d). Let C be a cube

in this tilling. For p, q ∈ C, we have, by Lemma 5.2.1,

rmid(p) ≤ rmid(q) + d(p, q) ≤ rmid(q) + ε∆′/4

≤ (1 + ε)rmid(q),

since rmid(q) ≥ ∆/4 ≥ ∆′/4.
Let ri = 2i∆′ε/

√
d, for i = 1, . . . ,m. Bi can be tiled by

O

((
2i+2∆′

ri

)d
)

= O

((
2i+2∆′

2i∆′ε/
√
d

)d
)

= O

(
1

εd

)
axis-parallel cubes with side length ri, for i = 1, . . . ,m.

Let C be a cube in this tiling of Bi, and let p, q be two points in C. Using Lemma 5.2.1 and the fact
that rmid(o) ≤ ∆ ≤ 2∆′, we have

rmid(q) ≥ d(q, o)− rmid(o) ≥ 2i+1∆′ − 2∆′ ≥ 2i∆′.

We also have

rmid(p) ≤ rmid(q) + d(q, p) ≤ rmid(q) +
√
dri

= rmid(q) + 2i∆′ε ≤ rmid(q)(1 + ε).

See Figure 5.4 for an illustration of the resulting tiling. This completes the proof of the lemma, since
Bm contains C and the total number of cubes is O((1/εd) logU). (The bound on the running time of
this construction is trivial.)
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Theorem 5.3.3 Let S be a set of n points in IRd, ε > 0, and U > 0. One can compute, either in
O((n/εd) logU) or in O

((
n log n
εd−2 + n

εd−1

)
logU

)
time, a shell A ⊃ S whose width is at most (1+ε)ω∗(S, U).

Proof: The first bound is a consequence of the preceding discussion. The second bound follows by
observing that the execution of the algorithm of Approx Shell can be interpreted as follows: We
compute a sequence of cubes C1, . . . , Cm, where m = O(logU). Each such cube (more precisely, the
portion of each such cube that lies outside the preceding ones) is decomposed into O(1/εd) subcubes
using an appropriate uniform grid. For each subcube C, we obtain E(S,C) as a solution of an appropriate
linear programming problem.

Let Ci be such a cube, and let V = {C1, . . . , Cµ} be the resulting decomposition of (the appropriate
portion of) Ci into subcubes. The linear programming instances on each Cj are almost identical except
for the 2d inequalities restricting the solution to lie inside Cj. This implies that, with the possible
exception of one subcube, the solutions to all those linear programming instances must lie on the
boundaries of the respective cubes Ci, . . . , Cµ. Moreover, the solution of the at most one instance of the
linear programming that does lie inside its cube, can be computed directly, by solving a single linear-
programming instance, without restricting the location of the solution to any subcube (i.e. by dropping
the inequalities αi ≤ xi ≤ βi).

In particular, we conclude that we can reduce the d-dimensional problem to a collection of (d− 1)-
dimensional problems, as follows:

• Solve the unrestricted version of the linear programming (i.e., compute the global “minimum area”
shell).

• For each axis-parallel (d − 1)-dimensional hyperplane H of the grid defining the decomposition
V , find recursively a (1 + ε)-approximate shell containing S whose center is constrained to lie on
H ∩ Ci. There are O(d/ε) such hyperplanes.

• Return the shell of minimum width among all those generated by the algorithm.

The recursion bottoms out at d = 2, where we proceed as follows. Let H be our two-dimensional
plane. We can compute in O(n log n) time the maps induced on H by the d-dimensional nearest- and
furthest-neighbor Voronoi diagrams of S (those maps are called power diagrams [Aur91], they have linear
complexity, and they can be computed in O(n log n) time). Our target is to approximate the minimum
difference between the distances to the farthest and nearest neighbors of points on H (this is the width
of the minimum-width shell whose center is restricted to lie on H). We note that we can compute this
minimum along a line ` in O(n) time, by performing a walk through the overlay of those two diagrams
along `. We do this along each line of the grid, and also solve the global linear-programming instance
where the center of the shell is restricted to lie on H. Thus, we can solve a two-dimensional instance in
O(n log n+ n/ε) time.

Overall, the running time of the recursive algorithm for the subcubes of Ci is
O((n/εd−2) log n + n/εd−1) time. Thus, solving all the linear programming instances for C1, . . . , Cm
requires

O

((
n log n

εd−2
+

n

εd−1

)
logU

)
time.

Even though Theorem 5.3.3 is not satisfying from a strict theoretical point of view, for all practical
purposes the assumptions in the theorem are reasonable. For example, in the plane, if the points in S
span an angle of at least θ ∈ [0, π/2] with respect to the center c of A∗(S), then rmid(c) = O(∆/θ). In
this case we can compute an annulus of width at most (1 + ε)ω∗(S) containing S in time O( n

ε2
log 1

θ
).
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Remark 5.3.4 For d = 2 the algorithm of Theorem 5.3.3 can be further simplified and improved,
by noting that in this case the power diagrams are (regular) nearest- and furthest-neighbor Voronoi
diagrams, and that they need to be computed only once. The running time of the resulting algorithm
is thus O

(
n log n+ n

ε
logU

)
.

Remark 5.3.5 If n� exp(1/ε2) then the first bound of Theorem 5.3.3 is better than the second bound.
Such values of n are realistic only when ε is very coarse. This remark should be taken into account also
for the following algorithms.

We next modify the algorithm Approx Shell so that it produces in all cases a shell containing S
of width ≤ (1 + ε)ω∗(S).

Lemma 5.3.6 For U > 6 we have

ω∗(S, U) ≤ ω∗(S) +
8 · diam(S)

U
.

�
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�
�
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Figure 5.5: Construction for the proof of Lemma 5.3.6.

Proof: Let A∗ be a minimum-width shell containing S, with center p and width ω∗ = ω∗(S). Put
∆ = diam(S). If ω∗(S, U) 6= ω∗(S) then rmid(p) > U∆, so assume this is the case.

Let V be a circular cone centered at p, containing S, and having the smallest opening angle. Let
V = V ∩ A∗. Since rmid(p) > 6∆, V spans less than a halfspace. Let ν be the ray which is the axis
of symmetry of V . Refer to Figure 5.5. Let b and c be the points where ν meets the inner and outer
spheres of A∗, respectively. Let u be a point on the segment pb at distance r = U∆/2 from b. LetW be
the smallest cone centered at u, with axis of symmetry along ν and containing V . Consider the portion
of W lying on the same side as p and u of the hyperplane through c and orthogonal to ν, and let R
denote the maximum distance from u to a point in this portion. The shell A′ centered at u with radii r
and R, encloses V and thus also covers S. We now estimate ω(u) by upper bounding the width of A′.

Let q be the point on V at distance R from u, as pictured. We have ω(u) ≤ ω∗ + d(c, q). However,
d(u, a) =

√
r2 − l2 and

d(a, b) = r −
√
r2 − l2 = l2

r +
√
r2 − l2

≤ l2

r
.
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By similarity, we have d(c, q) = d(a, b)
r + ω∗

d(u, a)
.

Note that ω∗ < ∆ < r and that l ≤ ∆ = 2r/U ≤ r/3. To see the latter inequality, project S,
centrally towards u, on the sphere σ of radius r about u. The image Ŝ of S falls inside the cap σ ∩W ,
which is a smallest cap on σ enclosing Ŝ. Since the projection does not increase the distances between
points, the diameter of Ŝ is at most ∆, which is easily seen to imply that l ≤ ∆. This implies that

d(u, a) =
√
r2 − l2 ≥ r

√
1− 1

9
≥ r/2. Hence, we have

d(c, q) ≤ l2

r
· 2r
r/2

=
4l2

r
.

Putting things together,

d(b, q) ≤ ω∗ + d(c, q) ≤ ω∗ +
4l2

r
≤ ω∗ +

4∆2

r

≤ ω∗ +
4∆2

U∆/2
= ω∗ +

8∆

U
.

Note that

rmid(u) ≤ r + d(b, q)− ω∗

2
≤ r +

ω∗

2
+

8∆

U
<

3r

2
+

8∆

U

= ∆

(
3U

4
+

8

U

)
< U ·∆.

Hence ω∗(S, U) ≤ w(u) ≤ ω∗ + 8∆
U
, as asserted.

Corollary 5.3.7 Let ε > 0, U > 6 be two positive constants. One can compute, in O
((
(n/εd−2) log n+ n/εd−1

)
logU

)
or O(n/εd logU) time, a shell of width at most (1+ε/4)[ω∗(S)+ 8∆

U
] that contains S, where ∆ = diam(S).

Finally, we describe the general approximation algorithm. Let Approx Diam(S) be the procedure
that computes in linear time a

√
3-approximation ∆0 of ∆(S) = diam(S) [EK89]. The algorithm

Approx Shell 2 is depicted in Figure 5.6.

Theorem 5.3.8 Given a set S of n points in IRd and a parameter 0 < ε < 1, Approx Shell 2
computes a shell of width at most (1 + ε)ω∗(S). With an appropriate optimization of the calls to

Approx Shell, the running time is O
(

n
εd
log( ∆

ω∗(S)ε
)
)
or O

((
n log n
εd−2 + n

εd−1

)
log( ∆

ω∗(S)ε
)
)
.

Proof: Suppose the while loop is executed m times. Let ωi, Ui be the values of ω and U computed in
the i-th iteration of the loop. Then, putting ω∗ = ω∗(S),

ωm ≤ (1 + ε/8)ω∗ + (1 + ε/8)
8∆

Um

≤ (1 + ε/8)ω∗ + (1 + ε/8)
8∆

50
√
3∆0/(ωm−1ε)

≤ (1 + ε/8)ω∗ + (1 + ε/8)
4εωm−1

25

≤ (1 + ε/8)ω∗ +
9εωm

25
,
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Algorithm Approx Shell 2(S, ε)
Input: S - a set of points in IRd,

ε - approximation factor
Output: An annulus containing S of width at most (1 + ε)ω∗(S)

begin

ω = ∆0 ← Approx Diam( S )
ωold =∞
while ω < ωold/2 do

U =
50
√
3∆0

ε
· 1
ω

A ← Approx Shell(S, U , ε/8)
ωold ← ω
ω ← ω(A)

end while

return A
end Approx Shell 2

Figure 5.6: Algorithm for computing ε-approximation of ω∗(S)

by Lemma 5.3.6, and since wm ≥ wm−1/2. Thus,

ωm ≤
1 + ε/8

1− 9ε/25
ω∗ ≤ (1 + ε)ω∗.

Note that for all i < m we have ωi <
∆0

√
3

2i
. Hence, ω∗ ≤ ωm−1 ≤ ∆0

√
3

2m−1 , implying that m = O(log ∆
ω∗ )

and Um = O(∆/(ω∗ε)).
Note that the i-th call to Approx Shell (executed, say, by the first algorithm of Theorem 5.3.3)

constructs a tiling of Ci = C(o, (2Ui + 2)∆), and computes E(S,C) for each cube C in this tiling. By
modifying the algorithm so that it computes E(S,C) only for the new cubes C in the tiling (that is,
ignoring cubes that are covered by cubes produced in earlier iterations), it follows that the running time

of the i-th iteration can be improved to O
(

n
εd

(
1 + log Ui

Ui−1

))
, for i = 2, . . . ,m. Overall, the running

time of the algorithm is thus

O

(
n

εd
logU1 +

m∑
i=2

n

εd

(
1 + log

Ui

Ui−1

))

= O
( n
εd

(m+ logUm)
)
= O

(
n

εd
log

∆

ω∗ε

)
.

The other time bound follows if we execute Approx Shell using the second algorithm of Theo-
rem 5.3.3.

Remark 5.3.9 Note that the exponential search performed by Approx Shell 2, for the “true” width
is not necessary in the planar case: Simply put U = 8∆

εω
, where ω is the 2-approximate width provided

by [AAHS00], and apply Corollary 5.3.7. Somewhat surprisingly, this does not improve the running
time of Approx Shell 2.
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Figure 5.7: Proof of correctness of Approx Shell Planar

Nevertheless, one can ε-approximate the minimum-width annulus in the planar case, in strongly
polynomial time O(n log n + n/ε2) (which does not depend on ∆ and ω∗), by combining the algorithm
of [AAHS00] with Approx Shell 2. This is done in the following subsection.

5.3.1 A Strongly Polynomial ε-Approximation Algorithm for the Minimum-
Width Annulus in the Plane

In this subsection, we present a strongly polynomial ε-approximation algorithm for the planar minimum-
width annulus problem. The algorithm exploits the approximation techniques developed in the previous
subsection, and uses also a simple O(n log n) algorithm for approximating the minimum-width annulus
by a factor of 2. Roughly speaking the algorithms computes a diameter pq of S and finds the minimum-
width annulus whose center is constrained to lie on the perpendicular bisector of pq. This algorithm is
presented and analyzed in [AAHS00].1

Algorithm Planar Approx Shell

1. Run the O(n log n)-time factor 2-approximation algorithm of [AAHS00]. Let A′ be the resulting
annulus. If the width w′ of A′ is 0 then return A′.

2. Compute the nearest- and farthest-neighbor Voronoi diagrams VorF (S),VorN(S), in O(n log n)
time.

3. Compute, in O(n log n + (n/ε) logU) time, an annulus A′′ of width ≤ (1 + ε)w∗(S, U), using the
algorithm of Remark 5.3.4, with U = 10000/ε. (Either A′′ is the required ε-approximation, or
rmid(A∗(S)) > U∆(S).)

4. Compute, in O(n log n) time, a pair of points p, q ∈ S that realize the diameter of S. We assume
without loss of generality that p = (−1, 0), q = (1, 0). Let δ = εw′/20, Let Pp = P (p, δ, ε),
Pq = P (q, δ, ε), where

P (z, δ, ε) =
{
z + (0, δ)i

∣∣∣ i = −d20/εe, . . . , d20/εe} .
See Figure 5.7.

1Even though I am a coauthor of this paper, I omitted this algorithm from the thesis, since I did not contribute to this
specific algorithm.
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5. For each pair u ∈ Pp, v ∈ Pq compute the minimum-width annulus whose center lies on the
perpendicular bisector of uv. Using the precomputed VorF (S) and VorN(S), this takes O(n) time
per pair, as in the algorithm of Theorem 5.3.3.

6. Output the minimum width annulus among those computed.

Theorem 5.3.10 The width of the annulus output by Planar Approx Shell is at most (1+ε)ω∗(S),
and the running time of the algorithm is O(n log n+ n/ε2).

Proof: If rmid(A∗(S)) ≤ U∆(S), the correctness is a consequence of the previous algorithm, so assume
that rmid(A∗(S)) > U∆(S). Let C∗ be the middle circle of A∗(S), and let c∗, r∗ denote the center and
the radius of C∗, respectively. Let Ip and Iq denote the segments spanned by the points of Pp and of
Pq, respectively.

It is clear that C∗ crosses both Ip and Iq, at two respective points u, v. Let u1 (resp. v1) denote the
point of Pp (resp. of Pq) that lies immediately below u (resp. v). We first translate C∗ downwards, till
it first hits either u1 or v1. Suppose, without loss of generality, that it first hits v1. Let C denote the
translated circle. Clearly, the center c of C lies vertically below c∗ at distance less than δ. In particular,
for any s ∈ S we have |d(c, s)−d(c∗, s)| ≤ d(c, c∗) < δ. Put D(C, S) = maxs∈S d(C, s) and ω = 2D(C, S),
and observe that

ω < 2(D(C∗, S) + δ) = ω∗ + 2δ ≤ (1 + ε/5)ω∗.

Next, shrink C by moving its center from c towards v1 and by keeping v1 on the circle, until it also
passes through u1. Let C

′ denote the new circle and let c′ denote its center. See Figure 5.7.
The distance from c to points on C ′ decreases monotonically as we traverse C ′ from v1 counterclock-

wise till we reach the point on C ′ antipodal to v1. Let s be any point of S. The ray ρ from c towards
s crosses C at a point w and C ′ at a point w′. We have d(w′, s) ≤ d(w, s) + d(w,w′) ≤ ω/2 + d(w,w′).
It easily follows from the preceding discussion that d(w,w′) attains its maximum when w′ is near u1,
and this maximum is smaller than 2δ (the later statement is easy to verify, using the fact that the line
through w and w′ is almost vertical). This implies that

ω(c′) ≤ 2D(C ′, S) ≤ ω + 2δ ≤ (1 + 2ε/5)ω∗ ≤ (1 + ε)ω∗.

Since c′ lies on the perpendicular bisector of u1v1, it follows that the width of the annulus output by
the algorithm is at most ω(c′) < (1 + ε)ω∗, as asserted. The bound on the running time is obvious: We
have O(1/ε2) bisectors to process, and the processing of each of them takes O(n) time, as noted in the
algorithm.
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Chapter 6

Computing Approximate Minimum
Volume Bounding Boxes

6.1 Introduction

In this chapter we give efficient algorithms for solving the following problem:

Given a set S of n points in IR3 and a parameter 0 < ε ≤ 1, find a box that encloses S whose
volume is at most (1 + ε) times the minimum volume of a bounding box of S.

We are not aware of any previously-published algorithm that solves this problem.
Three-dimensional boxes that enclose sets of points are used for maintaining hierarchical partitioning

of such sets. These data structures have important applications, e.g., in computer graphics (for fast
rendering of a scene or for collision detection), and in statistics (for storing and performing range-search
queries on a large database of samples). From a top-down viewpoint, the problem in such applications
is divided into two (admittedly, related) problems (a) of finding a good splitting of a given set of points
into two (or more) subsets, e.g., in a way that roughly minimizes the maximum diameter of the subsets,
and (b) of computing a nearly-optimal box (or another generic shape) that encloses each subset. Such
a construction continues recursively and yields a hierarchical decomposition of the point set. In this
chapter we concentrate on the second problem.

Numerous heuristics have been proposed for computing a box that encloses a given set of points. The
simplest heuristic is naturally that of computing the axis-aligned bounding box (AABB) of the point
set. Two-dimensional variants of this heuristic yield hierarchical decompositions that include the well-
known R-tree, the packed R-tree [RL85], the R+-tree [SRF87], the R∗-tree [BKSS90], etc. In [HKM95],
the authors use a minimum-volume AABB aligned in a fixed number of directions for speeding up
collision detection. Gottschalk et al. [GLM96] implement in their RAPID system the OBB-tree (a tree
of arbitrarily-oriented bounding boxes), where each box which encloses a set of polygons is aligned with
the principal components of the distribution of polygon vertices. A similar idea is used by [BCG+96]
for their BOXTREE technique. The latter work suggests a few variants, in which the computed box is
aligned with only one principal component of the point distribution (e.g., the one that corresponds to
the smallest or largest eigenvalue of the covariance matrix of the point coordinates), and the other two
directions are determined by another method (e.g., by computing the exact minimum-area bounding
rectangle of the projection of the points into a plane orthogonal to the first chosen direction - see also
below). Other generic shapes, such as a sphere [Hub95], a cone [Sam89], or a prism [FP87, BCG+96]
were also used for maintaining a hierarchical data structure of point containers. Most of these heuristics
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require O(n) time and space for computing the bounding box (or another shape) but do not provide
output with any guarantee (i.e., approximation factor of the optimal container).

An algorithm of [BS97] solves a similar problem, in which the n points are to be contained in two
axis-aligned boxes, and the goal is to minimize the volume (or any other monotone measure) of the
larger box. Their algorithm requires O(n2) time.

O’Rourke presented the only algorithm (to the best of our knowledge) for computing the exact
arbitrarily-oriented minimum-volume bounding box of a set of n points in IR3. His algorithm requires
O(n3) time and O(n) space. In this chapter we present the first two (1 + ε)-approximation algorithms
for the minimum-volume bounding-box problem in IR3. Both algorithms are nearly linear in n. The
running times of these algorithms are O(n + 1/ε4.5) and O(n log n + n/ε3), respectively. The bound
on the running time of the second algorithm is usually asymptotically weaker than that of the first
algorithm, but the second algorithm is easier to implement.

This chapter is organized as follows. In Section 6.2 we give the notations and definitions used
throughout the chapter. In Section 6.3 and Section 6.4 we present the two (1 + ε)-approximation
bounding-box algorithms. In Section 6.5 we present experimental results. We end in Section 6.6 with
some concluding remarks.

6.2 Notations and Definitions

We first present the notation used in this chapter.
We denote the origin of the coordinate frame by o and the unit cube by C = [0, 1]3. Throughout

the chapter we denote by Q a point set in two dimensions, and use S to denote a similar set in three
dimensions. Unless specified otherwise, the relevant set is assumed to contain n (or a comparable
number of) points. We denote by ConvexHull(Q) (resp., ConvexHull(S)) the 2-dimensional (resp.,
3-dimensional) convex hull of Q (resp., S). The symbol P is used for denoting a convex polyhedron in
3-space.

The symbols R and B are used for rectangles and boxes, respectively. The notation B(S) is used for
any bounding box of a point set S. We also use the notation B = (b1, b2, b3), where b1, b2, b3 are three
orthogonal vectors in IR3 having the directions and sizes of the edges of B. The operators Area(R) and
Vol(B) denote the area of R and the volume of B, respectively.

We denote by Ropt(Q) the minimum-area bounding rectangle of Q and by Bopt(S) the minimum-
volume bounding box of S.1 Let V be a set of orthogonal vectors in IR3.

We denote by Bopt(S, V ) the minimum-volume bounding box of S whose set of directions contains
V . We denote by B∗(S) a bounding box of S whose volume is within a constant factor of the minimum
volume of a bounding box of S (for some predefined positive constant). (Such a box is computed in
Lemma 6.3.1 and Lemma 6.3.3—see Section 6.3.)

Finally, given a box B = (b1, b2, b3) in IR3, the grid of points spanned by B is

Grid(B) =
{
i1b1 + i2b2 + i3b3

∣∣∣ i1, i2, i3 ∈ ZZ
}
.

Let G = Grid(B). Denote by

BG
(i,j,k) =

x1b1 + x2b2 + x3b3

∣∣∣∣∣∣
i ≤ x1 ≤ i+ 1,
j ≤ x2 ≤ j + 1,
k ≤ x3 ≤ k + 1,

i, j, k ∈ ZZ


1Since we are interested in the area (or volume) of the object, we may pick an arbitrary minimum bounding rectangle

(or box) if several exist.
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Figure 6.1: The convex hull of the projection of S contains a large quadrangle

the (i, j, k)-th cell of G. For a prescribed constant d > 0, let

G(B, d) =
{
i1b1 + i2b2 + i3b3

∣∣∣ i1, i2, i3 ∈ ZZ, |i1|, |i2|, |i3| ≤ d
}

be the set of points of G whose L∞-distance (along the directions b1, b2, b3) from o is at most d.

6.3 An Efficient Approximation Algorithm

In this section we present our main approximation algorithm for the problem of computing a minimum-
volume bounding box of a set of points in three dimensions.

Let Q be a set of n points in IR2. Computing Ropt(Q) can be done in O(n log n) time [Tou83].
(Hence, given a set S of n points and a direction v in IR3, one can compute Bopt(S, {v}) in O(n log n)
time.) The bottleneck of the cited algorithm is the computation of ConvexHull(Q); when the latter is
given in advance, Ropt(Q) can be computed in optimal Θ(n) time.

Lemma 6.3.1 Given a set S of n points in IR3, one can compute in O(n) time a bounding box B∗(S)
with Vol(Bopt(S)) ≤ Vol(B∗(S)) ≤ 7Vol(Bopt(S)).

Proof: By using the algorithm of Lemma 2.5.3 we compute in O(n) time two points s, t ∈ S which form
a (14/15)-approximation of the diameter of S. Let H be a plane perpendicular to st, and let Q be the
orthogonal projection of S into H.

Now, by using the algorithm of Lemma 2.5.3 again, we compute in O(n) time two points s′, t′ ∈ Q
(see Figure 6.1) for which 14/15|s′t′| ≥ diam(Q). Let µ be the direction perpendicular to st and s′t′.
We claim that the box B∗ = Bopt(S, {st, s′t′, µ}) is a 7-approximation of Bopt(S).

Indeed, let R be the minimum-area bounding rectangle of Q in the directions s′t′ and µ, let ω be the
length of the edge of R in the direction µ, and let u, v be the two points of Q lying on the two edges of
R parallel to s′t′. Clearly,

Area(R) ≤ ω · diam(Q) ≤ 15

14
ω|s′t′|.

On the other hand, the quadrilateral F = s′ut′v is contained in ConvexHull(Q), and its area is |s′t′|ω/2.
Set S = ConvexHull(S). Let sH be the orthogonal projection of s into H, and let T1, . . . , Tm be a

triangulation of ConvexHull(Q) (within H) in which all the triangles share the vertex sH .
We next show that Vol(S) ≥ Area(ConvexHull(Q))|st|/3. For each i = 1, . . . ,m the outer edge

p′iq
′
i of Ti is a projection of a pair of points pi, qi ∈ S into H. Thus, each triangle Ti corresponds to
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a tetrahedron Ti = ConvexHull ({pi, qi, s, t}). These tetrahedra are pairwise disjoint in their interiors,
and

Vol(Ti) = Vol(ConvexHull({pi, qi, s, t})) =
Area(Ti)|st|

3
,

where we use the fact that the volume of a tetrahedron does not change when we translate one of its
vertices u in a direction parallel to an edge (of the tetrahedron) that is not incident with u (or, in more
generality, parallel to the opposite face of u). We thus have

|s′t′||st|ω
6

=
Area(F )|st|

3
≤ Area(ConvexHull(Q))|st|

3

=
(
∑m

i=1 Area(Ti))|st|
3

=
m∑
i=1

Vol(Ti) ≤ Vol(S).

On the other hand,

Vol(S) ≤ Vol(B∗) = Area(R) · height(B∗) ≤ Area(R)diam(S)

≤ 15

14
ω|s′t′|15

14
|st|.

Since S ⊆ B∗, we have

Vol(S) ≤ Vol(Bopt(S)) ≤ Vol(B∗) ≤ 6 · 225
196

Vol(S) ≤ 7Vol(Bopt(S)),

as required.
The algorithm of Lemma 6.3.1 can be extended to a d-dimensional space by choosing the direction

of the diameter v of the point set S as one direction of the bounding box, projecting the points to
a hyperplane H perpendicular to v, solving recursively the (d − 1)-dimensional problem in H, and
outputting the Cartesian product of the (d−1)-dimensional solution and v. The volume of the computed
box is at most d! times the volume of the optimal (minimum-volume) bounding box of S. Moreover,
the side lengths of the bounding box are found in decreasing order. [FL95] use a similar method for
visualizing a set of points in a high-dimensional space. They compute in a similar manner the first two
(or three) directions, project the points into the subspace spanned by these directions, and display the
projected points in this subspace.

We next show that a convex polyhedron with sufficiently large volume contained in the unit cube C
must contain an axis-parallel cube of sufficiently large size.

Lemma 6.3.2 Let P be a convex polyhedron such that P ⊆ C and Vol(P ) ≥ 1/7. Then there exists a
translation v ∈ IR3 for which 1

50
C + v ⊆ P .

Proof: It is easy to verify that the area of the intersection of C with any plane is at most 3π/4. (Indeed,
the intersection area is maximized when the plane passes through the center of C, and such a cross-section
is contained in a disk of radius

√
3/2.) Hence, the width ω(P ) of P satisfies

ω(P ) ≥ Vol(P )/

(
3π

4

)
≥ 4

21π
,

where ω(P ) is the minimum distance between two parallel planes supporting P . Let r(P ) be the radius
of the largest ball K inscribed in P . It is known [GK92] that r(P ) ≥ ω(P )/(2

√
3). This implies r(P ) ≥



6.3 An Efficient Approximation Algorithm 63

2/(21
√
3π). Finally, K inscribes an axis-parallel cube C ′ whose side is of length (2/

√
3)r(P ) ≥ 1/50,

and C ′ ⊆ K ⊆ P , as asserted.
Let A and B be two sets in IR3. Recall that the Minkowski sum of A and B is the set A ⊕ B ={

a+ b
∣∣∣ a ∈ A, b ∈ B}. Given a constant c > 0 and a box B ∈ IR3, it is easily verified that B ⊕ (c · B)

is also a box whose volume is (1 + c)3Vol(B).
The idea of our main algorithm is to approximate ConvexHull(S) by a low-complexity convex

polyhedron P ⊇ ConvexHull(S), after which we compute (exactly) Bopt(P ). The polyhedron P is
chosen such that Bopt(P ) is a (1 + ε)-approximation of Bopt(S).

First we need a combined version of Lemma 6.3.1 and Lemma 6.3.2:

Lemma 6.3.3 Let S be a set of n points in IR3. One can compute in O(n) time a bounding box B∗(S)
such that Vol(Bopt(S)) ≤ Vol(B∗(S)) ≤ 7Vol(Bopt(S)) and there exists a translation v ∈ IR3 for which
1
50
B∗(S) + v ⊆ ConvexHull(S).

Proof: Let B = B∗(S) be the bounding box of S computed by Lemma 6.3.1. Let T and t be a nonsingular
linear transformation and a translation, respectively, such that T (B)+ t = C. Careful observation of the
construction in Lemma 6.3.1 shows that Vol(T (ConvexHull(S))) ≥ 1

7
(we use here the fact that linear

transformations preserve volume ratios). Hence by Lemma 6.3.2 there exists a translation v′ such that

1

50
(T (B) + t) + v′ ⊆ T (ConvexHull(S)) + t.

Therefore 1
50
B + T−1(v′ − 49

50
t) ⊆ ConvexHull(S), and the claim follows.

Note that this lemma is true even if S is a planar set, in which case the minimum-area bounding
rectangle provided by Lemma 6.3.1 degenerates to a segment, and the volume of the computed bounding
box is 0. This guarantees that the approximation algorithm (described below) produces a degenerate
box (of volume 0) for a degenerate (planar) input point set.

We are now ready to present the approximation algorithm for Bopt(S).
Let B = B∗(S) be the bounding box of S computed by Lemma 6.3.3, and let Bε be a translated

copy of ε
200
B centered at o. In addition, define S⊕ = ConvexHull(S) ⊕ Bε and G = Grid(1

2
Bε). We

approximate S on G. For each point p ∈ S let G(p) be the set of eight vertices of the cell of G that
contains p, and let SG = ∪p∈SG(p). Define P = ConvexHull(SG). Clearly, ConvexHull(S) ⊆ P ⊆ S⊕.
Moreover, one can compute P in O(n + (1/ε2) log (1/ε)) time. On the other hand, P ⊆ B ⊕ Bε. The
latter body is a box which contains at most k = 400/ε + 4 grid points along each of the directions of
the edges of B, so k is also an upper bound for the number of grid points contained in any segment
contained in P and parallel to any of these directions. Andrews [And63] showed that the complexity of
P is O(k3/2) = O(1/ε3/2). We exploit this result in the analysis of the running time of the algorithm.
Finally, we compute Bopt(P ) exactly.

It remains to show that Bopt(P ) is a (1 + ε)-approximation of Bopt(S). Let Bε
opt be a translation

of ε
4
Bopt(S) that contains Bε. (The existence of Bε

opt is guaranteed by Lemma 6.3.3.) Thus, P ⊆
ConvexHull(S)⊕Bε ⊆ ConvexHull(S)⊕Bε

opt ⊆ Bopt(S)⊕Bε
opt. Since Bopt(S)⊕Bε

opt is a box, it is a
bounding box of P and therefore also of ConvexHull(S). Its volume is

Vol(Bopt(S)⊕Bε
opt) =

(
1 +

ε

4

)3
Vol(Bopt(S)) < (1 + ε)Vol(Bopt(S)),

as desired. (The last inequality is the only place where we use the assumption ε ≤ 1.)
The algorithm is depicted in Figure 6.2. Thus we obtain our main result:
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Algorithm ApproxMinVolBbx (S, ε)
Input: A set S of n points in IR3, and a parameter 0 < ε ≤ 1
Output: A (1 + ε)-approximation of Bopt(S)

begin
Compute the box B∗(S) (see Lemma 6.3.3) in O(n) time.
Compute the point set SG in O(n) time.
Compute P = ConvexHull(SG) in O(n+ (1/ε2) log (1/ε)) time.

This is done by computing the convex hull of all the extreme points of SG along
vertical lines of G. We have O(1/ε2) such points, thus computing their convex
hull takes O((1/ε2) log(1/ε)) time.

Compute Bopt(P ) by the algorithm of [O’R85]. The complexity of P is O(1/ε3/2)

[And63], so this step requires O((1/ε3/2)3) = O(1/ε4.5) time.
Return Bopt(P );

end ApproxMinVolBbx

Figure 6.2: A fast algorithm for approximating Bopt(S)

Theorem 6.3.4 Let S be a set of n points in IR3, and let 0 < ε ≤ 1 be a parameter. One can compute
in O(n+ 1/ε4.5) time a bounding box B(S) of S with Vol(B(S)) ≤ (1 + ε)Vol(Bopt(S)).

Note that the box B(S) computed by the above algorithm is most likely not minimal along its
directions. The minimum bounding box of S with axes-directions parallel to those of B(S) can be
computed in additional O(n) time.

6.4 An Alternative Practical Algorithm

Unfortunately, in spite of its low asymptotic complexity, the algorithm described in the previous section
is perhaps too difficult to implement, and the constant of proportionality in its running time bound is
large. In this section we propose an asymptotically less efficient, but easier to implement, approximation
algorithm for the minimum-volume bounding box problem.

In the algorithm described above we chose an approximation of the diameter of the set S as a
“favorable” direction v and computed B∗(S) = Bopt(S, {v}), which served for the definition of the grid
G. Then we expanded ConvexHull(S) (which was not computed explicitly) into a low-complexity grid
polyhedron P , and computed Bopt(P ) exactly. We will next show that some grid point v∗ ∈ G is
itself favorable in the sense that Bopt(S, {ov∗}) is a (1 + ε)-approximation of Bopt(S). Furthermore, the
point v∗ is close enough to the origin of G so that we can perform an exhaustive search for this point.
For this purpose we will compute ConvexHull(S) explicitly and output Bopt(S, {ov∗}) as the sought
approximation.

The approximation algorithm is depicted in Figure 6.3. In a nutshell, the algorithm computes B∗(S),
builds the corresponding grid G, and computes the box Bopt(S, {v}) for all the grid points v ∈ G close
enough to o. The overall running time of the algorithm is O(n log n + n/ε3). We next prove the
correctness of the algorithm and (implicitly) compute the constant c that it uses.

Let B∗(S) be, as before, the bounding box of S computed by Lemma 6.3.3. Define the grid G =
Grid(cεB∗(S)). The set of directions induced by BG (the bounded grid of points computed by the
algorithm) is a finite subset of the set of direction induced by G. Let m = max (d4/εe , 6). Also, let

B
1/m
opt (S) be a translation of 1

m
Bopt(S) centered at o, and let B = Bopt(S)⊕B1/m

opt (S). We assume without
loss of generality that B is axis parallel, that it has o as a vertex and lies in the positive octant, and



6.4 An Alternative Practical Algorithm 65

Algorithm GridSearchMinVolBbx (S, ε)
Input: A set S of n points in IR3, and a parameter 0 < ε ≤ 1
Output: A (1 + ε)-approximation of Bopt(S)

begin
Compute ConvexHull(S);
Compute B∗(S); /* The box generated by Lemma 6.3.3 */

Compute BG = G(B∗(S), c/ε); /* Refer to the text for the value of c */
Set min_vol :=∞ and v∗ := undefined;
for v ∈ BG do

Compute B = Bopt(S, {v});
if min_vol > Vol(B) then do

Set min_vol := Vol(B) and v∗ := v;
end if

end for
Return Bopt(S, {v∗});

end GridSearchMinVolBbx

Figure 6.3: An exhaustive grid-based search algorithm for approximating Bopt(S)

that the longest edge b1 of B is parallel to the z-axis. Set δ = 1/(10m + 20), and define a second grid
M = Grid(δB). (The latter grid plays a role only in proving the correctness of the algorithm but not
in the algorithm itself.) Lemma 6.3.3 tells us that the constant c may be chosen small enough so as to
make the interior of every cell ofM contain at least one grid point of G. (This is the only constraint on
c. One can show that c can be chosen to be an absolute constant independent of ε — see also below.)

It is fairly easy to prove the following lemma.

Lemma 6.4.1 Let R and H be a rectangle and a plane, respectively, in IR3. There exists a rectangle
R′ ⊂ H that contains the orthogonal projection of R into H, such that Area(R′) ≤ Area(R).

Our next goal is to show that there exist two G-grid points, where the minimum-volume bounding
box of S perpendicular to the direction defined by these points is a good approximation of Bopt(S).
(Note that in the grid-search algorithm the first point is actually o.)

Lemma 6.4.2 Let p and q be points of G∩BM
(0,0,5) and G∩BM

(0,0,20m+15), respectively. Then Bopt(S, {pq})
is a (1 + ε)-approximation of Bopt(S).

Proof: Refer to Figure 6.4. Denote by Hp and Hq the two planes that pass through p and q, respectively,
and are perpendicular to pq. Also denote the angle between pq and the z+-axis by α. By construction,
the direction pq is almost vertical: A simple calculation shows that tan(α) ≤

√
2/(10m). Let Hxy

p be
the xy-parallel plane that passes through p, let r ∈ Hp be an arbitrary point for which |pr| ≤ 2|pq|, and
let r′ be the orthogonal projection of r into Hxy

p .
Let α′ denote the angle between rp and r′p. Since α′ ≤ α ≤ π/2, we have

|rr′| ≤ |pr| sinα′ ≤ |pr| sinα ≤ |pr| tan(α) ≤ 2
√
2|pq|

10m
<

3|pq|
10m

≤ 3|b1|
10m

≤ 4|b1|
10m+ 20

= 4δ|b1|,

where we use the facts that 3/(10m) ≤ 4/(10m+20) if and only if m ≥ 6, which is guaranteed, and that
|pq| ≤ |b1|, which follows from the choice of p and q. This implies that Hp cannot intersect Bopt(S) since
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Figure 6.4: The construction used in Theorem 6.4.3

the vertical distance between Hp and Hxy
p (for any point r that lies inside B) is less than 4δ|b1| (four

cells ofM), whereas the vertical distance between Hxy
p and the bottom of Bopt(S) is at least 4δ|b1| (this

follows from the definition of B, and the chose of p and volume of δ). Similarly, the plane Hq cannot
intersect the box Bopt(S). The same argument shows that Hp and Hq intersect only the vertical faces
of B but do not intersect its top and bottom faces.

Let A be the orthogonal projection of Bopt(S) into Hp (along pq), and let V be the Cartesian product
of A and pq (that is, a prism with base A and height |pq|). It is easy to verify that Bopt(S) ⊆ V ⊆ B.
Obviously, the rectangle R = B∩Hxy

p contains the set V∩Hxy
p . Moreover, according to Lemma 6.4.1 the

orthogonal projection of R into Hp is contained in a rectangle R′ ∈ Hp such that Area(R′) ≤ Area(R).

Since V ∩Hxy
p ⊆ R, we also have A ⊆ R′. Let B̂ be the box with R′ as its base and with the opposite

face lying on Hq. Clearly, S ⊆ Bopt(S) ⊆ V ⊆ B̂. Finally, we have

Vol(B̂) = |pq|Area(R′) ≤ |b1|Area(R) ≤ Vol(B) ≤ (1 + ε)Vol(Bopt(S)).

Since Vol(B̂) ≥ Vol(Bopt(S, {pq})), the latter box Bopt(S, {pq}) is also a (1 + ε)-approximation of
Bopt(S).

We complete this discussion by showing that ~pq is indeed “short,” namely, that |pq|∞ (measured
by G-grid units) is small. Intuitively, this follows from the fact that the grid sizes of M and G are
comparable up to a multiplicative constant. By Lemma 6.3.2 we have that a copy of the unit box ofM
(that is, δB), scaled down by a constant factor and translated, is contained in the unit box of G (that
is, in cεB∗(S)). In particular, this implies that every grid box ofM is covered by a constant number of
grid boxes of G. In addition, the segment pq is contained in ∪20m+15

i=5 BM
(0,0,i), whose height (size along the

z-direction) is O(1/ε). Thus, the segment pq can be covered by O(1/ε) grid boxes of G. Hence, all the
coordinates of q− p (in G units) are O(1/ε), where the constant of proportionality hidden in the big-Oh
notation is c (the constant used by the algorithm). We thus establish the following theorem:
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(a.1) Points (S)

(a.2) B∗(S) (a.3) Improved B∗(S)-G(20)

(a) 4 points

(b) 48 points (c) 100 points

Figure 6.5: Bounding boxes of three spatial point sets
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Theorem 6.4.3 Let S be a set of n points in IR3, and let 0 < ε ≤ 1 be a parameter. The algorithm
GridSearchMinVolBbx computes in O(n log n+ n/ε3) time a bounding box B(S) with Vol(B(S)) ≤
(1 + ε)Vol(Bopt(S)).

The algorithm described above may be too slow to use in practice because the constant of pro-
portionality hidden in the big-Oh notation (affected by the value of c) may be too large. However, it
suggests the heuristic of computing the bounding boxes Bopt(S, {v}) induced by directions defined by
grid points of G “close” to o. Theorem 6.4.3 implies that the higher the bound on the “length” of v is,
the better the approximation is.

6.5 Experimental Results

We have implemented software that computes the exact 2-dimensional minimum-area bounding rectangle
of a planar point set (by computing its convex hull and then applying a rotating-calipers algorithm).
Based on this tool we have implemented software that computes the exact 3-dimensional minimum-
volume bounding box of a spatial point set, one of whose directions is given. We have used the latter
tool for implementing several approximation heuristics for the minimum-volume bounding box, and
report here on several of them. The entire software was implemented in C and it runs under any Unix-
like operating system. The running times reported here were measured in a Linux environment on a
200-MHz Pentium-Pro machine. The software consists of about 1,500 lines of code.

It was easy to observe that for any bounding box B(S), one can always “locally” improve (decrease)
the volume of the box by projecting it into a plane perpendicular to one of the directions of B(S),
followed by computing the minimum-area bounding rectangle of the projected set in that plane, and
by using this rectangle as the base of an improving bounding box of S. Our experimental results
revealed many examples in which this procedure converges to a local (but not a global) minimum-volume
bounding box. Nevertheless, this procedure improves (by a small amount) the solutions produced by
the approximation algorithms described in this chapter. We performed each experiment twice, without
and with this solution-improving step.

Here are three examples (out of the many examples we experimented with) of the performance of
the heuristics. Figure 6.5(a.1) shows a rotated version of the set

S = {(−1,−0.1, 0), (−1, 0.1, 0), (1, 0,−0.1), (1, 0, 0.1)} .

(The points are displayed as small triangles.) Figure 6.5(a.2) and Figure 6.5(a.3) show B∗(S) (which is
also optimal among all boxes aligned with some diagonal of ConvexHull(S)), and the improved B∗(S)-
G(20) (see below), respectively. Figure 6.5(b) shows a set S of 48 arbitrary points. The diameter of the
set is shown as a nearly-vertical line segment. The figure shows B∗(S) (the nearly-vertical box) and the
minimum-volume bounding box of S among those aligned with some hull diagonal. Figure 6.5(c) shows
the same types of boxes bounding a set of 100 points which were randomly and uniformly selected on
the unit sphere.

Table 6.1 and Table 6.2 show the volumes of several bounding boxes of the three spatial sets, and
the corresponding running times of our software. The box B∗(S) is the minimum-volume bounding box
aligned with the diameter of the set S. The “all-pairs” box is obtained by minimizing the volume of
all the boxes aligned with directions which connect some two points of S. The suffix “-G(k)” stands
for checking all the boxes aligned with directions obtained by connecting the origin o with a grid point
whose L∞ norm (relative to the grid) is at most k. The table reports results for Grid(B∗(S)) and for
the regular Cartesian grid. The column entitled “MVBB(v)” details the number of calls to the function
that computes Bopt(S, {v}).



6.5 Experimental Results 69

Calls to Time
|S| Distribution Box Volume MVBB(v) Per call Total
4 B∗(S) 0.07980 1 (unreliable) 0

All pairs 0.07980 1 (unreliable) 0
B∗(S)-G(2) 0.03995 23 (unreliable) 0

(Improved) 0.03995 3 (unreliable) 0
B∗(S)-G(5) 0.03995 339 118 µSec 0.04 Sec

(Improved) 0.03995 3 (unreliable) 0
B∗(S)-G(10) 0.03995 3107 113 µSec 0.35 Sec

(Improved) 0.03995 3 (unreliable) 0
B∗(S)-G(20) 0.03995 26019 113 µSec 2.95 Sec

(Improved) 0.03995 3 (unreliable) 0
xyz-G(2) 0.07974 23 (unreliable) 0

(Improved) 0.05267 15 (unreliable) 0
xyz-G(5) 0.05674 339 118 µSec 0.04 Sec

(Improved) 0.04202 27 (unreliable) 0.01 Sec
xyz-G(10) 0.05005 3107 119 µSec 0.37 Sec

(Improved) 0.04009 9 (unreliable) 0
xyz-G(20) 0.04082 26019 119 µSec 3.10 Sec

(Improved) 0.04082 3 (unreliable) 0
48 Arbitrary B∗(S) 168.82 1 (unreliable) 0

All pairs 83.20 1,128 674 µSec 0.76 Sec
B∗(S)-G(2) 87.11 23 (unreliable) 0.02 Sec

(Improved) 83.24 18 (unreliable) 0.01
B∗(S)-G(5) 84.13 339 678 µSec 0.23 Sec

(Improved) 83.39 12 (unreliable) 0
B∗(S)-G(10) 83.28 3,107 679 µSec 2.11 Sec

(Improved) 83.18 9 (unreliable) 0
B∗(S)-G(20) 83.28 26,019 677 µSec 17.61 Sec

(Improved) 83.18 9 (unreliable) 0.01 Sec
xyz-G(2) 83.22 23 (unreliable) 0.02 Sec

(Improved) 83.20 6 (unreliable) 0
xyz-G(5) 83.22 339 678 µSec 0.23 Sec

(Improved) 83.20 6 (unreliable) 0
xyz-G(10) 83.22 3,107 653 µSec 0.23 Sec

(Improved) 83.20 6 (unreliable) 0.01 Sec
xyz-G(20) 83.22 26,019 658 µSec 17.13 Sec

(Improved) 83.11 6 (unreliable) 0

Table 6.1: Performance of the approximation heuristics
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Calls to Time
|S| Distribution Box Volume MVBB(v) Per call Total

100 Uniform B∗ 7.333 1 (unreliable) 0
on a unit All pairs 6.422 4,950 1,596 µSec 7.99 Sec
sphere B∗(S)-G(2) 6.688 23 (unreliable) 0.04 Sec

(Improved) 6.601 15 (unreliable) 0.02
B∗(S)-G(5) 6.446 339 1,622 µSec 0.55 Sec

(Improved) 6.420 18 (unreliable) 0.03 Sec
B∗(S)-G(10) 6.427 3,107 1,641 µSec 5.10 Sec

(Improved) 6.418 9 (unreliable) 0.02 Sec
B∗(S)-G(20) 6.421 26,019 1,625 µSec 42.27 Sec

(Improved) 6.421 3 (unreliable) 0
xyz-G(2) 6.719 23 (unreliable) 0.04 Sec

(Improved) 6.526 21 (unreliable) 0.03 Sec
xyz-G(5) 6.462 339 1,622 µSec 0.55 Sec

(Improved) 6.418 12 (unreliable) 0.02 Sec
xyz-G(10) 6.440 3,107 1,629 µSec 5.06 Sec

(Improved) 6.422 12 (unreliable) 0.02 Sec
xyz-G(20) 6.426 26,019 1,638 µSec 42.63 Sec

(Improved) 6.419 9 (unreliable) 0.01 Sec

Table 6.2: Performance of the approximation heuristics for points on a sphere

Note that although the more laborious heuristics require a considerable amount of time to run,
some of the faster heuristics perform reasonably well in practice. For example, the B∗(S)-G(5) variant
combined with the improvement step produces well approximating boxes and runs fast. Moreover, this
heuristic performs considerably better than the uniform Cartesian-grid heuristic for “long and skinny”
sets of points.

6.6 Conclusions

In this chapter we have presented an efficient algorithm for approximating the minimum-volume bound-
ing box of a point set in IR3. We have also presented a simpler algorithm which we implemented and
experimented with on numerous three-dimensional point sets.

Jeff Erickson pointed out in a personal communication that it was possible to reduce the O(1/ε4.5)
term in the running time of the first algorithm to O(1/ε3) (at the cost of adding an O(n log n) term)
by using Dudley’s method ([Dud74]; see also Section 2.2). The main idea is to scale down the space
so as to transform B∗(S) to a unit cube. There one computes a (cε)-approximation (for a suitable
constant c) of ConvexHull(S) and scales up this approximating polyhedron back to the original space.
One can show, as in Section 6.3, that the minimum-volume bounding box of the scaled-up polyhedron
is a (1 + ε)-approximation of the minimum-volume bounding box of S. This version of the algorithm
requires O(n log n+ 1/ε3) time.

We conclude by mentioning one open problem:

• Can one maintain dynamically and efficiently a (1 + ε)-approximation of the minimum-volume
bounding box of a moving point set in IR3?
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Chapter 7

Introduction

Given a finite collection S of geometric surfaces, such as hyperplanes, in IRd, the arrangement A(S)
is the decomposition of IRd into connected open cells of dimensions 0, 1, . . . , d induced by S. That is,
each cell is a maximal connected region that is contained in the intersection of a fixed number of the
surfaces and avoids all other surfaces. Recently, arrangements have emerged as the underlying structure
of geometric problems in a variety of “physical world” applications such as robot motion planning and
computer vision. In addition, they arise in most of the basic problems in computational geometry. See
[SA95, Hal97] for surveys on arrangements.

For example, consider a robot moving on a floor. It has three degrees of freedom: (i) the location of
a references point on it (two parameters), and (ii) its orientation. Thus, each placement of the robot can
be encoded by three real numbers. The set of all these (encoded) placements constitutes a 3-dimensional
space, called the configuration space of the robot. The workspace of the robot usually contains obstacles
that the robot should not collide with, which means that there are placements of the robot that are not
valid, that is, not free.

In this configuration space, a continuous motion of the robot corresponds to an arc. Each possible
contact between a feature (vertex, edge or face) of an obstacle and a similar feature of the robot induces
a surface (so-called contact surface) in the configuration space, so that the arc corresponding to the
robot motion must not cross any such surface.

Thus, the arrangement A of those contact surfaces defines completely the valid placements of the
robot. Specifically, the set of valid placements is the union of some cells of A. Moreover, one can use such
an arrangement to check whether there exists a valid continuous motion from one placement to another
placement of the robot. Such a decision is equivalent to deciding whether the two configurations lie in
the same cell of the arrangement A. Using somewhat more complex machinery, one can also compute a
path between the two placements that lies fully within that cell (when such a path exists). Such a path
avoids the surfaces that define the arrangement, and thus represents a valid, collision-free motion of the
robot between the given placements.

The study of arrangements, their complexity and also algorithms that manipulate them is a major
field of research in computational geometry. While there is a lot of knowledge about planar arrangements,
accumulated mostly in the 1980’s, the understanding of arrangements in three and higher dimensions is
far from being satisfactory, although significant progress has been made in the past decade (see [SA95]).

Consider a set S of n arcs in the plane (so that each pair of arcs of S intersect at most t times).
The complexity of the arrangement A(S) is the number of its cells (of all dimensions). This complexity
might be quadratic in the worst case, and it can be computed in O(n2) time [SA95]. However, there are
many applications where one is only interested in parts of the arrangement. For example, as mentioned
above, deciding whether there exists a continuous collision-free motion between two robot placements,
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can be solved by computing the cell of the arrangement of the contact surfaces containing one of the
placements, and by checking whether the other placement lies in the same cell. The hope is that
substructures in arrangements should have smaller complexity that that of the full arrangement, and
that therefore one should be able to compute them more efficiently. For example, the complexity of a
single face in a planar arrangement of n arcs, as above, is O(λt+2(n)), where λq(n) denotes the maximum
length of a Davenport-Schinzel sequence of order q composed of n symbols, and is thus only near-linear
in n (the function λt+2(n)/n is an extremely slowly growing function that is related to the inverse of
the Ackermann function, see [SA95]). Since this bound is close to linear, there arises the question
whether this face can also be computed efficiently, that is in near-linear time. Indeed, this is the case:
one can compute such a face in O(λt+2(n) log n) randomized expected time, see [BDS95, CEG+93] and
Chapter 9, and in slightly worse, but still near-linear deterministic time [GSS89].

A fundamental tool in manipulating arrangements is the randomized incremental construction ap-
proach [BY98, Mul94]. Here one computes a (sub) structure in an arrangement (e.g., a face in an
arrangement of arcs) incrementally, by inserting the arcs (or surfaces) one by one, and by updating and
maintaining the structure after each insertion. As is the case in most applications, reasonable (expected)
performance can be guaranteed if the arcs are inserted in a random order.

In this part of the thesis, we present two results involving the application of randomized incremen-
tal algorithms to arrangements. The first algorithm constructs cuttings in arrangements of lines (see
Section 7.1), and the second algorithm computes the zone of a curve in an arrangement of arcs in an
online manner (see Section 7.2). Apart from their efficient asymptotic and practical performance, these
algorithms are interesting because they use a slightly different approach than that used in the classical
framework of such algorithms in computational geometry. Those slight changes require new ideas in
analyzing the algorithms.
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7.1 Cuttings

A natural approach for solving various problems in computational geometry is the divide-and-conquer
paradigm. A typical application of this paradigm to problems involving a set Ŝ of n lines in the plane,
is to fix a parameter r > 0, and to partition the plane into regions R1, . . . , Rm (those regions are usually
vertical trapezoids, or triangles, but we will also consider here convex polygons with more edges), such
that the number of lines of Ŝ that intersect the interior of Ri is at most n/r, for any i = 1, . . . ,m.
This allows us, in many cases, to split the problem at hand into subproblems, each involving the subset
of lines intersecting a region Ri. Such a partition is called a (1/r)-cutting of the plane (with respect
to the set Ŝ). See [Aga91a] for a survey of algorithms that use cuttings. For further work related to
cuttings, see [AM95]. The notion of cuttings can be extended to arrangements of other curves and to
higher-dimensional arrangements; see [CF90]. However, in this thesis we will be concerned only with
cuttings for arrangements of lines (and arcs) in the plane.

The first (though not optimal) construction of cuttings is due to Clarkson [Cla87b]. Chazelle and
Friedman [CF90] showed the existence of (1/r)-cuttings with m = O(r2) (a bound that is worst-case
tight). They also showed that such cuttings, consisting of vertical trapezoids, can be computed optimally
in O(nr) expected time. An optimal deterministic algorithm for generating cuttings was given by
[Cha93]. Although those constructions are asymptotically optimal, they do not seem to produce a
practically small number of regions (see below for experimental evidence). Coming up with a really
small number of regions (i.e., reducing the constant of proportionality) is important for the efficiency
of (recursive) data structures and algorithms that use cuttings and arise in various range searching and
related problems. Currently, the best lower bound on the number of vertical trapezoids in a (1/r)-cutting
in an arrangement of lines is 2.54(1−o(1))r2, and the optimal cutting has at most 8r2+6r+4 trapezoids
(see [Mat98]); note, however, that the known construction that achieves this goal takes quadratic time.
Improving further the upper and lower bounds on the size of cuttings is still open, indicating that our
understanding of cuttings is still far from being fully satisfactory. In Section 8.3, we outline Matoušek’s
construction for achieving the upper bound and show a slightly improved construction (see below for
details).

In spite of the theoretical importance of cuttings (in the plane and in higher dimensions), we are
not aware of any implementation of efficient algorithms for constructing cuttings. We propose several
variants of a new and simple randomized incremental algorithm for constructing cuttings, and prove
the expected worst-case tight performance bounds for the new algorithm and for some of its variants.
Specifically, the expected number of trapezoids generated by the algorithms is O(r2) and their expected
running time is O(nr). We also present empirical results on several algorithms/heuristics for computing
cuttings that we have implemented. They are mostly variants of our new technique, and they all perform
well in practice. As already stated, O(r2) bounds on the expected size of the cuttings for some of those
variants can be proved. For the other variants, no formal proof of performance is currently available,
and we leave this as an open question for further research.

Matoušek [Mat98] gave an alternative construction for cuttings, showing (constructively) that there
exists a (1/r)-cutting with at most (roughly) 8r2 vertical trapezoids. Unfortunately, this construction
relies on computing the whole arrangement, and its execution thus takes O(n2) time. We present a
new randomized algorithm that is based on Matoušek’s construction; it generates a (1/r)-cutting of size
≤ (1 + ε)8r2, in O

(
nr
ε
log2 n

)
expected time, where 0 < ε ≤ 1 is any prescribed constant.

In Section 8.2, we present the main two variants of the new algorithm, and analyze their expected
running time and the expected number of trapezoids that they produce. Specifically, the expected
running time is O(nr) and the expected size of the output cutting is O(r2). We also analyze, in
Section 8.2.1, another variant of the algorithm that has similar performance bounds. We also note,
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in Section 8.2, that our algorithms extend easily to arrangements of more general arcs, and we give
the corresponding performance bounds, which remain optimal, except for very sparse arrangements
(i.e., arrangements that have very few vertices), in which case the algorithms are slightly suboptimal. In
Section 8.3 we present and analyze our variant of Matoušek’s construction. In Section 8.4 we present our
empirical results, comparing the new algorithms with several other algorithms/heuristics for constructing
cuttings. These algorithms are mostly also variants of our main algorithm (except that we still do not
have a formal analysis of their performance bounds), but they also include a variant of the earlier
algorithm of Chazelle and Friedman. The first batch of the implemented algorithms generate cuttings
that consist of vertical trapezoids. Our empirical results show that the cuttings generated by the new
algorithm and its variants have between 10r2 and 14r2 vertical trapezoids. (The algorithms generate
smaller cuttings when r is small. For example, for r = 2 the constant is about 9.) In contrast, the
Chazelle-Friedman algorithm generates cuttings of size roughly 70r2. Some variants of our algorithm
are based on cuttings by convex polygons with a small number of edges rather than by vertical trapezoids.
These perform even better in practice, and we have a proof of optimality for one of the methods, which
can be interpreted as an extension of our main algorithm (see Section 8.2.1).

The results of Chapter 8 appeared in [Har00a] (see also [Har98]).

7.2 Taking a Walk in a Planar Arrangement

Let Ŝ be a set of n x-monotone arcs in the plane. Computing the whole (or parts of the) arrangement

A(Ŝ), induced by the arcs of Ŝ, is one of the fundamental problems in computational geometry, and has
received a lot of attention in recent years [SA95]. As already mentioned, one of the basic techniques used
for such constructions is based on randomized incremental construction of the vertical decomposition of
the arrangement (see [BY98] for an example).

If we are interested in only computing parts of the arrangement (e.g., a single face or a zone), the
randomized incremental technique can still be used, but it requires non-trivial modifications [CEG+93,
BDS95]. Intuitively, the added complexity is caused by the need to “trim” parts of the plane as the
algorithm advances, so that it will not waste resources on regions which are no longer relevant. In fact,
this requirement implies that such an algorithm has to know in advance what are the regions we are
interested in at any stage during the randomized incremental construction.

A variation of this theme, with which the existing algorithms cannot cope efficiently, is the following
online scenario: We start from a point p = p(0) ∈ IR2, and we find the face f of A(Ŝ) that contains
p(0). Now the point p starts moving and traces a connected curve {p(t)}t≥0. As our walk continues, we

wish to keep track of the face of A(Ŝ) that contains the current point p(t). The collection of these faces
constitutes the zone of the curve p(t). However, the function p(t) is not assumed to be known in advance,
and it may change when we cross into a new face or abruptly change direction in the middle of a face
(see [BDH99] for an application where such a scenario arises; the problem studied there is to compute
all the area bisectors of a simple polygon, and it arises in part-orienting in robotics using MEMS).
The only work we are aware of that can deal with this problem efficiently is due to Overmars and
van Leeuwen [OvL81], and it only applies to the case of lines (and, with some simple modifications, to
certain restricted cases involving line segments as well). It can compute such a walk in (deterministic)
O((n + m) log2 n) time, inside an arrangement of n lines, where m is the number of intersections of
the walk with the lines of Ŝ. This is done by maintaining dynamically the intersection of half-planes
determined by the lines of Ŝ and containing the current face. 1

1This technique has very recently been improved by Chan [Cha99a]. See a discussion of this result and its implications
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In Chapter 9, we present a new randomized algorithm that computes the zone of the walk in a
general arrangement of arcs, as above, in O(λt+2(n +m) log n) expected time. The new algorithm can
be interpreted as a third “online” alternative to the algorithms of [CEG+93, BDS95]. The algorithm is
rather simple and appears to be practical. As a matter of fact, we have implemented and experimented
with a variant of the algorithm [AHH+99].

As an application of the new algorithm, we present an algorithm for computing a level in an ar-
rangement of arcs. The k-th level in such an arrangement is (the closure of) the set of points lying
on the arcs and having exactly k arcs vertically below them. The algorithm computes a single level in
O(λt+2(n+m) log n) expected time, where m is the complexity of the level.

We also show how to adapt the main algorithm to obtain a point-location algorithm that locates m
points in an arrangement of n arcs, as above. In this setup, the points are given to us one by one, in
an online manner, and each point-location query has to return the arc lying directly above the point (it
actually returns the vertical trapezoid of the vertical decomposition of the arrangement that contains
the point). Here we do not want to compute the entire arrangement, which might be too costly. The
algorithm performs m such queries in expected time O(λt+2(n+m+w) log n), where w is the minimum
number of intersections between a spanning tree connecting those query points and the given arcs (the
tree is not constructed by the algorithm; it only shows up in its analysis).

Both results improve by almost a logarithmic factor over the best previous result of [OvL81], for the
case of lines (and for certain cases involving line segments). For the case of general arcs, we are not
aware of any similarly efficient previous result. The results of Chapter 9 appeared in [Har00b].

in Chapter 9.
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Chapter 8

Constructing Cuttings in Theory and
Practice

8.1 Introduction

A natural approach for solving various problems in computational geometry is the divide-and-conquer
paradigm. A typical application of this paradigm to problems involving a set Ŝ of n lines in the plane,
is to fix a parameter r > 0, and to partition the plane into regions R1, . . . , Rm (those regions are usually
vertical trapezoids, or triangles, but we will consider here also convex polygons with more edges), such
that the number of lines of Ŝ that intersect the interior of Ri is at most n/r, for any i = 1, . . . ,m. This
allows us to split the problem at hand into subproblems, each involving the subset of lines intersecting a
region Ri. Such a partition is called a (1/r)-cutting of the plane. See [Aga91a] for a survey of algorithms
that use cuttings. For further work related to cuttings, see [AM95].

The first (though not optimal) construction of cuttings is due to Clarkson [Cla87b]. Chazelle and
Friedman [CF90] showed the existence of (1/r)-cuttings with m = O(r2) (a bound that is worst-case
tight). They also showed that such cuttings, consisting of vertical trapezoids, can be computed in
randomized expected O(nr) time. An optimal deterministic algorithm for generating cuttings was given
by [Cha93]. Although those constructions are asymptotically optimal, they do not seem to produce a
practically small number of regions. Coming up with a really small number of regions (i.e., reducing the
constant of proportionality) is important for the efficiency of (recursive) data structures and algorithms
that use cuttings. Currently, the best lower bound on the number of vertical trapezoids in a (1/r)-
cutting in an arrangement of lines is 2.54(1− o(1))r2, and the optimal cutting has at most 8r2 + 6r+ 4
trapezoids; see [Mat98]. Improving the upper and lower bounds on the size of cuttings is still open,
indicating that our understanding of cuttings is still far from being fully satisfactory. In Section 8.3, we
outline Matoušek’s construction for achieving the upper bound and show a slightly improved construction
(see below for details).

In spite of the theoretical importance of cuttings (in the plane and in higher dimensions), we are not
aware of any implementation of efficient algorithms for constructing cuttings. In this chapter we propose
several variants of a new and simple randomized incremental algorithm for constructing cuttings, and
prove the expected worst-case tight performance bounds, as stated in the abstract, for the new algorithm
and for some of its variants. We also present empirical results on several algorithms/heuristics for
computing cuttings that we have implemented. They are mostly variants of our new algorithm, and
they all perform well in practice. As already stated, O(r2) bounds on the expected size of the cuttings for
some of those variants can be proved. For the other improved algorithms, no formal proof of performance
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is currently available, and we leave this as an open question for further research.

Matoušek [Mat98] gave an alternative construction for cuttings, showing that there exists a (1/r)-
cutting with at most (roughly) 8r2 vertical trapezoids. Unfortunately, this construction relies on comput-
ing the whole arrangement, and its computation thus takes O(n2) time. We present a new randomized
algorithm that is based on Matoušek’s construction; it generates a (1/r)-cutting of size ≤ (1 + ε)8r2, in
O
(
nr
ε
α(n) log n

)
expected time, where 0 < ε ≤ 1 is any prescribed constant.

A program with a GUI demonstrating the algorithms and heuristics presented in the chapter, is
available on the web in source form [Har98].

In Section 8.2, we present the main two variants of the new algorithm, and analyze their expected
running time and the expected number of trapezoids that they produce. Specifically, the expected
running time is O(nr) and the expected size of the output cutting is O(r2). We also analyze, in
Section 8.2.1, another variant of the algorithm that also has similar performance bounds. In Section 8.3
we present and analyze our variant of Matoušek’s construction. In Section 8.4 we present our empirical
results, comparing the new algorithms with several other algorithms/heuristics for constructing cuttings.
These algorithms are mostly also variants of our main algorithm, (except that we still do not have a
formal analysis of their performance bound), but they also include a variant of the older algorithm of
Chazelle and Friedman. The first batch of the implemented algorithms generate cuttings that consist of
vertical trapezoids. Our empirical results show that the cuttings generated by the new algorithm and
its variants have between 10r2 and 14r2 vertical trapezoids. (The algorithms generate smaller cuttings
when r is small. For example, for r = 2 the constant is about 9.) In contrast, the Chazelle-Friedman
algorithm generates cuttings of size roughly 70r2. Some variants of our algorithm are based on cuttings
by convex polygons with a small number of edges rather than by vertical trapezoids. These perform even
better in practice, and we have a proof of optimality for one of the methods, which can be interpreted
as an extension of our main algorithm (see Section 8.2.1). We conclude in Section 8.5 by mentioning a
few open problems.

8.2 Incremental Randomized Construction of

Cuttings

Given a set Ŝ of n lines in the plane, let A(Ŝ) denote the arrangement of Ŝ; namely, the partition of
the plane into faces, edges, and vertices as induced by the lines of Ŝ [Ede87]. Let AVD(Ŝ) denote the
partition of the plane into vertical trapezoids, obtained by erecting two vertical segments up and down
from each vertex of A(Ŝ), and extending each of them until it either reaches a line of Ŝ, or otherwise
all the way to infinity.

Computing the decomposed arrangementAVD(Ŝ) can be done as follows. Pick a random permutation
S = 〈s1, . . . , sn〉 of Ŝ. Put Si = 〈s1, . . . , si〉, for i = 1, . . . , n. We compute incrementally the decomposed
arrangements AVD(Si), for i = 1, . . . , n, so that the i-th step inserts the i-th line si of S into AVD(Si−1).
To do so, we compute the zone Zi of si in AVD(Si−1), which is the set of all trapezoids in AVD(Si−1)
that intersect si. We split each trapezoid of Zi into at most 4 trapezoids, such that no trapezoid
intersects si in its interior, as in [SA95]. Finally, we perform a pass over all the newly created trapezoids,
merging vertical trapezoids that are adjacent, and have identical top and bottom lines. The merging
step guarantees that the resulting decomposition is AVD(Si), independently of the insertion order of
elements in Si; see [BCKO08].

However, if we decide to skip the merging step, the resulting structure, denoted as A|(Si), depends on
the order in which the lines are inserted into the arrangement. In fact, A|(Si) is AVD(Si) with additional
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superfluous vertical walls. Each such vertical wall is a fragment of a vertical wall that was created at
an earlier stage and got split during a later insertion step.

Definition 8.2.1 Let Ŝ be a set of n lines in the plane, and let 0 < c < 1 be a constant. A c-cutting
of Ŝ is a partition of the plane into regions R1, . . . , Rm, such that, for each i = 1, . . . ,m, the number of
lines of Ŝ that intersect the interior of Ri is at most cn.

A region C in the plane is c-active if the number of lines of Ŝ that intersect the interior of C is
larger than cn.

A (1/r)-cutting is thus a partition of the plane into m regions such that none of them is (1/r)-active.
Chazelle and Friedman [CF90] showed that one can compute, in O(nr) randomized expected time, a
(1/r)-cutting that consists of O(r2) vertical trapezoids. Both bounds are asymptotically tight in the
worst case.

We propose a new algorithm for computing a cutting that follows an incremental construction of the
decomposed arrangements A|(Si) or AVD(Si), using a random insertion order S of the lines. The new
idea in the algorithm is that any “light” trapezoid (i.e., a trapezoid that is not (1/r)-active) constructed
by the algorithm is immediately added to the final cutting, and the algorithm does not maintain the
arrangement inside such a trapezoid from this point on. In this sense, one can think of the algorithm as
being greedy; that is, it adds a trapezoid to the cutting as soon as one is constructed, and proceeds in
this manner until the whole plane is covered by light trapezoids. The algorithm, called CutRandomInc,
is depicted in Figure 8.1.

The algorithm has two variants. One does not merge adjacent trapezoids (as in the construction of
A|(S)), while the other performs such mergings (as in the construction of AVD(S)).

If CutRandomInc outputs Ck, for some k < n, then Ck has no (1/r)-active trapezoids, and it is thus
a (1/r)-cutting (it is easy to see that each Ck is a cover of the whole plane). After the i-th line si is
inserted, it is guaranteed that no active trapezoid of Cj intersects si in its interior, for j ≥ i. This
remains true even if merging is done by CutRandomInc. In particular, Cn has no active region, and it
is thus a cutting. (This guarantees, by the way, that the while loop in the algorithm always terminates
properly.)

To appreciate the following proof of correctness and optimality of CutRandomInc, one has to ob-
serve that the covering Ci of the plane maintained by CutRandomInc depends heavily on the order in
which the lines are inserted into the arrangement. Indeed, the set of active trapezoids maintained by
CutRandomInc falls outside the classical frameworks of Clarkson and Shor [CS89], lazy randomized in-
cremental construction [BDS95], and epsilon nets [HW87]. See Figure 8.4, Figure 8.5, for situations that
illustrate the difference between these frameworks and ours. In order to analyze our algorithms, new
techniques need to be developed.

In the following, we denote by R a selection of Ŝ of length r ≤ n, i.e., an ordered sequence of r
distinct elements of Ŝ. By a slight abuse of notation, we also denote by R the unordered set of its
elements. We define the weight of a trapezoid to be the number of lines that cross its interior.

Definition 8.2.2 Let T = T (Ŝ) denote the set of all vertical trapezoids whose top and bottom edges
are contained in lines of Ŝ, and whose vertical sides are contained in lines that pass through vertices of

A(Ŝ).
For a selection R of Ŝ, let CT VD(R) denote the set of trapezoids of AVD(R). A trapezoid in CT VD(R)

is defined by at most 4 lines. For an integer 0 ≤ k ≤ n, let CT VD(R, k) denote the trapezoids of CT VD(R)
having weight at least k.
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Algorithm CutRandomInc(Ŝ, r, merge−flag)
Input: A set Ŝ of n lines, a positive integer r, and

a flag merge−flag that indicates whether merging is used or not

Output: A (1/r)-cutting of Ŝ by vertical trapezoids
begin

Choose a random permutation S = 〈s1, s2, . . . , sn〉 of Ŝ.
C0 ←

{
IR2
}
.

i← 0.
while there are (1/r)-active trapezoids in Ci do

i← i+ 1
Zonei ← The set of (1/r)-active trapezoids in Ci−1 that intersect si.
Zone′i ← ∪∆∈ZoneiSplitGeom(∆, si),

where SplitGeom(∆, s) is the operation of splitting a vertical
trapezoid ∆ crossed by a line s into at most four vertical
trapezoids, as in [BCKO08], such that the new trapezoids cover ∆,
and they do not intersect s in their interior.

if merge−flag then

Merge adjacent trapezoids in Zone′i that have the same top
and bottom lines (one of which is si).

end if

Ci ← (Ci−1 \ Zonei) ∪ Zone′i.
end while

return Ci
end CutRandomInc

Figure 8.1: Algorithm for constructing a (1/r)-cutting of an arrangement of lines

Definition 8.2.3 A vertical segment that serves as a left or right side of a trapezoid in T (Ŝ) is called
a splitter. The weight of a splitter is the number of lines of Ŝ that cross the relative interior of the
splitter. For a selection R of Ŝ, let CT SP(R) denote the set of splitters of the trapezoids of A|(R), and
let CT SP(R, k) denote the set of splitters in CT SP(R) of weight at least k, where 0 ≤ k ≤ n. In general,
a splitter in CT SP(R) is uniquely defined by (an ordered quadruple of) 4 lines: two define the vertex
of the arrangement through which the vertical line containing the splitter passes, and two define (pass
through) its top and bottom endpoints; see Figure 8.2 (i). There are also splitters that are adjacent to
the vertex that induces them (see Figure 8.2 (ii)); these are defined uniquely by (an ordered triple of) 3
lines.

In the following, S denotes the random permutation of Ŝ used by CutRandomInc.

Lemma 8.2.4 Let s be a splitter induced by {l1, l2, l3, l4} ⊆ Ŝ, so that l1 and l2 intersect at a vertex p, s
is contained in the vertical line l passing through p, and the endpoints of s are a = l3 ∩ l, b = l4 ∩ l, with
a nearer to p than b. Let Lw be the set of lines of Ŝ that intersect the relative interior of s, and let Lq

be the set of lines of Ŝ that intersect the relative interior of ap; see Figure 8.2 (i). Then the probability
of s to be created by CutRandomInc is

≤ 8

(w + 1)2(q + w + 3)2
,
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Figure 8.2: Splitters created by CutRandomInc

where w = |Lw|, q = |Lq|.
If one of the endpoints of the splitter is p, then the probability of s to be created is ≤ 6/(w + 1)3;

where w = |Lw|, and Lw is the set of lines crossing the relative interior of s; see Figure 8.2 (ii).

Proof: Let A denote the event that l1, l2 appear in S before all the lines of Lq ∪ Lw ∪ {l3}, and let B
denote the event that l3, l4 appear in S before all the lines of Lw.

The event A is a necessary and sufficient condition for pb (or a longer segment) to be created, when
merging is not used. The event B, conditioned on A, is a necessary and sufficient condition for the
vertices delimiting s to be created before s is being “killed”. Hence s is created by CutRandomInc

(without merging) if and only if A ∩B occurs for S. (If merging is used, only one implication holds: If
s is created then A ∩B occurs for S.)

To compute P (A ∩ B) it suffices to consider permutations of only the q + w + 4 lines in Lq ∪ Lw ∪
{l1, l2, l3, l4}. We distinguish between two cases:

(i) The first three lines in such a permutation are the lines l1, l2, l4, in any order in which l4 is not the
third line. This ensures the occurrence of A. We now choose the w+1 locations of the lines in Lw ∪{l3}
in the permutation, and place l3 at the first of the these locations, thus ensuring B. The number of such
permutations is

(6− 2)

(
q + w + 1

w + 1

)
w!q! = 4(q + w + 1)!/(w + 1).

(ii) The first two lines in the permutation are l1, l2 (in any order). Again, A is ensured. To ensure
B, we choose the w+ 2 locations of the lines in Lw ∪ {l3, l4}, and place l3, l4 as the first two of them (in
any order). The number of such permutations is

2!

(
q + w + 2

w + 2

)
2!w!q! =

4(q + w + 2)!

(w + 1)(w + 2)
.



84 Constructing Cuttings in Theory and Practice

It is easily verified that these two cases exhaust all possibilities of A ∩B to arise. Hence,

P (A ∩B) =
4(q + w + 1)!

(w + 1)(q + w + 4)!
+

4(q + w + 2)!

(w + 1)(w + 2)(q + w + 4)!

≤ 4

(w + 1)(q + w + 2)(q + w + 3)2
+

4

(w + 1)2(q + w + 3)2

≤ 8

(w + 1)2(q + w + 3)2

The proof of the second part of the lemma follows by observing that ap is created iff l1, l2, l3 appear
in S before all the lines of Lw. The probability for this to happen is 3!w!/(w + 3)! ≤ 6/(w + 1)3.

Definition 8.2.5 Let TSP(S) denote the set of splitters in
⋃n

i=1 CT SP(Si), let TVD(S) denote the set of
trapezoids in

⋃n
i=1 CT VD(Si). Let T A

SP(S) =
⋃n

i=1 CT SP(Si, n/(2r)), and let T A
VD(S) =

⋃n
i=1 CT VD(Si, n/r).

Lemma 8.2.6 Let S be a random permutation of Ŝ. Then

E

 ∑
s∈T A

SP (S)

(w(s))c

 = O
(
ncr2−c

)
,

for c = 0, 1.

Proof: Let p be a vertex of A(Ŝ). The expected contribution, of all the splitters that lie on the vertical
line passing through p, to the above sum is at most

O

 ∞∑
w=n/2r

∞∑
q=0

wc

(w + 1)2(q + w + 3)2
+

∞∑
w=n/2r

wc

(w + 1)3


= O

 ∞∑
w=n/2r

∞∑
q=0

wc−2

(q + w + 3)2
+
(n
r

)c−2

 = O

 ∞∑
w=n/2r

wc−3 +
(n
r

)c−2


= O

((n
r

)c−2
)
,

for c = 0, 1.
Since there are O(n2) vertices in A(Ŝ), it follows that

E

 ∑
s∈T A

SP (S)

(w(s))c

 = O
(
ncr2−c

)
.

Lemma 8.2.6 implies that the number of “heavy” splitters generated by CutRandomInc, with or
without merging, is O(r2), and their total weight is O(nr).

Lemma 8.2.7 Let S be a random permutation of Ŝ. Then

W = E

 ∑
∆∈T A

VD(S)

(w(∆))c

 = O
(
ncr2−c

)
,

for c = 0, 1.
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Proof: The probability of a trapezoid ∆ of weight w to be created during the computation of CT VD(S),
if it is defined by d ≤ 4 lines, is proportional to 1/wd. Let fd

w denote the number of trapezoids of
TVD(S) that are defined by d lines of S and have weight w. Let F d

≤w =
∑w

q=0 f
d
q . By the Clarkson-

Shor probabilistic technique [CS89], we have F d
≤w = O

(
(n/w)2wd

)
= O(n2wd−2). Let Wd denote the

contribution to W made by trapezoids defined by d lines. Then (we only consider here the case where
c− d < 0; the complementary case is trivial)

Wd =
n−d∑

w=n/r

fd
ww

c

wd
=

n−d∑
w=n/r

fd
ww

c−d =
n−d∑

w=n/r

(F d
≤w − F d

≤w−1)w
c−d

≤ F d
≤nn

c−d +
n−d−1∑
w=n/r

F d
≤w(w

c−d − (w + 1)c−d) = O

nc +
n−d−1∑
w=n/r

F d
≤ww

c−d−1


= O

nc +
n−d−1∑
w=n/r

n2wd−2wc−d−1

 = O

nc + n2

∞∑
w=n/r

wc−3


= O

(
nc + n2(n/r)c−2

)
= O

(
ncr2−c

)
.

Overall, W =
∑4

d=1Wi = O(ncr2−c).
By Lemma 8.2.7, the expected number of trapezoids in T A

VD(S) is O(r2), and their expected total
weight is O(nr).

Remark 8.2.8 Lemma 8.2.6 and Lemma 8.2.7 hold for any 0 ≤ c < 2, but we only need the results for
c = 0, 1.

For i = 1, . . . , n, let ∇VDi = CT VD(Si, n/r) \ CT VD(Si−1, n/r), ∇SP i =
CT SP (Si, n/2r) \ CT SP (Si−1, n/2r), and let ∇Ci be the set of active trapezoids in Ci \ Ci−1; namely, the
new active trapezoids created in the i-th iteration of the algorithm.

Lemma 8.2.9 For i = 1, . . . , n, the following hold: (a) Each new trapezoid τ ∈ ∇Ci must be contained
in a new trapezoid ∆ ∈ ∇VDi.

(b) Let ∆ be a (1/r)-active trapezoid in ∇VDi, and let ∇Ci(∆) (resp. ∇SP i(∆)) denote the set of
trapezoids in ∇Ci (resp. splitters in ∇SP i) that are contained in ∆. Then

∑
τ∈∇Ci(∆)

w(τ) = O

w(∆) +
∑

s∈∇SPi(∆)

w(s)

 ,

and ∣∣∣∇Ci(∆)
∣∣∣ = O

( r
n
w(∆) +

∣∣∣∇SP i(∆)
∣∣∣) .

The lemma holds regardless of whether or not CutRandomInc performs merging.

Proof: (a) Let τ ∈ ∇Ci be an active trapezoid created in the i-th iteration of CutRandomInc, and let ∆
be the trapezoid of CT VD(Si) that contains ∆. If the line si is the top or bottom line of τ then clearly
∆ is also newly created. Otherwise si must delimit one of the vertical sides of τ . This side is also a side
of ∆, so ∆ is newly created. Hence ∆ ∈ ∇VDi. See Figure 8.3.

(b) Let τ be a trapezoid in ∇Ci(∆). We charge the weight of τ either to (a portion of) the weight of
the (active) trapezoid ∆, or to a new “heavy” splitter that bounds τ .
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Figure 8.3: A new trapezoid τ ∈ ∇Ci must lie inside a new trapezoid ∆ ∈ ∇VDi.

As noted in (a), at least one of the splitters of τ must be new (i.e., created in the i-th iteration), and
this remains true even if τ was created by merging a few active trapezoids of Ci−1.

Consider the lines l ∈ Ŝ that cross τ . If at least half of these lines intersect the ceiling and/or floor
of ∆, we charge w(τ) to those intersection points, whose number is at least w(τ)/2. Since there are
at most 2w(∆) such intersections on the boundary of ∆, and each of them is uniquely charged in this
manner, it follows that the sum of the weights w(τ) of such trapezoids is at most 4w(∆).

So one can assume that at least half the lines that cross τ do not intersect either the floor or the
ceiling of τ . This implies that the new splitter must intersect at least w(τ)/2 > n/(2r) of these lines,
which implies that s ∈ ∇SP i. Thus, we charge w(τ) to w(s). Since w(τ) ≤ 2w(s), and each such
splitter can be charged at most twice, the first inequality of (b) follows.

As for the second inequality, if a (1/r)-active trapezoid τ ∈ ∇Ci(∆) does not have a splitter of ∇SP i

as one of its sides, then there are at least n/r intersections between the lines crossing τ and the bottom
and top edges of τ . The number of such trapezoids within ∆ is at most 2w(∆)/(n/r) = O((r/n)w(∆)).
This is easily seen to imply the second inequality.

Theorem 8.2.10 The expected size of the cutting generated by CutRandomInc (with or without merging)
is O(r2), and the expected running time is O(nr).

Proof: Since the direct work involved in creating the children of a trapezoid is proportional to the
number of lines that cross it, we can bound the overall work performed by CutRandomInc by the total
weight of the active trapezoids that it generates.

Of course, if we perform merging, there is also additional work associated with merging trapezoids.
However, the merging stage can be performed in linear time in the total weight of the splitted trapezoids.
This requires a somewhat careful but routine implementation, so that the running time remains linear
even when merging the conflict lists of a potentially large number of trapezoids, during the creation of
a single new (merged) trapezoid.

Thus, using Lemma 8.2.9 (a), the expected running time is proportional to

E

[
n∑

i=1

∑
τ∈∇Ci

w(τ)

]
= E

 n∑
i=1

∑
∆∈∇VDi

∑
τ∈∇Ci(∆)

w(τ)

 .
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Figure 8.4: If merging is not used by CutRandomInc, an active trapezoid ∆ ∈ Ci might disappear if
we skip an insertion of a line, which does not belong to the defining or crossing sets of ∆. Indeed, if
CutRandomInc inserts the lines in the order l1, l2, . . . , l7, then the trapezoid ∆ is created; see (i). However,
if we skip the insertion of the line l1, then the trapezoid ∆ is not created, because the ray emanating
downward from l2∩ l3 intersects it. This implies that there is no ‘locality’ in the determination of which
trapezoids arise in the execution of CutRandomInc, so the standard techniques of [CS89, BDS95, HW87]
can not be applied directly in analyzing CutRandomInc.

By Lemma 8.2.9 (b), we have:

E

[
n∑

i=1

∑
τ∈∇Ci

w(τ)

]
= E

 n∑
i=1

∑
∆∈∇VDi

O

w(∆) +
∑

s∈∇SPi(∆)

w(s)


= O

E
 ∑

∆∈T A
VD(S)

w(∆) +
∑

s∈T A
SP (S)

w(s)

 = O(nr),

by Lemma 8.2.6, and Lemma 8.2.7.
As for the expected size of the cutting,

E

[
n∑

i=1

|∇Ci|

]
= E

[
n∑

i=1

∑
∆∈∇VDi

|∇Ci(∆)|

]
= O

E
 ∑

∆∈T A
VD(S)

r

n
w(∆) + |T A

SP(S)|


= O(r2),

by Lemma 8.2.9 (b), Lemma 8.2.6, and Lemma 8.2.7.
The algorithm CutRandomInc works also for planar arrangements of segments and x-monotone curves

(such that the number of intersections of any pair of curves is bounded by a constant). This follows by
a straightforward adaptation of the proof to those cases, which we omit, and it is summarized in the
following proposition.

Proposition 8.2.11 Let Γ̂ be a set of x-monotone curves such that each pair intersects in at most a
constant number of points. Then the expected size of the (1/r)-cutting generated by CutRandomInc for
Γ is O(r2), and the expected running time is O(nr), for any integer 1 ≤ r ≤ n, in an appropriate model
of computation.

However, the arrangement of a set of n segments or curves might have subquadratic complexity
(since the number of intersection points might be subquadratic). This raises the question of whether
CutRandomInc generates smaller cuttings for such sparse arrangements.
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Figure 8.5: Even if merging is used by CutRandomInc, an active trapezoid ∆ ∈ Ci might disappear if
we skip an insertion of a line which is completely unrelated to ∆. The thick lines represent two sets of
100 parallel lines, and we want to compute a (1/10)-cutting. We execute CutRandomInc with the first
6 lines l1, . . . , l6 in this order. Note that any trapezoid that intersects a thick line is active. The first
trapezoid ∆′ inside 4abc that becomes inactive is created when the line l5 is being inserted; see parts
(i) and (ii). However, if we skip the insertion of the line l4 (as in part (iii)), the corresponding inactive
trapezoid ∆′′ will extend downwards and intersect ∆. Since ∆′′ is inactive, the decomposition of the
plane inside ∆′′ is no longer maintained. In particular, this implies that the trapezoid ∆ will not be
created, since it is being blocked by ∆′′, and no merging involving areas inside ∆′′ will take place. Here
too l4 belongs neither to the defining nor to the crossing sets of ∆.

Indeed, an algorithm of [BS95] generates cuttings of sizeO
(
r + r2

n2κ
)
, in expected timeO

(
n log r + r

n
κ
)
,

where κ is the overall complexity of the arrangement. Using
CutRandomInc for this case, we obtain the following slightly weaker bounds (again, we omit the proof):

Proposition 8.2.12 Let Γ̂ be a set of n curves, such that each pair of curves of Γ̂ intersect in at most
a constant number of points. Then the expected size of the (1/r)-cutting generated by CutRandomInc,
when applied to Γ̂, is

O

(
r log r +

r2

n2
κ

)
,

and the expected running time is O(n log2 r+rκ/n), for any integer 1 ≤ r ≤ n, where κ is the complexity
of A(Γ̂).

Since CutRandomInc generates superficial splitters (even if merging is being used, superficial splitters
are still created at the boundary between an inactive region and a still active one; see Figure 8.5 (iii)),
the results for sparse arrangements may be slightly worse (by a factor of log r if κ is relatively small)
than those of [BS95]. We omit any further details. The algorithm of [BS95] is similar to the algorithm of
Chazelle and Friedman [CF90], and we therefore believe that in practice CutRandomInc (with merging)
will generate much smaller cuttings for A(Γ̂), as the results of Section 8.4 might suggest.

Remark 8.2.13 An interesting question is whether CutRandomInc can be extended to higher dimen-
sions. If we execute CutRandomInc in higher dimensions, we need to use a more complicated technique
in decomposing each of our “vertical trapezoids” whenever it intersects a newly inserted hyperplane.
Chazelle and Friedman’s algorithm uses bottom vertex triangulation for this decomposition. However,
in our case, it is easy to verify that CutRandomInc might generate simplices so that the size of their
defining set need not be bounded by a constant, if we use bottom vertex triangulation. This implies that
the current analysis can not be extended to this case. We leave the problem of extending CutRandomInc

to higher (say, three) dimensions as an open problem for further research.
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8.2.1 Cuttings by Vertical Polygons

In this section, we present another variant of CutRandomInc that uses ‘vertical polygons’ instead of
vertical trapezoids, and establish similar optimal performance bounds for this variant.

Definition 8.2.14 Let Ŝ be a set of n lines. A convex polygon P is a µ-vertical polygon of Ŝ, if the
boundary of P , except for the two vertical sides of P , if any, is contained in

⋃
Ŝ, and the number of

non-vertical edges of P is at most µ (in the case of vertical trapezoids we have µ = 2). We denote the set
of all such polygons by VPµ(Ŝ). A µ-vertical polygon P is a µ-corridor, if its two splitters (i.e. vertical

sides) are defined by vertices of A(Ŝ) lying on the boundary of P . Note that the size of the defining set
of a µ-corridor is ≤ µ+ 2.

In the following, we consider µ to be a prescribed small constant.

We can use µ-vertical polygons instead of vertical trapezoids in CutRandomInc; namely, each region
maintained by CutRandomInc is a µ-vertical polygon. Whenever a new region is being created, it is split
into two subregions if it has more than µ non-vertical edges. This is done by erecting a splitter, from an
appropriate vertex of the region. Let CRIVPolygon denote this variant of CutRandomInc. Here too we
have the option of performing merging. That is, we merge a sequence, as long as possible, of adjacent
µ-vertical polygons, within the same face of A(Si), into a single vertical polygon, as long as the number
of its non-vertical edges does not exceed µ.

The gain in using µ-vertical polygons instead of vertical trapezoids is that the number of splitters
generated is smaller, yielding smaller cuttings. See Section 8.4, for supporting experimental data. The
disadvantage is that the regions output by the algorithm are more complex to handle in any subsequent
application of the cutting.

Lemma 8.2.15 Let Ŝ be a set of n lines in the plane. The number of µ-corridors of A(Ŝ) is O(n2).

Proof: A vertex p of A(Ŝ) is the left-bottom vertex of only a constant number (O(µ)) of µ-corridors.
The lemma follows since the number of such vertices is O(n2).

Note that any µ-vertical polygon is contained in only a constant number of µ-corridors. Let S be
a random permutation of the lines of Ŝ, and let COi denote the set of active µ-corridors in A(Si), for
i = 1, . . . , n. Let T A

CO =
⋃n

i=1 COi. Note that those corridors are not necessarily disjoint. Moreover,
each active region maintained by CRIVPolygon, is contained inside at least one active corridor, and the
set of splitters generated by CRIVPolygon is a subset of the set of splitters generated by CutRandomInc.
Thus, Lemma 8.2.6 holds for the active splitters generated by CRIVPolygon. As for the corridors, we
have:

Lemma 8.2.16 Let S be a random permutation of Ŝ, then

W = E

 ∑
τ∈T A

CO(S)

(w(τ))c

 = O
(
ncr2−c

)
,

for c = 0, 1.

Proof: We follow the proof of Lemma 8.2.7, using Lemma 8.2.15 to bound the number of “heavy” µ-
corridors. This follows by observing that we can apply the Clarkson-Shor technique [CS89] to bound
the number of µ-corridors with weight at most k. We omit the easy details.

Theorem 8.2.17 The expected size of the cutting generated by CRIVPolygon (with or without merging)
is O(r2), and the expected running time is O(nr).
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Proof: We only sketch the proof, since it is similar to the analysis of CutRandomInc. Note that in the
proof of Lemma 8.2.9 can be adapted to handle active corridors, and the active regions maintained by
CRIVPolygon. Indeed, after the i-th iteration of the algorithm, each newly created active µ-vertical
polygon is contained in (at least one) newly created active µ-corridor. We assign each such µ-vertical
polygon to one of those newly active µ-corridors, in an arbitrary manner.

Now, to bound the work associated with such a µ-corridor X, we apply the same charging scheme
used in Lemma 8.2.9, charging the weight of all the active µ-vertical polygons that were assigned to X
(all of them are contained inside X), to the weight of X, and to the weight of the newly created “heavy”
splitters inside X.

Since each splitter is contained in a constant number of µ-corridors, this implies that the overall
charge made to on a newly created splitter s is O(w(s)).

Overall, this implies that the overall expected running time of the algorithm is bounded by the total
weight of the active µ-corridors and the heavy splitters that it creates.

By Lemma 8.2.6 and Lemma 8.2.16, the expected total weight of the µ-vertical polygons generated
by CRIVPolygon is O(nr), which implies immediately that the expected running time is O(nr), and the
expected size of the cuttings is O(r2), by following the proof of Theorem 8.2.10 (note, however, that the
constants of proportionality now depend on µ). We omit the rather easy details.

Remark 8.2.18 We can further modify the algorithm CRIVPolygon, so that it tries to remove in-
active regions from the left and right sides of any newly created active region. We call this variant
PolyVertical. It is easy to verify that the same proof of correctness and performance bounds, with
slight modifications, works also for PolyVertical.

8.3 Generating Small Cuttings — Matoušek’s

Construction Revisited

In this section, we present an efficient algorithm that generates cuttings of guaranteed small size. The al-
gorithm is based on Matoušek’s construction of small cuttings [Mat98]. We first review this construction,
and then show how to modify it for building small cuttings efficiently.

Definition 8.3.1 Let Ŝ be a set of n lines in the plane in general position, i.e., every pair of lines
intersect in exactly one point, no three have a common point, no line is vertical or horizontal, and the
x-coordinate of all intersections are pairwise distinct. The level of a point in the plane is the number of
lines of Ŝ lying strictly below it. Consider the set Ek of all edges of the arrangement of Ŝ having level
k (for 0 ≤ k < n). These edges form an x-monotone connected polygonal line, which is called the level
k of the arrangement of Ŝ.

Definition 8.3.2 ([Mat98]) Let Ek be the level k in the arrangement A(Ŝ) with edges e0, e1, . . . , et
(from left to right), and let pi be a point in the interior of the edge ei, for i = 0, . . . , t. The q-simplification
of the level k, for an integer parameter 1 ≤ q ≤ t, is defined as the x-monotone polygonal line containing
the part of e0 to the left of the point p0, the segments p0pq, pqp2q, . . . , pb(t−1)/qcqpt and the part of et to
the right of pt. Let simpq(Ek) denote this polygonal line.

Let Ŝ be a set of n lines in general position, and let Ei,q, for i = 0, . . . , q− 1, denote the union of the
levels Ei, Ei+q, . . . , En+i−q. Let simpq(Ei,q) denote the set of edges of the q-simplifications of the levels
of Ei,q.
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Matoušek showed that the vertical decomposition of the plane induced by simpq(Ei,q), where q =
n/(2r) (we assume that n is divisible by 2r), is a (1/r)-cutting of the plane, for any i = 0, . . . , q − 1.
Moreover, the following holds:

Theorem 8.3.3 ([Mat98]) Let Ŝ be a set of n lines in general position, let r be a positive integer,
and let q = n/(2r), assumed to be an integer. Then the subdivision of the plane defined by the vertical
decomposition of simpq(Em,q) is a (1/r)-cutting of A(Ŝ), where 0 ≤ m < q is the index i ∈ {0, . . . , q − 1}
for which |Ei,q| is minimized. Moreover, the cutting generated has at most 8r2 + 6r + 4 trapezoids.

Remark 8.3.4 (i) Matoušek’s construction can be slightly improved, by noting that the leftmost and
rightmost points in a q-simplification of a level can be placed at “infinity”; that is, we replace the first
and second edges in the q-simplification by a ray emanating from pq which is parallel to e0. We perform
a similar shortcut for the last two edges of the simplified level. We denote this improved simplification
by simp′

q. It is easy to prove that using this improved simplification also results in a (1/r)-cutting of

A(Ŝ) with at most 8r2 + 6r + 4− 4 · 2r = 8r2 − 2r + 4 vertical trapezoids.
(ii) Inspecting Matoušek’s construction, we see that if we can only find an i such that |Ei,q| ≤ cn2/q,

where c > 1 is a prescribed constant, then the vertical decomposition induced by simp′
q(Ei,q) is a

(1/r)-cutting having ≤ c(8r2 − 2r + 4) trapezoids.

Let ni = |Ei,q|, for i = 0, . . . , q−1. Matoušek’s construction is carried out by computing the numbers
n0, . . . , nq−1, and picking the minimal number ni, which is guaranteed to be no larger than the average
n2/q. Unfortunately, implementing this scheme explicitly requires computing the whole arrangement

A(Ŝ), so the resulting running time is O(n2). Let us assume for the moment that one can compute any
of the numbers ni quickly. Then, as the following lemma shows, one can compute a number ni which is
≤ (1 + ε)n2/q, without computing all the ni’s.

Lemma 8.3.5 Let n0, . . . , nq−1 be q positive integers, whose sum m =
∑q−1

i=0 ni is known in advance, and
let ε > 0 be a prescribed constant. One can compute an index 0 ≤ k < q, such that nk ≤ d(1 + ε)m/qe,
by repeatedly picking uniformly and independently a random index 0 ≤ i < q, and by checking whether
ni ≤ d(1 + ε)m/qe. The expected number of iterations required is ≤ 1 + 1/ε.

Proof: Let Yi be the random variable which is the value of ni picked in the i-th iteration. Using Markov’s
inequality1, one obtain:

Pr

[
Yi ≥ (1 + ε)

m

q

]
≤

E
[
Yi

]
(1 + ε)m

q

.

Since, E[Yi] = m/q, we have that the probability for failure in the i-th iteration is

Pr

[
Yi ≥ (1 + ε)

m

q

]
≤ 1

1 + ε
.

Let X denote the number of iterations required by the algorithm. Then E[X] is bounded by the
expected number of trials to the first success in a geometric distribution with probability p ≥ 1 − 1

1+ε
.

Thus, the expected number of iterations is bounded by

E[X] ≤ 1

p
≤ 1

1− 1
1+ε

= 1 +
1

ε
.

1The inequality asserts that Pr
[
Y ≥ t

]
≤ E[Y ]

t , for a random variable Y that assumes only nonnegative values.
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To apply Lemma 8.3.5 in our setting, we need to supply an efficient algorithm for computing the level
of an arrangement of lines in the plane. This is done in Chapter 9 of the thesis — see Theorem 9.4.2p117
and Remark 9.4.3p117. We restate the result here:

Lemma 8.3.6 Let Ŝ be a set of n lines in the plane. Then one can compute, in O((n + h)α(n) log n)
randomized expected time, the leftmost h edges of the level k of A(Ŝ).

Combining Lemma 8.3.5 and Lemma 8.3.6, we have:

Theorem 8.3.7 Let Ŝ be a set of n lines in the plane, and let 0 < ε ≤ 1 be a prescribed constant. Then
one can compute a (1/r)-cutting of A(Ŝ), having at most (1 + ε)(8r2− 2r+4) trapezoids. The expected
running time of the algorithm is O

((
1 + 1

ε

)
nrα(n) log n

)
.

Proof: By the above discussion, it is enough to find an index 0 ≤ i ≤ q − 1, such that |Ei,q| ≤ M =

(1 + ε)n
2

q
≤ 2(1 + ε)nr, where q = dn/(2r)e. By Remark 8.3.4 (ii), the vertical decomposition of

simp′
q(Ei,q) is a (1/r)-cutting of the required size.

Picking i randomly, we have to check whether |Ei,q| ≤ M . We can compute Ei,q, by computing
the levels Ei, Ei+q, . . . , Ei+b(n−i−1)/qcq in an output-sensitive manner, using Lemma 8.3.6. Note that if
|Ei,q| > M , we can abort as soon as the number of edges we computed exceeds M . Thus, checking
if |Ei,q| ≤ M takes O((1 + ε)nrα(n) log n) expected time. By Lemma 8.3.6, the expected number of
iterations the algorithm performs until the inequality |Ei,q| ≤M will be satisfied is ≤ 1+1/ε. Thus, the
expected running time of the algorithm is

O

((
1 +

1

ε

)
nrα(n) log n

)
,

since the vertical decomposition of simp′
q(Ei,q) (which is the resulting cutting) can be computed in

additional O(nr) time. In fact, one can also compute, in overall O(nr) time, for each trapezoid in the
cutting, the lines of Ŝ that intersect it.

8.4 Empirical Results

In this section, we present the empirical results we got for computing cuttings in the plane using
CutRandomInc and various related heuristics that we have implemented and experimented with.

A program with a GUI demonstrating the algorithms and heuristics presented in the chapter, is
available on the web in source form. It can be downloaded from:
http://www.math.tau.ac.il/~sariel/CG/cutting/cuttings.html

8.4.1 The Implemented Algorithms — Using Vertical Trapezoids

We have implemented the algorithm CutRandomInc presented in Section 8.2, as well as several other
algorithms for constructing cuttings. In this section, we report on the experimental results that we
obtained.

Most of the algorithms we have implemented are variants of CutRandomInc. The algorithms imple-
mented are the following (we denote by K(∆) the set of lines that cross a vertical trapezoid ∆):
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Classical: This is a variant of the algorithm of Chazelle and Friedman [CF90] for constructing a
cutting. We pick a sample R ⊆ Ŝ of r lines, and compute its decomposed arrangement A = AVD(R).
For each active trapezoid ∆ ∈ A, we pick a random sample R∆ ⊆ K(∆) of size 6k log k, where k =
dr|K(∆)|/ne, and compute the arrangement of AVD(R∆) inside ∆. If AVD(R∆) is not a (1/r)-cutting,
then the classical algorithm performs resampling inside ∆ until it reaches a cutting. Our implementation
is more naive, and it simply continues recursively into the active subtrapezoids of AVD(R∆).

Cut Randomized Incremental: This is CutRandomInc without merging, as described in Figure 8.1.

The following four heuristics, for which we currently do not have a proof of any concrete bound on
the expected size of the cutting that they generate, also perform well in practice.

Parallel Incremental: Let Ci be the covering generated in the i-th iteration of the algorithm. For
each active trapezoid ∆ ∈ Ci, pick a random line from K(∆), and insert it into ∆ (i.e., split ∆ ac-
cordingly). Continue until there are no active trapezoids. Note that unlike CutRandomInc the insertion
operations are performed locally inside each trapezoid, and the line chosen for insertion in each trapezoid
is independent of the lines chosen for other trapezoids.

Randomized Incremental: This is CutRandomInc with merging.

Greedy Trapezoid: This is a variant of CutRandomInc where we try to be “smarter” about the line
inserted into the partition in each iteration. Let Vi be the set of trapezoids of Ci with maximal weight.
We pick randomly a trapezoid ∆ out of the trapezoids of Vi, and pick randomly a line s from K(∆).
We then insert s into Ci.

Greedy Line: Similar to Greedy Trapezoid, but here we compute the set U of lines of Ŝ, for which
w′(s) is maximal, where w′(s) is the number of active trapezoids in Ci that intersect the line s. We pick
randomly a line from U and insert it into the current partition of the plane.

Greedy Weighted Line: Similar to Greedy Line, but our weight function is:

w′(s) =
∑

∆∈Ci,s∩∆ 6=∅,w(∆)>n/r

⌊
w(∆)⌊

n
3r

⌋ ⌋ ;
namely, we give a higher priority to lines that intersect heavier (1/r)-active trapezoids.

8.4.2 Polygonal Cuttings

In judging the quality of cuttings, the size of the cutting is of major concern. However, other factors
might also be important. For example we want the regions defining the cutting to be as simple as
possible. Furthermore, there are applications where we are not interested directly in the size of the
cutting, but rather in the overall number of vertices defining the cutting regions. This is useful when
applying cuttings in the dual plane, and transforming the vertices of the cutting back to the primal
plane, as done in the computation of partition trees [Mat92]. A natural question is the following: Can
one compute better cuttings, if one is willing to use cutting regions which are different from vertical
trapezoids?
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Figure 8.6: In the PolyTree algorithm, each time a polygon is split by a line, we might have to further
split it because a split region might have too many vertices.

For example, if one is willing to cut using non-convex regions having a non-constant description
complexity, the size of the cutting can be improved to 4r2 + 2r + 2 [Mat98]. On the other hand, if one
wishes to cut a collection of lines by triangles, instead of trapezoids, the situation becomes somewhat
disappointing, because the smallest cuttings currently known for this case, are generated by taking the
cutting of Remark 8.3.4, and by splitting each trapezoid into two triangles. This results in cuttings
having (roughly) 16r2 triangles.

In this section, we present a slightly different approach for computing cuttings, suggested to us by
Jǐŕı Matoušek, that works extremely well in practice. The new approach, a variant of which has already
been presented in Section 8.2.1, is based on cuttings using polygonal convex regions with a small number
of sides, instead of vertical trapezoids. Namely, we apply CutRandomInc, where each region is a convex
polygon (of constant complexity). Whenever we insert a new line into an active region, we split the
polygon into two new polygons. Of course, it might be that the number of vertices of a new polygon is
too large. If so, we split each such polygon into two subpolygons ensuring that the number of vertices
of the new polygons are below our threshold.

Intuitively, the benefit in this approach is that the number of superfluous entities (i.e. vertical
walls in the case of vertical trapezoids) participating in the definition of the cutting regions is much
smaller. Moreover, since the cutting regions are less restrictive, the algorithm can be more flexible in
its maintenance of the active regions.

Here are the different methods we tried:

PolyTree: We use CutRandomInc where each region is a convex polygon having at most k-sides (we
experimented with k up to 11). When inserting a new line, we first split each of the active regions that
intersect it into two subpolygons. If a split region R has more than k sides, we further split it using
the diagonal of R that achieves the best balanced partition of R; namely, it is the pair of vertices a, b
attaining the following minimum:

min
a,b∈V (R)

max
(
w(R ∩H+

ab), w(R ∩H
−
ab)
)
,

where V (R) is the set of vertices of R, and w(R) is the number of lines intersecting R, and H+
ab (resp.

H−
ab) is the closed halfplane lying to the right (resp. left) of ab. See Figure 8.6.
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PolyTriangle: Modified PolyTree for generating cuttings by triangles. In each stage, we check
whether a newly created region R can be triangulated into a set of inactive triangles. To do so, compute
an arbitrary triangulation of the region R and check if all the triangles generated in our (arbitrary)
triangulation of R are inactive. If so, replace R in our cuttings by its triangulation.2 At the end of the
algorithm, all the regions in the cutting are inactive triangles.

PolyDeadLeaf: Modified PolyTree for generating cuttings by triangles. Whenever a region is being
created we check whether it has a leaf triangle (a triangle defined by three consecutive vertices of the
region) that is inactive. If we find such an inactive triangle, we add it immediately to the final cutting.
We repeat this process until the region can not be further shrunk.

PolyVertical: (This is the variant presented in Section 8.2.1.) We use PolyTree, but instead of
splitting along a diagonal, we split along a vertical ray emanating from one of the vertices of the region.
The algorithm also tries to remove dead regions from the left and right side of the region. Intuitively,
each region is now an extended vertical trapezoid having a convex ceiling and floor, with at most two
additional vertical walls.

Remark 8.4.1 Note, that for all the polygonal cutting methods, except CRIVPolygon and
PolyVertical (see Remark 8.2.18 for the differences between the two algorithms), it is not even clear
that the number of regions they maintain, in the i-th iteration, is O(i2). Thus, the proof of Theo-
rem 8.2.10 does not work for those methods.

8.4.3 Implementation Details

As an underlying data-structure for our testing, we implemented the history-graph data-structure [Sei91].
Our random arrangements were constructed by choosing n points uniformly and independently on the
left side of the unit square, and similarly on the right side of the unit square. We sorted the points, and
connected them by lines in a transposed manner. This yields a random arrangement with all the

(
n
2

)
intersections inside the unit square.

We had implemented our algorithm in C++. We had encountered problems with floating point
robustness at an early stage of the implementation, and decided to use exact arithmetic instead, using
LEDA rational numbers [MN95]. While this solved the robustness problems, we had to deal with a few
other issues:

• Speed: Using exact arithmetic instead of floating point arithmetic resulted in a slowdown by a
factor 20–40. The time to perform an operation in exact arithmetic is proportional to the bit-
sizes of the numbers involved. To minimize the size of the numbers used in the computations, we
normalized the line equations so that the coefficients are integer numbers (in reduced form).

• Memory consumption: A LEDA rational is represented by a block of memory dynamically allocated
on the heap. In order to save, both in the memory consumed and the time used by the dynamic
memory allocator, we observe that in a representation of vertical decomposition the same number
appears in several places (i.e., an x-coordinate of an intersection point appears in 6 different vertical
trapezoids). We reduce memory consumption, by storing such a number only once. To do so, we
use a repository of rational numbers generated so far by the algorithm. Whenever we compute

2Computing the “best” triangulation (i.e. the weight of the heaviest triangle is minimized) is relatively complicated,
and requires dynamic programming. It is not clear that it is going to perform better than PolyDeadLeaf, described below.
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a new x-coordinate, we search it in the repository, and if it does not exist, then we insert it. In
particular, each vertical trapezoid is represented by two pointers to its xleft and xright coordinates,
and pointers to its top and bottom lines.

The repository is implemented using Treaps [SA96].

8.4.4 Results — Vertical Trapezoids

The empirical results we got for the algorithms/heuristics of Section 8.4.1, are depicted in Table 8.1–Table 8.5.

For each value of r, and each value of n, we computed a random arrangement of lines inside the unit
square, as described above. For each such arrangement, we performed 10 tests for each algorithm/heuris-
tic. The tables present the size of the minimal cutting computed in those tests. Each entry is the size
of the output cutting divided by r2. In addition, each table caption presents a range containing the size
of the cutting that can be obtained by Matoušek’s algorithm [Mat98].

Table 8.1–Table 8.5 show only the version of CutRandomInc that uses merging. It is an interesting
question whether using merging by CutRandomInc results in practice in smaller cuttings. If not, one
could use instead the simpler version where merging is not used. We tested this empirically, and the
results are presented in Table 8.6. As can be seen in Table 8.6, using merging does generate smaller
cuttings, but the improvement in the cutting size is rather small. The difference in the size of the
generated cuttings seems to be less than 2r2.

8.4.5 Implementing Matoušek’s Construction

In Table 8.7, we present the empirical results for Matoušek’s construction, comparing it with the slight
improvement described in Remark 8.3.4. For small values of r the improved version yields consider-
ably smaller cuttings than Matoušek’s construction, making it the best method we are aware of for
constructing small cuttings.

We had implemented Matoušek’s algorithm naively, using quadratic space and time. Currently, this
implementation can not be used for larger inputs because it runs out of memory. Implementing the
more efficient algorithm described in Theorem 8.3.7 is non-trivial since it requires the implementation
of the rather complex data-structure of Overmars and van Leeuwen [OvL81]. However, if it is critical
to reduce the size of a cutting for large inputs, the algorithm of Theorem 8.3.7 seems to be the best
available option.

Overall, Matoušek’s algorithms gives the best results for cuttings by vertical trapezoids. However,
for polygonal cuttings, the results we got, using the other techniques, are even better, as described
below.

8.4.6 Results — Polygonal Cuttings

The results for polygonal cuttings are presented in Table 8.8. As seen in the tables the polygonal cutting
methods perform well in practice. In particular, the PolyTree method generated cuttings of average
size (roughly) 7.5r2, beating all the cutting methods that use vertical trapezoids.

As for triangles, the situation is even better: PolyDeadLeaf generates cuttings by triangles of size
≤ 12r2. (That is better by an additive factor of about 4r2 than the best theoretical bound).

To summarize, polygonal cutting methods seems to be the clear winner in practice. They generate
cuttings of a small size, with a small number of vertices, and small number of triangles.
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8.5 Conclusions

In this chapter, we have presented a new approach, different from that of [CF90], for constructing
cuttings in the plane. The new algorithm is rather simple and easy to implement. We have proved
the correctness and bounded the expected output size and expected running time of several variants of
the new algorithm, showing both bounds to be worst-case optimal, and have also demonstrated that
the new algorithms perform much better in practice than the algorithm of [CF90]. We believe that the
results in this chapter show that planar cuttings are practical, and might be useful in practice when
constructing data-structures for range searching and related applications.

Moreover, the empirical results show that the size of the cutting constructed by the new algorithms
is not considerably larger (and in some cases even smaller) than the cuttings that can be computed by
the currently best theoretical algorithm (too slow to be useful in practice due to its O(n2) running time)
of Matoušek [Mat98]. The empirical constants that we obtain are generally between 10 and 13 (for
vertical trapezoids). For polygonal cuttings we get a constant of 8 by cutting by convex polygons (using
PolyTree) having at most 6 vertices. Moreover, the various variants of CutRandomInc seem to produce
constants that are rather close to each other. As noted above, the method described in Remark 8.3.4
generates the smallest cuttings by vertical trapezoids.

As for running time, the results we got in practice are the following: In computing a (1/8)-cutting
of 1024 lines, the fastest algorithm was PolyTree, requiring about half a minute on average. The other
polygonal methods lagged slightly behind. CutRandomInc was the fastest algorithm that produced
cuttings by vertical trapezoids, being several times slower than PolyTree. Matoušek’s method required
several hours due to our naive (i.e. O(n2)) implementation. This information should be taken with
reservation, since no serious effort had gone into optimizing the code for speed, and those measurements
tend to change from execution to execution. (Recall also that we use exact arithmetic, which slows
down the running time significantly.)

Given these results, we recommend for use in practice one of the polygonal-cutting methods. They
perform well in practice, and they should be used whenever possible. If we are restricted to vertical
trapezoid, CutRandomInc seems like a reasonable algorithm to be used in practice (without merging, as
merging is the only “non-trivial” part in the implementation of the algorithm, and it does not seem to
yield any significant improvement).

There are several interesting open problems for further research:

• Can one obtain provable bounds on the expected size of the cutting generated by, and the running
time of the PolyTree method (Remember, that in the PolyTree method the cutting regions are
convex polygons with a constant number of polygons)? The same question for all the other methods
we had implemented?3

• Can one prove the existence of a cutting smaller than the one guaranteed by the algorithm in
Remark 8.3.4 for specific values of r? For example, Table 8.1 suggests a smaller cutting should
exist for r = 2. In particular, the test results hint that a cutting made out of 32 vertical trapezoids
should exist, while the cutting size guaranteed by Matoušek’s algorithm [Mat98] is 48.

• Can one generate smaller cuttings by modifying CutRandomInc to be smarter in its decision when
to merge trapezoids?

3Recently, in work in progress, the author has shown that if one executes the PolyTree algorithm with merging, for
computing the whole arrangement (i.e., 0-cutting) then the running time of PolyTree is O(n2). However, this is still far
from settling this open question.
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• Is there a simple and practical algorithm for computing cuttings in three and higher dimensions?
The current algorithms seems to be far from practical.
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Lines Parallel Classical Randomized Greedy Greedy Greedy
Inc Inc Trapezoid Line Weighted Line

4 1.50 1.50 1.50 1.50 1.50 1.50
8 2.00 12.50 2.75 2.25 2.25 2.50
16 4.75 25.75 4.25 4.75 4.00 4.50
32 4.75 24.75 7.00 5.50 6.00 6.25
64 6.75 28.25 6.50 7.50 7.50 7.25
128 8.75 26.75 7.75 7.25 8.25 8.50
256 8.75 30.75 6.50 8.00 6.75 7.25
512 6.00 36.50 8.25 9.75 8.50 8.00

1024 9.25 26.00 10.00 7.75 7.75 9.00
2048 7.50 28.50 9.00 7.25 8.75 9.75
4096 7.50 35.25 8.50 8.25 7.75 7.50
8192 8.25 36.75 7.00 7.75 6.25 7.50
16384 9.00 30.25 8.75 8.00 8.50 8.75
32768 10.25 33.00 7.75 9.00 6.25 7.75
65536 10.00 31.25 6.50 6.75 6.75 8.50

Table 8.1: Results for 1/2-cuttings. Each entry is the size of the minimal cutting computed, divided by
22 = 4. The corresponding value in Matoušek’s construction [Mat98] is smaller than 12.00

Lines Parallel Classical Randomized Greedy Greedy Greedy
Inc Inc Trapezoid Line Weighted Line

8 1.88 2.69 1.56 2.00 1.62 1.62
16 3.69 20.31 3.44 3.62 3.50 3.62
32 6.12 31.12 6.56 5.50 5.75 5.50
64 8.25 35.94 8.06 7.69 7.12 8.06
128 9.19 37.12 9.75 9.94 8.62 7.88
256 11.00 44.06 9.62 9.00 10.25 8.19
512 11.75 48.75 9.81 10.31 9.75 10.12

1024 12.75 46.88 12.12 11.25 10.25 10.62
2048 11.19 37.00 11.50 11.00 10.81 10.50
4096 11.81 44.38 10.94 11.19 10.62 10.50
8192 12.19 52.00 10.19 11.06 10.25 10.00
16384 12.31 43.88 10.94 11.25 10.31 10.88
32768 11.50 42.69 10.69 11.81 11.31 10.25

Table 8.2: Results for 1/4-cuttings. Each entry is the size of the minimal cutting computed, divided by
42 = 16. The corresponding value in Matoušek’s construction [Mat98] is smaller than 9.75

Lines Parallel Classical Randomized Greedy Greedy Greedy
Inc Inc Trapezoid Line Weighted Line

16 2.23 4.08 2.06 1.89 1.86 1.83
32 4.80 23.17 4.19 3.92 3.91 3.53
64 7.67 37.25 6.64 6.27 6.31 6.12
128 10.44 45.50 8.84 8.83 8.80 8.31
256 11.56 44.12 9.91 10.53 9.91 9.94
512 12.77 50.14 11.36 11.11 10.86 11.20

1024 13.31 47.58 11.61 11.33 10.95 11.31
2048 13.42 54.84 12.36 11.17 12.38 11.17
4096 15.00 53.17 12.08 12.22 12.08 11.98
8192 13.98 51.75 11.73 12.19 12.67 12.27

Table 8.3: Results for 1/8-cuttings. Each entry is the size of the minimal cutting computed, divided by
82 = 64. The corresponding value in Matoušek’s construction [Mat98] is smaller than 8.81



100 Constructing Cuttings in Theory and Practice

Lines Parallel Classical Randomized Greedy Greedy Greedy
Inc Inc Trapezoid Line Weighted Line

32 2.70 5.54 2.18 2.09 2.04 2.11
64 5.38 24.27 4.52 4.21 4.36 4.20
128 8.16 44.00 7.16 7.00 6.66 6.55
256 10.88 56.30 9.34 9.25 9.16 8.48
512 12.61 66.60 11.26 10.85 10.37 10.18

1024 14.02 66.64 12.30 11.40 11.23 11.10
2048 14.24 67.25 12.51 11.84 11.98 11.78

Table 8.4: Results for 1/16-cuttings. Each entry is the size of the minimal cutting computed, divided
by 162 = 256. The corresponding value in Matoušek’s construction [Mat98] is smaller than 8.39

Lines Parallel Classical Randomized Greedy Greedy Greedy
Inc Inc Trapezoid Line Weighted Line

64 2.84 5.45 2.26 2.19 2.14 2.14
128 5.48 24.73 4.54 4.44 4.33 4.22
256 8.89 52.62 7.52 7.05 6.68 6.61
512 11.26 67.72 9.48 9.54 8.98 8.87

1024 13.25 74.47 11.63 10.86 10.23 10.34

Table 8.5: Results for 1/32-cuttings. Each entry is the size of the minimal cutting computed, divided
by 322 = 1024. The corresponding value in Matoušek’s construction [Mat98] is smaller than 8.19

Value of r
Number 2 4 8 16 32
of Lines Merge Merge Merge Merge Merge

4 1.50 1.50 — — — — — — — —
8 2.25 2.75 1.88 1.50 — — — — — —
16 4.75 4.00 3.44 3.56 2.27 2.03 — — — —
32 5.00 5.75 6.44 6.25 4.86 4.31 2.56 2.14 — —
64 7.25 7.75 8.25 9.00 7.36 6.45 5.30 4.54 2.78 2.29

128 8.00 7.50 8.94 9.38 9.56 9.00 8.48 7.19 5.44 4.52
256 8.00 8.00 11.94 9.88 11.86 10.81 10.84 9.73 8.26 7.29
512 5.75 9.00 10.25 10.62 13.05 11.48 12.36 11.29 11.17 9.55
1024 8.25 6.75 12.62 10.12 12.69 11.83 13.80 11.96 13.07 11.24
2048 7.50 8.50 11.31 10.31 13.06 12.66 14.11 13.44 14.04 12.38
4096 8.75 9.25 12.31 11.12 13.81 12.39 13.95 13.13 14.61 12.96
8192 7.50 8.00 12.00 12.12 13.34 12.97 14.67 12.67 14.72 13.18
16384 9.25 8.50 11.38 10.56 12.69 12.33 14.53 13.61 15.02 13.30
32768 7.25 7.50 12.12 10.44 13.00 12.59 13.96 13.00 15.17 13.46

Table 8.6: Comparing the size of cuttings computed by CutRandomInc, with or without using merging.
Each entry is the size of the minimal cutting computed, divided by r2.
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Value of r
Number 2 4 8 16 32
of Lines Impr’ Impr’ Impr’ Impr’ Impr’

4 8.75 5.25 — — — — — — — —
8 10.75 6.25 8.25 6.56 — — — — — —
16 10.25 7.25 9.19 7.44 8.14 7.27 — — — —
32 10.00 7.00 9.38 7.56 8.64 7.64 8.06 7.63 — —
64 10.00 7.25 9.81 7.25 8.66 7.73 8.32 7.82 8.04 7.81

128 10.50 6.50 9.31 7.06 8.72 7.70 8.38 7.90 8.15 7.91
256 11.00 7.50 9.81 7.44 8.81 7.73 8.37 7.90 8.18 7.92
512 11.00 6.75 10.06 7.69 8.81 7.84 8.41 7.88 8.17 7.94

Table 8.7: Comparing the size of cuttings computed by Matoušek’s method, to the slightly improved
method described in Section 8.3.
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Size / r2 Triangles / r2 Verticess / r2 Cutting
min avg max min avg max min avg max Region

ParallelInc 13.64 15.03 16.33 27.28 30.06 32.66 21.84 24.34 26.67 VTrapezoid
ChazelleFriedman 44.30 55.73 79.48 88.59 111.47 158.97 52.78 65.05 89.16 VTrapezoid
CutRandomInc 12.00 12.77 13.52 24.00 25.53 27.03 14.52 15.50 16.30 VTrapezoid
GreedyRandom 11.17 11.69 12.72 22.34 23.38 25.44 13.52 14.19 15.69 VTrapezoid
GreedyLine 10.36 11.02 11.77 20.72 22.05 23.53 12.53 13.19 14.03 VTrapezoid
GreedyWeightedLine 10.33 11.20 12.16 20.66 22.42 24.31 12.39 13.33 14.36 VTrapezoid
Matoušek 8.67 17.34 13.22 VTrapezoid
Matoušek-improved 7.72 15.44 11.78 VTrapezoid
Polytree 9.73 10.83 12.25 14.88 16.20 18.59 9.91 10.55 12.03 4-Polygon
Polytree 7.39 7.89 8.41 12.94 14.08 15.25 8.86 9.61 10.42 5-Polygon
Polytree 6.88 7.47 8.16 13.28 14.42 15.56 9.36 10.14 11.19 6-Polygon
Polytree 6.92 7.38 7.70 13.70 14.61 15.19 9.62 10.30 10.83 7-Polygon
Polytree 6.34 7.28 8.36 12.69 14.53 16.72 8.86 10.41 11.95 8-Polygon
Polytree 6.66 7.34 8.12 13.31 14.70 16.22 9.47 10.52 11.81 9-Polygon
Polytree 6.56 7.22 7.91 13.12 14.44 15.81 9.42 10.25 10.98 10-Polygon
Polytree 7.17 7.62 8.14 14.34 15.27 16.28 10.20 11.02 11.64 11-Polygon
PolyTriang (≤ 4) 11.38 15.03 16.97 11.38 15.03 16.97 7.42 9.64 10.75 Triangle
PolyTriang (≤ 5) 13.00 13.72 14.75 13.00 13.72 14.75 8.73 9.27 10.16 Triangle
PolyTriang (≤ 6) 11.91 13.20 14.06 11.91 13.20 14.06 8.19 9.05 9.62 Triangle
PolyTriang (≤ 7) 11.47 13.08 14.94 11.47 13.08 14.94 8.02 9.05 10.25 Triangle
PolyTriang (≤ 8) 11.50 12.89 14.09 11.50 12.89 14.09 8.17 8.97 9.72 Triangle
PolyTriang (≤ 9) 12.06 13.17 15.50 12.06 13.17 15.50 8.47 9.27 11.00 Triangle
PolyTriang (≤ 10) 11.47 12.47 13.47 11.47 12.47 13.47 8.06 8.75 9.30 Triangle
PolyTriang (≤ 11) 12.25 13.28 14.09 12.25 13.28 14.09 8.27 9.23 9.95 Triangle
PolyDeadLeaf (≤ 4) 11.09 11.98 12.81 11.09 11.98 12.81 7.73 8.33 9.08 Triangle
PolyDeadLeaf (≤ 5) 10.38 11.02 11.94 10.38 11.02 11.94 7.33 7.83 8.62 Triangle
PolyDeadLeaf (≤ 6) 10.78 11.50 13.00 10.78 11.50 13.00 7.69 8.22 9.27 Triangle
PolyDeadLeaf (≤ 7) 9.58 11.81 13.78 9.58 11.81 13.78 6.89 8.42 9.61 Triangle
PolyDeadLeaf (≤ 8) 10.59 11.47 12.47 10.59 11.47 12.47 7.64 8.23 8.92 Triangle
PolyDeadLeaf (≤ 9) 11.00 11.62 13.12 11.00 11.62 13.12 7.78 8.31 9.39 Triangle
PolyDeadLeaf (≤ 10) 9.97 10.75 12.47 9.97 10.75 12.47 7.02 7.72 8.70 Triangle
PolyDeadLeaf (≤ 11) 9.97 11.30 12.34 9.97 11.30 12.34 6.98 8.05 8.64 Triangle
PolyVertical 11.61 13.05 14.09 18.94 21.56 23.91 13.81 15.64 16.78 4-Polygon
PolyVertical 8.98 9.67 10.42 14.52 15.61 16.98 11.34 12.31 13.20 5-Polygon
PolyVertical 8.50 9.41 11.16 13.17 14.81 17.55 10.89 12.14 14.30 6-Polygon
PolyVertical 8.25 9.16 10.02 12.88 14.31 15.75 10.61 11.83 13.03 7-Polygon
PolyVertical 8.48 9.33 10.66 13.22 14.55 16.59 11.02 12.05 13.72 8-Polygon
PolyVertical 8.36 9.22 10.05 13.11 14.33 15.58 10.98 11.92 12.86 9-Polygon
PolyVertical 8.39 9.06 10.55 13.25 14.14 16.53 10.98 11.77 13.83 10-Polygon
PolyVertical 8.31 9.03 9.91 12.92 14.08 15.44 10.80 11.73 12.91 11-Polygon

Table 8.8: Results for (1/8)-cutting of 1024 lines



Chapter 9

Taking a Walk in a Planar Arrangement

9.1 Introduction

Let Ŝ be a set of n x-monotone arcs in the plane, each pair of which intersect in at most t points.
Computing the whole (or parts of the) arrangement A(Ŝ), induced by the arcs of Ŝ, is one of the
fundamental problems in computational geometry, and has received a lot of attention in recent years
[SA95]. One of the basic techniques used for such constructions is based on randomized incremental
construction of the vertical decomposition of the arrangement (see Chapter 8 and [BY98]).

If we are interested in only computing parts of the arrangement (e.g., a single face or a zone), the
randomized incremental technique can still be used, but it requires non-trivial modifications [CEG+93,
BDS95]. Intuitively, the added complexity is caused by the need to “trim” parts of the plane as the
algorithm advances, so that it will not waste energy on regions which are no longer relevant. In fact,
this requirement implies that such an algorithm has to know in advance what are the regions we are
interested in at any stage during the randomized incremental construction.

A variation of this theme, with which the existing algorithms cannot cope efficiently, is the following
online scenario: We start from a point p = p(0) ∈ IR2, and we find the face f of A(Ŝ) that contains
p(0). Now the point p starts moving and traces a connected curve {p(t)}t≥0. As our walk continues,

we wish to keep track of the face of A(Ŝ) that contains the current point p(t). The collection of these
faces constitutes the zone of the curve p(t). However, the function p(t) is not assumed to be known in
advance, and it may change when we cross into a new face or abruptly change direction in the middle
of a face (see [BDH99] for an application where such a scenario arises). The only work we are aware of
that can deal with this problem efficiently is due to Overmars and van Leeuwen [OvL81], and it only
applies to the case of lines (and, with some simple modifications, to certain restricted cases involving
line segments as well).1 It can compute such a walk in (deterministic) O((n+m) log2 n) time, inside an
arrangement of n lines, where m is the number of intersections of the walk with the lines of Ŝ. This is
done by maintaining dynamically the intersection of half-planes that corresponds to the current face.

In this chapter, we propose a new randomized algorithm that computes the zone of the walk in a
general arrangement of arcs, as above, in O(λt+2(n+m) log n) expected time, where λt+2(n+m) is the
maximum length of a Davenport-Schinzel sequence of order t + 2 having n +m symbols [SA95]. The
new algorithm can be interpreted as a third “online” alternative to the algorithms of [CEG+93, BDS95].
The algorithm is rather simple and appears to be practical. As a matter of fact, we had implemented
and experimented with a variant of the algorithm [AHH+99].

1Very recently, an improvement has been given by Chan [Cha99a]; it can perform an update in O(log1+ε n) amortized
time, and answer queries (of the kind used in this application) in O(log n) time per query.
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As an application of the new algorithm, we present an algorithm for computing a level in an arrange-
ment of arcs. It computes a single level in O(λt+2(n+m) log n) expected time, wherem is the complexity
of the level. We also show how to adapt the main algorithm to obtain a point-location algorithm that
locates m points in an arrangement of n arcs, as above, in expected time O(λt+2(n + m + w) log n),
where w is the minimum number of intersections between a spanning tree connecting those query points
and the given arcs.

Both results improve by almost a logarithmic factor over the best previous result of [OvL81], for the
case of lines (and for certain cases involving line segments).2 For the case of general arcs, we are not
aware of any similarly efficient previous result.

The chapter is organized as follows. In Section 9.2 we describe the algorithm. In Section 9.3 we
analyze its performance. In Section 9.4 we mention a few applications of the algorithm, including the
construction of a single level, and multiple point-location. Concluding remarks are given in Section 9.5.

9.2 The Algorithm

In this section, we present the algorithm for performing an online walk inside a planar arrangement.

Randomized Incremental Construction of the Zone Using an Oracle. Given a set Ŝ of n
x-monotone arcs in the plane, so that any pair of arcs of Ŝ intersect at most t times (for some fixed
constant t), let A(Ŝ) denote the arrangement of Ŝ; namely, the partition of the plane into faces, edges,
and vertices as induced by the arcs of Ŝ (see [SA95] for details). We assume that Ŝ is in general position,
meaning that no three arcs of Ŝ have a common point, and that the x-coordinates of the intersections
and endpoints of the arcs of Ŝ are pairwise distinct. As in Chapter 8, the vertical decomposition of A(Ŝ),
denoted by AVD(Ŝ), is the partition of the plane into vertical pseudo-trapezoids, obtained by erecting
two vertical segments up and down from each vertex of A(Ŝ) (i.e., each point of intersection between
a pair of arcs and each endpoint of an arc), and by extending each of them until it either reaches an
arc of Ŝ, or otherwise all the way to infinity. See, e.g., [BY98, SA95] and Chapter 8 for more details
concerning vertical decompositions. To simplify (though slightly abuse) the notation, we refer to the
cells of AVD(Ŝ) as trapezoids.

We repeat some notations from Chapter 8: A selection R of Ŝ is an ordered sequence of distinct
elements of Ŝ. By a slight abuse of notation, we also denote by R the unordered set of its elements.
Let σ(Ŝ) denote the set of all selections of Ŝ. For a permutation S of Ŝ, let Si denote the subsequence
consisting of the first i elements of S, for i = 0, . . . , n.

Computing the decomposed arrangement AVD(Ŝ) can be done in a randomized incremental manner,
as described in Section 8.2. Let γ be the curve traced by the walk. For a selection R ∈ σ(Ŝ), let
Dγ(R) (resp. Zγ(R)) denote the district (resp. zone) of γ in A(R); these are, respectively, the set of
all trapezoids of AVD(R) and the set of all faces of A(R) that have a nonempty intersection with γ.
Let Aγ,VD(R) denote the set of all trapezoids in AVD(R) that cover Zγ(R). Our goal is to compute

Aγ,VD(Ŝ). (Alternatively, we may be interested only in computing the district Dγ(Ŝ) of γ.)

We assume for the moment that we are supplied with an oracle O(Si, γ,∆), that can decide in
constant time whether a given vertical trapezoid ∆ is inAγ,VD(Si). Equipped with this oracle, computing
Aγ,VD(S) is fairly easy, using a variant of the randomized incremental construction, outlined above. The
algorithm, called CompZoneWithOracle, is depicted in Figure 9.1. We present this algorithm at a

2Our results are also asymptotically faster and much simpler to implement than what is yielded by the recent results
of Chan [Cha99a, Cha99b].
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conceptual level only, because this is not the algorithm that we shall actually use. It is given to help us
to describe and analyze the actual online algorithm that we shall present later.

Note that the set of trapezoids Ci maintained by the algorithm in the i-th iteration is a superset of
Aγ,VD(Si). There might be trapezoids in Ci that are no longer in Zγ(Si) (typically these are trapezoids
that are separated from Zγ(Si) by an arc that does not cross their interior and is intersected after they
have been created). However, this implies that any such trapezoid will be eliminated the first time an
arc that crosses it will be handled, or, if no such arc exists, at the final clean-up step of the algorithm.
Moreover, the algorithm CompZoneWithOracle can be augmented to compute a history DAG (as in
[SA95]), whose nodes are the trapezoids created by the algorithm and where each trapezoid destroyed
during the execution of the algorithm points to the trapezoids that were created from it. Let HT γ(Si)
denote this structure after the i-th iteration of the algorithm. Note that the out-degree of each node of
HT γ is bounded by a constant that depends on t.

Definitions. A trapezoid created by the SplitGeom operation of CompZoneWithOracle is called a
transient trapezoid if it is later merged (in the same iteration) to form a larger trapezoid. A trapezoid
generated by CompZoneWithOracle is final if it is not transient. The rank rank(∆) of a trapezoid ∆ is the
maximum of the indices i, j of the arcs containing the bottom and top edges of ∆ in the permutation
S. We denote by D(∆) the defining set of a final trapezoid ∆; this is the minimal set D such that
∆ ∈ AVD(D). It is easy to verify that |D(∆)| ≤ 4. We can also define D(∆) for a transient trapezoid ∆,
to be the minimal set D such that ∆ can be transient during an incremental construction of AVD(D).
Here it is easy to verify that |D(∆)| ≤ 6. The index index(∆) of a trapezoid ∆ is the minimum i such
that D(∆) ⊆ Si. For a trapezoid ∆, we denote by cl(∆) the conflict list of ∆; that is, the set of arcs
of Ŝ that intersect ∆ in its interior. Let next(∆) denote the first element of cl(∆), according to the
ordering of S.

For a trapezoid ∆ generated by CompZoneWithOracle, which was not merged into a larger trapezoid,
we denote by father(∆) the trapezoid that ∆ was generated from. A vertical side of a trapezoid ∆ is
called a splitter. A splitter ν is transient if it is not incident to the intersection point (or endpoint)
that induced the vertical edge that contains ν (this means that the two trapezoids adjacent to ν are
transient, and will be merged into a larger final trapezoid). See Figure 9.2 for an illustration of some
of these definitions. It is easy to verify that a trapezoid ∆ is transient if and only if at least one of its
bounding splitters is transient. Thus, one can decide whether a trapezoid is transient, by inspecting its
splitters, in constant time.

The online algorithm constructs portions of HT γ(S) incrementally, as they are needed. This is done
by performing a sequence of point locations in the arrangement, where each such query constructs the
final trapezoid of AVD(Ŝ) that contains the query point, plus all ancestor trapezoids that lie on paths
of HT γ(S) from the root to that trapezoid. Informally, instead of building HT γ(S) layer-by-layer, as is
done by CompZoneWithOracle, the online algorithm constructs the DAG in an ‘orthogonal’ DFS manner.
The intuition behind the design and efficiency of the algorithm is that the expected number of nodes
in HT γ(S) is only O(λt+2(n+m)), whereas the overall expected running time of CompZoneWithOracle
is O(λt+2(n + m) log n) (this is the expected overall size of the conflict lists of the computed nodes,
which the algorithm needs to construct and manipulate). Both bounds are easy consequences of known
results, and will be discussed in Section 9.3.2. Thus, in our quest to usurp the oracle, we can afford to
pay an extra O(log n) time during the search for and construction of each node of HT γ(S). This indeed
will be the cost of a point-location query (ignoring the time required for constructing any new node
of HT γ(S) that the query has to pass through). Informally, the online algorithm performs essentially
the same operations as the preceding algorithm, except that it executes them in a different order, and,
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Algorithm CompZoneWithOracle(Ŝ, γ, O)
Input: A set Ŝ of n arcs, a curve γ, an oracle O
Output: Aγ,VD(Ŝ)

begin

Choose a random permutation S = 〈s1, s2, . . . , sn〉 of Ŝ.
C0 ←

{
IR2
}

for i from 1 to n do

Di ←
{
∆
∣∣∣∆ ∈ Ci−1, int∆ ∩ si 6= ∅

}
Temp← ∅
for each ∆ ∈ Di do

Temp← Temp ∪ SplitGeom(∆, si),
where SplitGeom(∆, s) is the operation of splitting a vertical
trapezoid∆ crossed by an arc s into a constant number of
vertical trapezoids, as in [BCKO08] and Chapter 8, such that the
new trapezoids cover ∆, and they do not intersect s in their interior.

end for

Merge all the adjacent trapezoids of Temp that have the same top
and bottom arcs. Let Temp1 be the resulting set of trapezoids.

Let Temp2 be the set of all trapezoids of Temp1 that are in Aγ,VD(Si).
Compute this set using |Temp1| calls to O.

Ci ← (Ci−1 \ Di) ∪ Temp2
end for

Remove from Cn all trapezoids not belonging to Aγ,VD(Ŝ), by checking
with O each trapezoid of Cn.

return Cn
end CompZoneWithOracle

Figure 9.1: A randomized incremental algorithm for constructing the zone of a walk in an arrangement
of arcs, using an oracle
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Figure 9.2: Illustration of the definitions: ν is a transient splitter, and thus τ, τ ′ are both transient. We
have rank(τ) = index(τ) = 4, rank(∆) = 3, and index(∆) = 5, where S = 〈l1, l2, l3, l4, l5〉.

in addition, it may revisit again and again portions of the DAG that have already been constructed
as it searches down the DAG while performing point locations. However, since this extra cost is only
logarithmic, it does not increase the asymptotic complexity of the algorithm.

An Online Algorithm for Constructing the Zone. Let us assume that the random permutation
S of Ŝ has been fixed in advance. Note that S predetermines HT γ = HT γ(S). The key observation in
the online algorithm is that in order to construct a specific leaf of HT γ(S) we do not have to maintain
the entire DAG, and it suffices to compute only the parts of the DAG that lie on paths connecting the
leaf with the root of HT γ (there might be several such paths, since our structure is a DAG, and not a
tree).

To facilitate this computation, we maintain a partial history DAG, denoted by T . The nodes of T are
of two types: (i) final nodes: those are nodes whose corresponding trapezoids appear in HT γ = HT γ(S),
and (ii) transient nodes: these are some of the leaves of T , whose corresponding trapezoids are transient.
A transient node can be easily detected since its trapezoid is transient. A final node is simply a node
which is not transient. In particular, all the internal nodes of T are copies of identical nodes of HT γ

(whose corresponding trapezoids are final), while some of the leaves of T might be transient. Intuitively,
T stores the portion of HT γ that we have computed explicitly so far. The transient leaves of T delimit
portions of HT γ that have not been expanded yet. Inside each node of T , we also maintain the conflict
list of the corresponding trapezoid ∆ and its first element next(∆).

Suppose we wish to compute a leaf of HT γ that contains a given point p. We denote this operation
by PointLocate(p). We first locate the leaf of T that contains p. This is done by traversing a path in T ,
starting from the root of T , and going downward in each step into the child of the current trapezoid that
contains p (each such step requires O(1) time, because, as already noted, the out-degree of any node of
HT γ, and thus of T , is bounded by a constant that depends on t). (A technical issue that we face is that
usually p lies on some trapezoid boundary, so we need additional local information to determine which
child to descend to at each of the above steps — see below for more details) At the end we either reach
a final leaf (with an empty conflict list) which is the required leaf of HT γ, or we encounter a leaf v of
T . In the latter case, we need to expand T further below v. If v represents a transient trapezoid, then
the first step is to replace v by the corresponding node v∗ of HT γ, obtained by merging the transient
trapezoid of v with adjacent transient trapezoids, with identical top and bottom arcs, to form the final
trapezoid associated with v∗. If v is a final node we expand it by splitting it with the first arc that
crosses its trapezoid, using steps (iv) and (v) below.

Assume for the moment that we are supplied (for the case where v is transient) with a method (to
be described shortly) to generate all those adjacent transient trapezoids, whose union forms the final
trapezoid that is stored at v∗ in HT γ. Then we do the following: (i) Merge all those transient trapezoids
into a new (final) trapezoid ∆; (ii) Compute the conflict list cl(∆) from the conflict lists of the transient
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trapezoids; (iii) Compute the first element s∆ = next(∆) in cl(∆) according to the permutation S; (iv)
Compute all the transient or final trapezoids generated from ∆ by splitting it by s∆ (this generates
O(1) new trapezoids); and (v) Extract from cl(∆) the conflict list cl(∆′) of each new trapezoid ∆′, and
compute next(∆′) as well.

Overall, this requires O(k + l) time, where k is the number of transient trapezoids that are merged,
and l is the total length of the conflict lists of these transient trapezoids. This is trivial to show for steps
(i), (iii), (iv) and (v). To perform in step (ii) the merging of the conflict lists in linear time, one may use
a global bit-vector structure. Namely, we initialize before the execution of the algorithm a bit-vector b
of size n to be everywhere zero. To merge several conflict lists L1, . . . , Lk, we scan each list in turn, and
for each of its elements sj, we first test whether bj = 0; if so, we add sj to the output conflict list, and
change bj to 1. After creating the output conflict list in this manner, we scan the output list, turning
off all the bits that got turned on.

In this manner, we have upgraded a transient leaf v of T into a final node v∗. We denote this
operation by Expand(v). We can now continue going down in T , passing to the child of ∆ that contains
p and repeating recursively the above procedure at that child, until constructing and reaching the desired
leaf of HT γ that contains p (namely, until we reach a node that is final and had empty conflict list).

To complete the presentation of this point location mechanism, we describe Expand(v), the procedure
that computes the ‘sibling’ transient trapezoids that are adjacent to the transient trapezoid of v.

Let τ be the transient trapezoid. Then either the top arc or the bottom arc of τ are the cause
of the splitting that generated τ . In particular, next(τf ) is either the top or bottom arc of τ , where
τf = father(τ) denotes the trapezoid that τ was generated (split) from. This also implies that rank(τ) =
index(τ). Since τ is transient, one of the splitters of τ must be transient. Let ν denote such a transient
splitter, and let us assume that ν is the right edge of τ . Note also that τf must be a final trapezoid, so
in particular ν was generated from a final splitter (by the insertion of an arc that separated ν from the
vertex that induced the bigger final splitter).

We compute the transient trapezoid τ ′ that lies to the right of τ and has the same top and bottom
arcs, by taking the midpoint p of ν, and by performing a point-location query of p in T using (recursively)
the same mechanism described above. During this point-location process, we always go down into the
trapezoid ∆ that contains p in its interior or on its left edge; see below for details. We stop as soon as we
encounter a transient trapezoid τ ′ that has a left edge identical to ν. This happens when τ and τ ′ have
the same top and bottom edges; namely, we stop when rank(τ) = rank(τ ′). (Intuitively, if the trapezoid
τ ′ has rank smaller than rank(τ), then either it fully contains ν in its interior, or its left edge is longer
than (and contains) ν; the first time when both τ and τ ′ have the same connecting edge is when their
top and bottom edges are identical, namely, when rank(τ) = rank(τ ′).) See below for more details in the
proof of correctness of the algorithm. We continue this process of collecting adjacent transient trapezoids
using point-location queries on midpoints of transient splitters, until the two extreme splitters (the left
splitter of the leftmost trapezoid in the sequence and the right splitter of the rightmost trapezoid) are
non-transient. We take the union of those trapezoids to be the new expanded trapezoid. See Figure 9.2
for a scenario where such a merging occurs. A more detailed illustration is given in Appendix 9.B below.

Of course, during this point-location process, we might be forced into going into parts of HT γ that
are rather remote from the point p. In such a case, we will compute those parts in an online manner,
by performing PointLocate and Expand calls on the relevant trapezoids that we encounter while going
down T . Thus, the point-location process is recursive, and might be quite substantial. Nevertheless, as
will be argued below, the overall cost of the PointLocate and Expand operations is not excessive, so
these operations are efficient in an amortized sense.

Let γ be the curve of the online walk whose zone we wish to compute. We consider γ to be a directed
curve, supplied to us by the user through a function EscapePointγ. The function EscapePointγ(p,∆)
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receives as input a point p ∈ γ, and a trapezoid ∆ that contains p, and outputs the next intersection
point of γ with ∂∆ following p. If γ ends before we reach ∂∆, the function returns nil. We assume
(although this is not crucial for the algorithm) that γ does not intersect itself.

Let GS denote the adjacency graph of AVD(Ŝ). This is a graph having a vertex for each trapezoid
in AVD(Ŝ), such that an edge connects two vertices if their corresponding trapezoids share a common
vertical side. Under general position assumptions, each vertex in GS has degree at most 4. It is easy
to verify that a connected component of GS corresponds to a face of A(Ŝ). Given a final leaf-trapezoid
∆, we can compute the face of A(Ŝ) that contains ∆ by performing a DFS in GS. This is done by
performing point-location queries on appropriate points on the splitters of ∆, in a manner similar to
that used in the Expand operation. This yields all the neighbors of ∆ in GS, and we continue in this
manner until the entire connected component of GS containing ∆ is constructed.

Thus, given a walk γ, we can compute its zone by the algorithm CompZoneOnline depicted in
Figure 9.3. See Appendix 9.A for the pseudo-code of the main subroutines used by CompZoneOnline,
and Appendix 9.B for an illustration of the execution of CompZoneOnline.

As will be shown in Section 9.3.1, by the time the algorithm terminates, the final parts of T are
contained in HT γ. (A proper inclusion might arise; see Remark 9.3.13.) In analyzing the performance of
the algorithm, we first bound the overall expected time required to compute HT γ, which can be done by
bounding the expected running time of CompZoneWithOracle (in an appropriate model of computation).
Next, we will bound the additional time spent by the algorithm in traversing between adjacent trapezoids
(i.e., the additional time spent in performing the point-location queries).

Remark 9.2.1 By skipping the expansion of the face that contains the current point p in
CompZoneOnline, we get a more efficient algorithm that only computes the district D of the walk, that
is, the collection of trapezoids in AVD(Ŝ) that γ crosses. There are cases where this will be sufficient;
see Section 9.4 (e.g., in the adaptation of the algorithm for computing a level in an arrangement).

9.3 Analysis of CompZoneOnline

9.3.1 Correctness

In this subsection, we establish the correctness of CompZoneOnline. Before starting, we note that the
correctness of CompZoneWithOracle is easier to establish, and follows routinely from standard consid-
erations. We therefore omit any further details concerning this issue.

The main technical issues that arise in the proof of correctness have to do with the potentially complex
patterns of exploring the DAG T that can arise during the recursive execution of the PointLocate and
Expand routines. The first main step in the proof is to show that the Expand routine always terminates
properly, with a transient trapezoid that is compatible with the input one. Once this is shown, the rest
of the proof is a routine, though somewhat involved, task, which employs induction on the structure of
T and on the sequence of steps executed by the algorithm.

Lemma 9.3.1 During the execution of CompZoneOnline, the union of trapezoids of the leaves of T form
a pairwise disjoint covering of the plane by vertical trapezoids.

Proof: By induction on the steps of CompZoneOnline, noting that this is true initially, and that each
step that modifies T either merges leaf trapezoids into a larger leaf trapezoid or splits a leaf trapezoid
into subtrapezoids.
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Algorithm CompZoneOnline(Ŝ, p, EscapePointγ)

Input: A set Ŝ of n arcs, a starting point p of the walk,
and a function EscapePointγ that represents the walk

Output: The decomposed zone Aγ,VD(Ŝ) of γ in A(Ŝ)
begin

Choose a random permutation S = 〈s1, s2, . . . , sn〉 of Ŝ.
T ←

{
(IR2, S)

}
- a partial history DAG with a root corresponding to

the whole plane; the conflict list of the root is the whole S.
v ← PointLocate(p, ·),

where PointLocate(p, ·) is the leaf of HT γ whose associated trapezoid
contains p. (The procedure has an additional flag parameter
that we ignore here; it is used in cases where p lies on trapezoid
boundaries; see Appendix 9.A and below.)

/* All the paths in HT γ from v to the root now exist in T . */
D ← {∆v} (∆v is the trapezoid stored at v.)
while ( p 6= nil ) do

p← EscapePointγ(p,∆v)
w ← PointLocate(p,+),

where (p,+) denotes a point p+ on γ just past p, and w is the next leaf
of HT γ, such that p+ ∈ ∆w. This is done by performing a point-location
query in T , as described in the text, and expanding T accordingly.

v ← w
D ← D ∪ {∆v}

end while

if only the district of γ needs to be computed then

return D (the district of γ in AVD(Ŝ))
Z ← ∅
for each ∆ ∈ D

Compute the face F of ∆v in Aγ,VD(S) (if it had not yet been computed).
Z ← Z ∪ F

end for

return Z.
end CompZoneOnline

Figure 9.3: Algorithm for constructing the zone of a walk in an arrangement of arcs in an online
manner. See Appendix 9.A for the pseudo-code of the main subroutines used by CompZoneOnline, and
Appendix 9.B for an illustration of the execution of CompZoneOnline.
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Corollary 9.3.2 Each conflict list, as computed for a (transient or final) trapezoid ∆ by the procedure
CompZoneOnline, is the list of all arcs of S that cross (the interior of) ∆.

Proof: By induction on the steps of CompZoneOnline. Observe that the region(s) that ∆ was generated
from cover ∆, and thus the union of their conflict lists must contain, by the induction hypothesis, the
correct conflict list of ∆, which is thus correctly constructed by the appropriate Expand or PointLocate
step.

Corollary 9.3.3 For a trapezoid ∆ created by CompZoneOnline, all the arcs of D(∆) appear in S before
all the arcs of cl(∆).

Consider an Expand operation that is triggered by point location at the midpoint p of a transient
splitter ν that bounds a transient trapezoid τ , where τ has already been generated in T and we wish to
find the transient trapezoid τ ′ that shares ν with τ as a common splitter. (It is easily verified that τ ′

uniquely defined, given the permutation S.) Let i denote the rank of τ . As noted, i is also the index of
τ . Clearly si must be either the top or the bottom arc of τ . Assume, without loss of generality, that ν
is the right splitter of τ and that si is the top edge of τ . Let sj be the bottom arc of τ , with j < i.

Lemma 9.3.4 During the execution of this Expand step, ignoring recursive calls, all the trapezoids
that are either visited or generated fully contain ν either in their interior or within their left edge.
Consequently, for any such trapezoid, except for the last one, either its conflict list contains si and sj, or
it contains si and sj is the bottom arc of the trapezoid. Moreover, if this sequence of trapezoids includes
a trapezoid that does contain ν on its left edge then all subsequent trapezoids in the sequence have this
property.

Proof: This is shown by induction on the sequence of steps of this (nonrecursive portion of the) execution
of Expand. For this proof, we assume that during this execution, any recursive call to Expand terminates
correctly, with a transient trapezoid that is adjacent to the trapezoid that initiated the recursive call
and has the same top and bottom arcs. If this is not the case, we assume that the algorithm aborts at
that point, and from that point on there is nothing to prove. (We thus modify the algorithm for the
purpose of the proof, but a subsequent argument (in Lemma 9.3.5 below) will show that the algorithm
never aborts.)

The first node that the Expand procedure visits is the root of T , and the claims clearly hold in this
case. Assume they hold for all trapezoids up to and including a trapezoid ∆. Suppose first that ∆ is
final, and let sk = next(∆). By induction hypothesis, the conflict list of ∆ contains si, so we must have
k ≤ i. Then Corollary 9.3.3 implies that sk does not cross the relative interior of ν. This implies that
the subtrapezoid ∆′ of ∆ that is split from it by sk and contains (a point slightly to the right of) the
midpoint of ν must fully contain ν in its closure. If ∆ contained ν on its left side then clearly this also
holds for ∆′.

If ∆ is transient then there are two subcases: If the top and bottom edges of ∆ are, respectively,
si and sj, then the Expand procedure terminates and returns ∆; the claims clearly hold in this case.
Otherwise, the Expand procedure executes a recursive call with the midpoint of some (transient) splitter
of ∆. As argued above, we may assume that this recursive call returns a transient trapezoid compatible
with ∆, in the above sense. We repeat this step, if needed, until we obtain a sequence of compatible
transient trapezoids, including ∆, which cannot be expanded any further. We then merge all these
trapezoids into a trapezoid ∆′, which clearly must be final. It is obvious, by construction, that ∆′

satisfies the first assertion of the lemma.
To prove the second assertion (for transient trapezoids), assume that ∆ contains ν on its left edge ν0.

It suffices to show that ν0 is not transient (which will imply that ∆ is not merged with other trapezoids
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on its left, so that this left splitter will be contained in ν0), so assume to the contrary that it is transient.
As already noted, a transient splitter like ν0 is generated when we insert an arc s` that delimits ν0 and
separates it from the vertex w that induced it. Once this occurs, ν0 will trigger a call to Expand which,
if properly terminated, will erase ν0 as it merges ∆ with adjacent transient trapezoids. As argued above,
we have ` < i (because si ∈ cl(∆)).

The same argument also implies that the trapezoid τf from which τ has been split (by the insertion
of si) has a non-transient right splitter ν∗ that contains ν and extends all the way to the vertex w. Thus,
by Corollary 9.3.2, the conflict list of τf contains s`, so next(τf ) cannot be si, contrary to assumption.

This induction step completes the proof of the lemma.
As a consequence, it is easily verified by induction that, during the execution of this Expand step,

including all recursive calls, no arc sk with k > i is processed.
We now show that each call to Expand terminates correctly.

Lemma 9.3.5 Each point-location query at the midpoint of a transient splitter generates a “compatible”
transient trapezoid; that is, a transient trapezoid adjacent to the current transient trapezoid, that has the
same top and bottom arcs.

Proof: Suppose the lemma is false, and consider the first call where this happens, where we order the
calls in the order of returns from Expand (i.e. in postorder on the recursion forest). Let ∆ be the
transient trapezoid that initiated this call, and assume, without loss of generality, that the call started
at the right splitter ν of ∆, and that the top and bottom edges of ∆ are, respectively, si and sj, with
i > j. Arguing as in the proof of Lemma 9.3.4, we have that during the execution of the nonrecursive
portion of this call, the procedure visits or generates a sequence Σ of trapezoids, each of which contains
ν, and, by the induction hypothesis, all recursive calls that it executes terminate properly.

Let sk, s`, with k < `, be the two arcs that intersect at the vertex w that induced a splitter that
contains ν (the case where w is an endpoint of an ark sk is handled similarly). Clearly, we must have
k < ` < i. Moreover, w must lie above ν, or else the insertion of sj would have disconnected ν from
w; since si has not yet been inserted at that stage, it easily follows that ν could not have been formed
at all. It is easily seen that any trapezoid τ ∈ Σ that contains ν in its interior must either contain
sk and s` in its conflict list or be bounded by sk and contain s` in its conflict list. Hence, as can be
easily verified, sk and s` will eventually be processed in splitting operations during this execution, and
will consequently generate trapezoids in Σ that contain ν on their left edge. Moreover, either si and
sj appear in the conflict list of any such trapezoid, or si appears in the conflict list and sj bounds the
trapezoid on the bottom. Eventually, si will thus be inserted, and then the resulting trapezoid will be
compatible with ∆ and the procedure will terminate correctly, contrary to assumption.

Lemma 9.3.6 For any final trapezoid ∆ created by the Expand procedure, during the execution of
CompZoneOnline, ∆ is a trapezoid of AVD(Si), where i = index(∆).

Proof: By induction on the depth of the nodes in T , where the depth of a node is defined to be the
length of the longest path from the root of T to this node.

The only node of depth 0 is the root of T , which is being computed during the initialization of the
algorithm, and is also the only trapezoid in AVD(S0).

Assume that the induction hypothesis holds for all trapezoids of depth < k, and let ∆ be a final
trapezoid of depth k in T . There are two cases to consider: (a) ∆ has been generated by splitting a final
trapezoid τ by inserting some arc si. (b) ∆ has been obtained by merging several transient trapezoids.

In case (a), by induction hypothesis, τ is a trapezoid of AVD(Sj), where j = index(τ). By Corol-
lary 9.3.2, the conflict list of τ is computed correctly, so no arc s`, with j < ` < i, crosses τ . Hence τ is
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also a trapezoid of AVD(Si−1), and, by construction, any final trapezoid obtained by splitting τ with si
is a trapezoid of AVD(Si). Since i = index(∆), this completes the induction step in this case.

In case (b), let τ1, . . . , τm be the transient trapezoids whose merging forms ∆. By construction, all of
them have the same top arc, say si, and the same bottom arc, say sj. Suppose, without loss of generality,
that i > j. Since these trapezoids are transient, we have, as argued above, index(τ`) = rank(τ`) = i
for each ` = 1, . . . ,m. In particular, this also holds for the leftmost and rightmost trapezoids in this
sequence, which is easily seen to imply that all the arcs in D(∆) belong to Si. Finally, since the conflict
lists of the τ`’s are computed correctly, and the conflict list of ∆ is the union of these lists, it follows
that no arc in that list belongs to Si. In other words, ∆ is a final trapezoid defined by arcs of Si and no
arc of Si crosses its interior. This readily implies that ∆ is a trapezoid of AVD(Si), and this completes
the induction step in this case, and thus completes the proof of the lemma.

Lemma 9.3.7 All the (final) non-leaf nodes computed by CompZoneOnline appear in HT γ.

Proof: What we really need to show is that each non-leaf trapezoid ∆ in T belongs to Aγ,VD(Si−1),
where si is the arc that has split ∆, thus making it a non-leaf. Indeed, any such trapezoid belongs to
HT γ, by construction and by correctness of CompZoneWithOracle.

The proof proceeds by induction on the sequence of trapezoid-splitting steps taken by CompZoneOnline.
That is, a final non-leaf trapezoid ∆ will be considered when it is split by an arc (thus becoming a non-
leaf). The claim clearly holds initially for the whole plane, stored at the root of T (and of HT γ). Let ∆
be a non-leaf final trapezoid generated in T and then split by an arc si by CompZoneOnline, and suppose
that all previously-split non-leaf trapezoids in T appear in HT γ. The trapezoid ∆ has been split as part
of a point-location query with some point p. Suppose first that p ∈ γ or p lies on a splitter of a final
trapezoid of AVD(Ŝ) (the later case occurs when we expand the district of γ into its zone). Since ∆ is
split at that point, it follows by construction that p ∈ ∆ and therefore ∆ belongs to Aγ,VD(Si−1).

Otherwise, p is the midpoint of some transient splitter ν, and the point location of p is part of some
Expand operation. Again, p (and in fact the whole segment ν) belongs to ∆. Let τ be the transient
trapezoid bounded by ν that has triggered that Expand operation, and let τ0 be the first transient
trapezoid (in the execution order of CompZoneOnline) in the sequence of compatible trapezoids that
includes τ . let τf be the father of τ0, which is a final (non-leaf) trapezoid from which τ0 has been split
by an arc sj. By induction hypothesis, τf belongs to Aγ,VD(Sj−1). Hence τ0 is fully contained (as a
set) in the zone of γ in A(Sj−1). By the preceding analysis, we know that (a) sj is the top or bottom
arc of τ0 and of τ , and (b) during the whole Expand operation that started at τ0 no arc beyond sj is
inserted. It follows that p belongs to the zone of γ in A(Sj−1), and that si, the arc that has split ∆,
must satisfy i ≤ j. Hence ∆ belongs to the zone of γ in A(Si−1), which establishes the induction step
and thus completes the proof of the lemma.

Lemma 9.3.8 All the trapezoids of Aγ,VD(Ŝ) are computed by CompZoneOnline.

Proof: Consider first the sequence of trapezoids of AVD(Ŝ) that constitute the district of γ in the full
arrangement, in the order in which they are traversed by γ. The proof first proceeds by induction on
this sequence, arguing that each of these trapezoids is produced by CompZoneOnline. As implied by
the preceding analysis, each point-location query with a point p returns the trapezoid of AVD(Ŝ) that
contains p. Hence, if the k-th trapezoid in the above sequence has been generated, the EscapePointγ
function produces a point that lies in the next trapezoid, which will therefore also be produced by
CompZoneOnline. A similar argument holds for the subsequent stage of the algorithm that expands the
district of γ into its zone.
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9.3.2 Running Time

In this subsection, we first analyze the performance of CompZoneWithOracle, and then use this analysis
to bound the expected running time of CompZoneOnline. We assume that CompZoneWithOracle main-
tains for each trapezoid ∆ its conflict list cl(∆) that stores the set of arcs that cross it. We also assume
that each conflict list cl(∆) stores its minimal element next(∆) in the ordering of S, and that each yet
uninserted arc s maintains a list of all current trapezoids ∆ for which next(∆) = s. Then it is easy to
see that the running time of the algorithm is proportional to the overall size of all the conflict lists that
it generates. We also assume that a call to the Oracle O takes O(1) time.

Lemma 9.3.9 The algorithm CompZoneWithOracle computes the zone of γ in AVD(Ŝ) in
O (λt+2(n+m) log n) expected time, and the expected number of trapezoids that it generates is O (λt+2(n+m)).

Proof: The proof is a straightforward adaptation of the proof of [CEG+93].3 Specifically, we first make
m cuts at the points where γ crosses the arcs of Ŝ, thereby obtaining a collection of m+ n subarcs, so
that Zγ(Ŝ) becomes a single face in the new arrangement. We now insert the original arcs of Ŝ one by
one in the random order S. It is easily checked that the expected number of subarcs of the r random
arcs have been inserted is O

(
r + m

n
r
)
. Plugging this into the analysis in [CEG+93] and omitting the

further easy details, the bounds follow easily.

Lemma 9.3.10 The expected number of transient trapezoids generated by CompZoneOnline is O(λt+2(n+
m)), and the expected total size of their conflict lists is O(λt+2(n+m) log n).

Proof: Each final trapezoid generated by CompZoneOnline might be split into O(1) transient trapezoids.
Each final (non-leaf) trapezoid computed by CompZoneOnline is also computed by CompZoneWithOracle,
as follows from Lemma 9.3.7. By Lemma 9.3.9, the expected number of such trapezoids is O(λt+2(n+m)).

The second part of the lemma follows by a similar argument.

Definition 9.3.11 A curve γ is locally x-monotone in A(Ŝ), if it can be decomposed inside each face
of A(Ŝ) into a constant number of x-monotone curves.

Theorem 9.3.12 The algorithm CompZoneOnline computes the zone of γ in A(Ŝ) in O (λt+2(n+m) log n)
expected time, provided that γ is a locally x-monotone curve in A(Ŝ).

Proof: The time spent by CompZoneOnline is bounded by the time required to construct the history
DAG, by the time spent in maintaining the conflict lists of the trapezoids, and by the time spent on
performing point-location queries, as we move from one trapezoid to another in Aγ,VD(S).

By Lemma 9.3.9 and Lemma 9.3.10, the expected time spent on maintaining the conflict lists of the
trapezoids computed by the algorithm is O(λt+2(n +m) log n), since the total time spent on handling
the conflict lists is proportional to their total length. By Lemma 9.3.10, the expected total size of those
conflict lists is O(λt+2(n+m) log n).

Moreover, the depth of the history DAG constructed by the algorithm is O(log n) with a probability
polynomially close to 1 [Mul94]. Thus, the expected time spent directly on performing a single point-
location query (that is, the number of trapezoids that contain the query point and are visited or generated
during this point location step) is O(log n). The curve γ is locally x-monotone, which implies that it
intersects each splitter of any trapezoid of any Aγ,VD(Ŝ) at most O(1) times. Thus, the expected number

3The algorithm of [CEG+93] has some additional overhead that is not required in CompZoneWithOracle
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of point-location queries performed by the algorithm is proportional to the expected number of transient
and final trapezoids created, plus O(m). By Lemma 9.3.10, we have that the expected running time is

O
(
λt+2(n+m) log n+ (λt+2(n+m) +m) log n

)
= O (λt+2(n+m) log n) .

Remark 9.3.13 Note that CompZoneWithOracle computes the zone of γ in AVD(Si), for each i =
1, . . . , n. As a consequence, it might compute a trapezoid ∆ ∈ Aγ,VD(Si) that does not intersect the
zone of γ in Aγ,VD(S). In particular, such a trapezoid ∆ will not be computed by CompZoneOnline.
This is a slackness in our analysis that we currently do not know whether it can be exploited to further
improve the analysis of the algorithm (we suspect that it cannot improve the above asymptotic bound
on the running time).

Remark 9.3.14 The only classical result of this type that we are aware of, is due to Overmars and van
Leeuwen [OvL81]. It maintains dynamically the intersection of n halfplanes in (deterministic) O(log2 n)
time for each insertion or deletion operation. This procedure can be used to perform walks inside line
arrangements in (deterministic) O((n +m) log2 n) time, where m is the number of intersections of the
walk with the lines. Our algorithm is somewhat simpler and is faster than the algorithm of [OvL81] by
nearly a logarithmic factor, and, most importantly, applies to more general arrangements.4

The technique of [OvL81] can also be used to perform x-monotone online walks in arrangement of
segments. We simply regard each segment as the full line that contains it, but make it active only when
the walk passes vertically above or below the segment. This means that, in addition to the usual updates
that the algorithm performs, we also insert (resp. delete) segments when the walk becomes co-vertical
with their left (resp. right) endpoint. (If the walk is not x-monotone, this may slow down the algorithm
considerably.)

As for general arcs (or non-monotone walks in arrangements of segments), we are not aware of any
result of this type in the literature. Of course, if the curve γ is known in advance (and is simple, in the
sense that one can compute quickly its intersections with any arc of Ŝ), we can compute the single face
containing γ in an appropriately modified arrangement (as in the proof of the general planar Zone Theo-
rem [SA95, Theorem 5.11]; see also the proof of Lemma 9.3.9 using the algorithms of [BDS95, CEG+93].
These algorithms (especially the first one) are slightly simpler than the algorithm of Theorem 9.3.12,
although they have the same expected performance. However, these algorithms are useless for online
walks, and they are probably slower than our algorithm in practice, as they either maintain additional
complicated data-structures [CEG+93], or perform additional redundant computation of regions that lie
outside the zone of γ [BDS95].

Recently, several algorithms for performing online walks were implemented [AHH+99], including a
variant of the algorithm presented here, which exhibited satisfactory performance in practice.

9.4 Applications

In this section we present several applications of the algorithm CompZoneOnline.

4Very recently, Chan [Cha99a] improved the result of [OvL81], providing a data structure for maintaining intersection
of halfplanes in O(log1+ε n) amortized time for each update. His data structure is considerably more complicated than
ours and than that of Overmars and van Leeuwen, and currently seems to be only of theoretical significance. Moreover,
our algorithm is still faster than Chan’s (by a factor of O(logε n)).
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Figure 9.4: The first level in an arrangement of segments (the vertical edges show the jump discontinuities
of the level, but are not part of the level).

9.4.1 Computing a Level in an Arrangement of Arcs

In this subsection we show how to modify the algorithm of the previous section to compute a level in
an arrangement of x-monotone arcs. See also Section 8.3 for a discussion of levels in line arrangements.

Definition 9.4.1 Let Ŝ be, as above, a set of n x-monotone arcs in the plane, any pair of which intersect
at most t times (for some fixed constant t). We also assume, as above, that Ŝ is in general position.
The level of a point in the plane is the number of arcs of Ŝ lying strictly below it. Consider the closure
El of the set of all points on the arcs of Ŝ having level l (for 0 ≤ l < n). El is an x-monotone (not
necessarily connected) curve (which is polygonal in the case of lines or segments), which is called the
level l of the arrangement A(Ŝ). At x-coordinates where a vertical line intersects less than l+ 1 arcs of
S, we consider El to be undefined.

Levels are a fundamental structure in computational and combinatorial geometry, and have been
subject to intensive research in recent years (see [AACS98, Dey98, TT97, TT98]). Tight bounds on the
complexity of a single level, even for arrangements of lines, proved to be surprisingly hard to obtain.
Currently, the best known upper bound for the case of lines is O(n(l + 1)1/3) [Dey98], while the lower
bound is Ω(n log (l + 1)) [Ede87].5 See also [AACS98, TT98] for weaker upper bounds for other classes
of arcs.

First, note that if Ŝ is a set of lines, then, once we know the leftmost ray that belongs to El, the level
l is locally defined: as we move from left to right along El, each time we encounter an intersection point
(a vertex of A(Ŝ)) we have to change the line that we traverse. (This is also depicted in Figure 9.4.) In
particular, we can compute the level El in O(λ3(n+ |El|) log n) time, using CompZoneOnline. The same
procedure can be used to compute a level in an arrangement of more general arcs. The only non-local
behavior we have to watch for are jump discontinuities of the level caused when an endpoint of an arc
appears below the current level, or when the current level reaches an endpoint of an arc (see Figure 9.4).
See below for details concerning the handling of those jumps.

In the following, let 0 ≤ l < n be a prescribed parameter. Let El denote the level l in the arrangement

A(Ŝ).
The following adaptation of CompZoneOnline to our setting is rather straightforward, but we include

it for the sake of completeness. We sort the endpoints of the arcs of Ŝ by their x-coordinates. Each
time our walk reaches the x-coordinate of the next endpoint, we update El by jumping up or down to
the next arc, if needed. This additional work requires O(n log n) time.

If the level reaches the x-coordinate x0 of a right endpoint of an arc, past which there are fewer
than l + 1 arcs intersecting a vertical line, then the level lies on the highest arc just to the left of x0
and it ceases to be defined just to the right of x0. In this case, our walk climbs to the line y = +∞

5Recently, a slightly larger lower bound has been announced by G. Tóth [Tót01].
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and moves along the line (effectively tracing a sequence of topmost trapezoids of A(Ŝ)) until it reaches
the x-coordinate of a left endpoint of an arc, following which we might have again l + 1 arcs crossing
a vertical line. If so the walk then descends on the topmost arc and continues to trace the level l. For
simplicity, we continue the discussion of the algorithm assuming that El is everywhere defined.

During the walk, we maintain the invariant that the top edge of the current trapezoid is part of El.
To compute the first trapezoid in the walk, we compute the intersection of level l with the y-axis (this
can be done by sorting the arcs according to their intersections with the y-axis). Let p0 be this starting
point. We perform a point-location query with p0 in our virtual history DAG to compute the starting
trapezoid ∆0 (containing p0 on its top arc).

Now, by walking to the right of ∆0 we can compute the part of El lying to the right of the y-axis.
Let ∆ be the current trapezoid maintained by the algorithm, such that its top edge is a part of El. Let
p(∆) denote the top right vertex of ∆. By performing point-location queries in our partial history DAG
T , we can compute all the trapezoids of AVD(Ŝ) that contain p(∆) (by our general position assumption,
the number of such trapezoids is at most 6; this number materializes when p(∆) lies in the intersection
of two arcs). By inspecting this set of trapezoids, one can decide where El continues to the right of ∆,
and determine the next trapezoid having El as its roof. The algorithm sets ∆ to be this trapezoid.

If the algorithm reaches an x-coordinate of an endpoint of an arc, we have to update El by jumping
up (if this is the right endpoint of an arc and it lies on or below the level) or down (if it is a left endpoint
and lies below the level); namely, we set ∆ to be the trapezoid lying above (or below) the current ∆.

The algorithm continues in this manner, until reaching the rightmost edge of El. The algorithm then
performs a symmetric walk to the left of the y-axis to compute the other portion of the level.

Let CompLevel denote this modified algorithm. We summarize our result:

Theorem 9.4.2 The algorithm CompLevel computes the level l in A(Ŝ) in
O (λt+2(n+ |El|) log n) expected time.

Remark 9.4.3 Since CompLevel is online, we can use it to compute the first m′ edges or vertices of El,
in expected O(λt+2(n+m′) log n) time.

Remark 9.4.4 A straightforward extension of CompLevel allows us to compute any connected path
within the union of Ŝ (i.e., we restrict our “walk” to the arcs of Ŝ) in an on-line manner, in randomized
expected time O (λt+2(m+ n) log n), where m is the number of vertices of the path. As above, the
extended version can also handle vertical jumps between adjacent arcs during the walk.

Remark 9.4.5 For the case of lines, one can use the algorithm of [OvL81] to construct a level El in
O(n log n + |El| log2 n) deterministic time, as described, e.g., in [EW86]. The same technique, with a
simple modification, also works for the case of line segments, with the same complexity bounds. Our
algorithm is faster in these cases by nearly a logarithmic factor.

As already mentioned, very recently, Chan [Cha99a] presented a faster algorithm for the dynamic
maintenance of the intersection of halfplanes, requiring O(log1+ε n) amortized time for each operation.
Thus, one can compute the level l in O(n log n + |El| log1+ε n) deterministic time. Chan [Cha99b] also
showed that by using the algorithm of [ABMS98] one can compute the level l in O(n+ |El|α(n)2 log n)
randomized expected time. We note, however, that our algorithm is still faster and simpler than those
two algorithms.
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9.4.2 Other Applications

In this subsection, we provide some additional applications of CompZoneOnline and
CompLevel. The first application has been presented in Chapter 8: Applying the algorithm of The-
orem 9.4.2 and Remark 9.4.3 to a set L of n lines in the plane, we showed that one can compute a
(1/r)-cutting of A(L), having at most (1 + ε)(8r2− 2r+4) vertical trapezoids, in randomized expected
time O

((
1 + 1

ε

)
nrα(n) log n

)
, for any ε > 0.

Once we have computed the level l (in an arrangement of general arcs), we can clip the arcs to
their portions below the level. Using those clipped arcs as input, we can compute the portion of the
arrangement below the level l (i.e., the first l levels of A(Ŝ)) in O((m + n) log n + r) time, where
m = |El| is the complexity of the level l, and r is the complexity of the first l levels of A(Ŝ), using, e.g.,
the algorithm described in [Mul94]. This improves over the previous result of [ERK96] that computes
this portion of the arrangement of lines in O(n log n + nl) time. (Note that this running time is not
output sensitive: It is easy to come up with examples where the complexity of the first l levels is only
O(l2).)

A byproduct of the technique of CompZoneOnline is the ability to perform point-location queries in
an arrangement using the partial history DAG mechanism:

Definition 9.4.6 For a point set P , and a set of arcs Ŝ, letM(P, Ŝ) denote a connected polygonal set,
such that: (i) P ⊆M(P, Ŝ), and (ii) the number of intersections betweenM(P, Ŝ) and the arcs of Ŝ is
minimum. Let w(P, Ŝ) denote the number of such intersections.

The set M(P, Ŝ) can be interpreted as the minimum spanning Steiner tree of P , under the metric
that measures distances by the number of intersections with the arcs of Ŝ.

Theorem 9.4.7 Given a set Ŝ of n arcs in the plane, one can answer point-location queries for a set
P of m points, where the points are given in an online manner, such that the overall expected time to
answer those queries is O(λt+2(n+m+w(P, Ŝ)) log n) time. Here the output of a query is the trapezoid
of AVD(Ŝ) that contains the query point.

Proof: We precompute a random permutation S of Ŝ, and answer the point-location queries, by com-
puting the relevant parts of the history DAG of AVD(Ŝ), as in CompZoneOnline. (Note that here there
is no “continuity”: consecutive point locations may explore far away portions of the plane. Nevertheless,
this does not effect the performance of the algorithm directly.)

By the time the algorithm terminates, the partial history DAG T is contained in Aγ,VD(S), where

γ = M(P, Ŝ). (To see this, imagine that we run CompZoneOnline to compute the district of γ. It is
easily seen that the resulting T contains the tree generated by our point location queries.) The expected
total weight of the trapezoids of HT γ(S) is thus O(λt+2(n+m+w(P, Ŝ)) log(n)), by Lemma 9.3.9. This
bounds the overall expected query time.

Remark 9.4.8 The result of Theorem 9.4.7 is somewhat disappointing, since, in the worst case, w(P, Ŝ) =
Θ(nm1/2) [Aga91b], while for the case of lines, m faces can be computed in, roughly, O(n2/3m2/3) time
[AMS98] (a task that clearly subsumes our point location queries). Currently, for the case of general
arcs, no bound better than O

(
m1/2λt+2(n)

)
is known for the complexity of m faces in an arrangement

of n arcs (see [EGP+92, Har99c]). We leave the problem of improving the performance of the algorithm
of Theorem 9.4.7, either for the general case or just for the case of lines, as an open problem for further
research.

The algorithm of Theorem 9.4.7 is simple and online, and it has the additional favorable property of
being adaptive. Namely, if w(P, Ŝ) is small (i.e., the query points are “close together”) the overall query
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time improves. Furthermore, if there are a lot of queries close together, the first query will be slow, and
the later ones will be faster (since the later queries use parts of paths that already exist in the partial
history DAG).

9.5 Conclusions

In this chapter we have presented a new randomized algorithm for computing a zone in a planar ar-
rangement, in an online fashion. This algorithm is the first efficient algorithm for the case of planar
arcs, it performs faster (by nearly a logarithmic factor) than the algorithm of [OvL81] for the case of
lines and for the case of an x-monotone walk in an arrangement of segments, and it is considerably
simpler. (It is also faster and much simpler than the recent algorithm of [Cha99a].) We also presented
an efficient randomized algorithm for computing a level in an arrangement of arcs in the plane, whose
expected running time is faster than any previous algorithm for this problem.

The main result of this chapter relies on the application of point-location queries to compute the
relevant parts of an “off-line” structure (i.e., the history DAG). The author believes that this technique
should have additional applications. In particular, this approach might be useful also for algorithms in
higher dimensions. We leave this as an open question for further research.
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9.A Appendix - Pseudo-code for Subroutines of

CompZoneOnline

Algorithm Split(v)
Input: A final node v in the partial history DAG T

begin

s← next(∆v), where ∆v is the trapezoid associated with the node v
L← SplitGeom(∆v, s),

where SplitGeom(∆v, s), as above, returns the collection of trapezoids
that cover ∆v, so that s does not intersect any of them in its interior.

for each τ ∈ L do

Create a new node w and attach it as a child of v in T .
Set ∆w to τ
Compute cl(∆w) from cl(∆v)
Compute next(∆w), the first element of cl(∆w)

end for

end Split

Figure 9.5: Splitting a final node in T and creating its children

Algorithm PointLocateLeftCompatible(v, p, r)
Input: v - current node of T

p - query point
r - target rank of output trapezoid

Output: A transient trapezoid of rank r having p on its left splitter
begin

if rank(v) = r then

return v
if isTransient(v) then

v ← Expand(v)
if isLeaf(v) then

Split(v)
Let w be the child of v, so that ∆w contains p either in its interior

or on its left splitter
return PointLocateLeftCompatible( w, p, r )

end PointLocateLeftCompatible

Figure 9.6: Computing a transient trapezoid in T that is left “compatible” with an input transient
trapezoid, by carrying out a point-location query in T . The algorithm also uses a symmetric routine
PointLocateRightCompatible, whose code is omitted.
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Algorithm Expand(v)
Input: v - current transient leaf node of T
Output: A final node of T whose trapezoid contains ∆v

begin

if isF inal(∆v) then

return v
L← {v}

/* collect the sequence of transient trapezoids adjacent to each other
to the right of ∆v */

temp← v
while isTransientRightSplitter(∆temp) do

temp← PointLocateLeftCompatible( root(T ),
midPointRightSplitter( ∆temp), rank(∆temp) )

L← L ∪ {temp}
end while

/* Similarly collect the sequence of transient trapezoids to the left of ∆v */
temp← v
while isTransientLeftSplitter(∆temp) do

temp← PointLocateRightCompatible( root(T ),
midPointLeftSplitter( ∆temp), rank(∆temp) )

L← L ∪ {temp}
end while

∆←
⋃

u∈L ∆u

Compute cl(∆) and next(∆) from the conflict lists of the
nodes of L, using the global bit-vector technique.

Add a new leaf node x to the partial history DAG T , mark x as final,
and replace all nodes of L in T by x.

Set ∆x to ∆

return x
end Expand

Figure 9.7: Expanding a transient leaf trapezoid of T to a final trapezoid containing it
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Algorithm PointLocate( p, flag )
Input: p - a query point

flag - since p usually lies on the boundary of a trapezoid, flag
indicates the side of the splitter or arc that contains p
where the point location should take place

Output: The trapezoid of AVD(Ŝ) that contains p (in its interior
or on the appropriate edge dictated by flag)

begin

v ← root(T )

while ( cl(∆v) 6= ∅ ) do

Expand(v)
Split(v)
v ← child of v whose trapezoid contains p; if p lies on

the boundary of several children trapezoids, choose the one
that is compatible with flag

end while

return ∆v

end PointLocate

Figure 9.8: The function that performs a point-location query; that is, it computes the necessary parts
of the partial history DAG T , and returns the trapezoid of AVD(Ŝ) that contains a query point.
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9.B Appendix - Taking a Walk in Ten Easy Figures

In this appendix we illustrate, step by step, the action of processing a single point-location query by
CompZoneOnline.
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Figure 9.9: The input for CompZoneOnline is the set of segments Ŝ = {1, 2, 3, 4}. We assume that
the algorithm uses the permutation S = (1, 2, 3, 4). We illustrate how CompZoneOnline carries out a
point-location query to compute the trapezoid of AVD(Ŝ) that contains the point a. We assume that
this is the first query processed by the algorithm.
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Figure 9.10: CompZoneOnline starts with the trapezoid ∆0 = IR2 that corresponds to the root of the
partial DAG T .
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Figure 9.11: CompZoneOnline splits ∆0 by the segment next(∆0) = 1, and goes down in the DAG into
the new node that corresponds to the trapezoid ∆1. All children of ∆0 (including ∆1) are final.
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Figure 9.12: Since ∆1 is final, it is split by next(∆1) = 2 into four final subtrapezoids, and we go down
to the child ∆2 that contains a.

���
�

�

���

�
	


 � �
�

�
�

�
�

� �

�
�

Figure 9.13: CompZoneOnline splits ∆2 by next(∆2) = 3 into three subtrapezoids. Two of them are
final, and the third one, ∆3, that contains a is transient (its right splitter is transient). We thus execute
Expand(∆3), which performs a point-location query (with the midpoint p of the right splitter). The point
location goes down in the partial DAG, through ∆0 and ∆1, and reaches the (final) leaf that stores τ1.
Since rank(∆3) = 3 and rank(τ1) = 2, those two trapezoids are not compatible (this holds also because
τ1 is final whereas ∆3 is not), and the algorithm continues by further splitting τ1 by next(τ1) = 3.
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Figure 9.14: The splitting of τ1 creates three children τ2, τ3, τ4, of which τ2 and τ4 are final, whereas τ3
is transient. CompZoneOnline goes down to the newly created τ3, which contains p on its left splitter.
Since τ3 is transient and rank(τ3) = rank(∆3), it is compatible with ∆3. Since the right splitter of τ3 is
final, and so is the (empty) left splitter of ∆3 the execution of Expand(∆3) terminates.
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Figure 9.15: The trapezoids ∆3 and τ3, from the previous figure, are merged by CompZoneOnline to
form the final trapezoid ∆4. Since cl(∆4) is not empty, we split it further by next(∆4) = 4.
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Figure 9.16: The splitting of ∆4 creates three children ∆5, τ5, τ6, of which τ5 and τ6 are final whereas ∆5

is transient and contains a. CompZoneOnline goes into ∆5, and since it is transient, CompZoneOnline
calls Expand(∆5). A point-location query is performed, at the midpoint q of the right splitter of ∆5.
This query traverses in T the path (∆0,∆1, τ1, τ4). The (final) trapezoid τ4 is not compatible with ∆5

so it is further split by the segment next(τ4) = 4.
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Figure 9.17: τ4 is split into τ7, τ8, τ9, of which only τ8 is transient. CompZoneOnline goes into τ8, which
contains q on its left splitter. This trapezoid is compatible with ∆5, and since both the left splitter of
∆5 and the right splitter of τ8 are final, Expand(∆5) terminates and merges both trapezoids.
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Figure 9.18: Voila! The newly formed final trapezoid ∆6 contains our query point a, and its conflict list is
empty. Thus, ∆6 is the trapezoid of AVD(Ŝ) that contains a, and is output as such by CompZoneOnline.
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[Mat95] J. Matoušek. Approximations and optimal geometric divide-and-conquer. J. Comput. Syst.
Sci., 50(2):203–208, 1995.
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