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1 What are randomized algorithms?

Algorithms which use random numbers to make decisions during the executions of the algo-
rithm.

Why would we want to do this??

Deterministic algorithm: for a fixed input, it always gives the same output and has the same
running-time.

We want our algorithms to be correct and fast. So the deterministic algorithm must always
produce the correct answer, and must always run within the stated time-bound.

Isn’t this overkill?

How about this: for a fixed input, we usually produce the correct answer, and usually run
within the stated time-bound.

Advantages

• Maybe we can get faster algorithms? (yes!)

• Maybe we can get simpler algorithms? (yes!)

• Maybe we can tackle harder problems? (open)
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Two kinds of randomized algorithms

1. Monte Carlo algorithms: May sometimes produce an incorrect solution – we bound
the probability of failure.

2. Las Vegas algorithms: Always give the correct solution, the only variation is the run-
ning time – we study the distribution of the running time.

Example: Nerds and Doofuses

m students take an exam which has n questions. Every student is either a nerd or a doofus.

Nerds get all n answers right.

Doofuses get less than n
2

answers right.

Problem: Grade all the exams, giving all nerds an ‘A’ and all doofuses a ‘D’.

Deterministic algorithm:

1. For each student, grade at most the first n
2

questions in order – stop as soon as you
see a wrong answer.

2. If you’ve seen a wrong answer, give grade ‘D’. Otherwise give grade ‘A’.

Correctness: Always correct.

Running time: nm
2

Monte Carlo algorithm:

1. For each student, choose 10 questions at random and grade them.

2. If you’ve seen a wrong answer, give grade ‘D’. Otherwise give grade ‘A’.

Correctness: Nerds always get an ‘A’, doofuses may get an ‘A’ too. (What is the probability
of this?)

Running time: 10m
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Las Vegas algorithm:

1. For each student, repeatedly choose a question at random and grade it, until you have
graded n

2
correct answers or seen a wrong answer.

2. If you’ve seen a wrong answer, give grade ‘D’. Otherwise give grade ‘A’.

Correctness: Always correct, provided it terminates!

Running time: Variable - algorithm may not terminate! How about computing the average
running time?

Let RT (e) = running time of Las Vegas algorithm on exam e

The running time RT (e) is a random variable. We want to compute the expected running
time E[RT (e)].

Definition 1.1
T (n) = max

input e, |e|=n
E[RT (e)]

is the expected running time of the algorithm.

Important: Note that the variation in running time is due to the random choices made by
the algorithm – we do NOT assume a distribution on the inputs.

Compare this with the definition of worst-case running time for a deterministic algorithm:

Definition 1.2
T (n) = max

input e, |e|=n
RT (e)

is the worst case running time of the deterministic algorithm.

Caveat: A randomized algorithm might have exponential running time in the worst case
(or even unbounded) while having good expected running time.

Definition 1.3 The running time of a randomized algorithm A is O(f(n)) with high-
probability if

Pr[RT (A) ≥ c · f(n)] ≤ 1

nd
,

where c and d are appropriate constants. For technical reasons, we also require that A has

expected running time O(f(n)), i.e. E
[
RT (A)

]
= O(f(n)).
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2 Some Probability

Definition 2.1 (Random variable) A random variable is a real-valued function over the
set of events [plus some technical conditions].

Definition 2.2 (Conditional Probability) Pr[X = x|Y = y] (read as “the probability
that X = x given that Y = y”) is defined as

Pr[X = x | Y = y] =
Pr[X = x ∧ Y = y]

Pr[Y = y]

For example, let’s roll a dice. Let Y = 1 if the number we get is even, and X is the number
we get. Then

Pr[X = 2 | Y = 1] =
Pr[number is 2 ∧ number is even]

Pr[number is even]
=

1/6

1/2
=

1
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Lemma 2.3 If X and Y are random variables, then

Pr[X = x] =
∑

y

Pr[X = x | Y = y] ·Pr[Y = y]

Definition 2.4 (Expectation) The expectation of a random variable X is

E[X] =
∑

x

x ·Pr[X = x]

If Y is also a random variable, then the expectation of X given that Y = y is

E[X | Y = y] =
∑

x

x ·Pr[X = x | Y = y]

Corollary 2.5 (Follows from Lemma 2.3) If X and Y are random variables,

E[X] =
∑

y

E[X | Y = y] ·Pr[Y = y]

Quick question: What is the expected running time of the Las Vegas algorithm given
earlier if all students are doofuses?

Lemma 2.6 (Linearity of expectation) For any two random variables X, Y , we have
E[X + Y ] = E[X] + E[Y ].

Definition 2.7 (Independence) X and Y are independent random variables if

Pr[X | Y = y] = Pr[X]

Lemma 2.8 If X and Y are independent random variables, then

E[XY ] = E[X] · E[Y ]
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3 Sorting Nuts and Bolts

Problem 3.1 You are given n nuts and n bolts. Every nut has a matching bolt, and all the
n pairs of nuts and bolts have different sizes.

Unfortunately, you get the nuts and bolts separated from each other and you have to
match the nuts to the bolts.

Furthermore, given a nut and a bolt, all you can do is to try and match one bolt against
a nut (i.e., you can not compare two nuts to each other, or two bolts to each other).

When comparing a nut to a bolt, either they match, or one is smaller than other.
How to match the n nuts to the n bolts quickly?

Answer: Simulate QuickSort:

MatchNutsAndBolts(N ,B)
Pick a random nut αnfrom B (pivot)
Find its matching bolt αb in B
NL ←All bolts in B smaller than αn

NR ←All bolts in B larger than αn

BL, BR - def similarly
MatchNutsAndBolts(NR,BR)
MatchNutsAndBolts(NL,BL)

Theorem 3.2 The expected running time of this algorithm is T (n) = O(n log n) where n is
the number of nuts and bolts. The worst case running time of this algorithm is O(n2).

Proof:
Let RT (n) = maximum running time of MatchNutsAndBolts on instances of size n (random
variable).

Rank of a bolt is its location in the sorted order of bolts.

Let P = rank of the first pivot chosen by the algorithm MatchNutsAndBolts (random
variable).

We want to compute

T (n) = E[RT (n)] by definition

=
∑n

k=1 E[RT (n) | P = k] ·Pr[P = k] by Corollary 2.5

=
∑n

k=1 E[RT (n) | P = k] · 1
n

because for any k, Pr[P = k] = 1
n

What is (RT (n) | P = k)?

(RT (n) | P = k) ≤ RT (k − 1) + RT (n− k) + O(n)
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So we have,

T (n) = 1
n

∑n
k=1 E[RT (n) | P = k]

≤ 1
n

(
∑n

k=1 E [RT (k − 1) + RT (n− k) + O(n)])

= 1
n

(
∑n

k=1 E[RT (k − 1)] + E[RT (n− k)] + O(n)) by linearity of expectation

= 1
n

[
∑n

k=1 T (k − 1) + T (n− k)] + O(n)

We have the recurrence:

T (n) = O(n) +
1

n

n∑
k=1

(T (k − 1) + T (n− k))

Solution? T (n) = O(n log n).

Proof? Guess and verify (by induction).

4 Analyzing QuickSort

The previous analysis also works for QuickSort. However, there is an alternative analysis
which is also very interesting.

Let a1, ..., an be the n given numbers (in sorted order – as they appear in the output).

It is enough to bound the number of comparisons performed by QuickSort to bound its
running time.

Let

Xij =

{
1 if we compared ai to aj

0 otherwise

Xij is an indicator variable (i.e. a random variable that only takes values 0 and 1).

The number of comparisons performed by QuickSort is exactly∑
i<j

Xij

Hence, the expected running time of QuickSort is

E[
∑

i<j Xij] =
∑

i<j E[Xij]

=
∑

i<j Pr[Xij = 1]

So what is Pr[Xij = 1]?
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Key observation: Two elements ai and aj are compared by QuickSort at most once, and
this happens if and only if

• both ai and aj are in the same sub-problem, and

• one of them is selected as a pivot.

If the pivot is smaller than min(ai, aj) or larger than max(ai, aj), then ai and aj will remain
in the same sub-problem.

So, Xij = 1 iff ai or aj is the first element in ai, ai+1, . . . , aj to be chosen as the pivot.

The probability of this happening is clearly

2

j − i + 1

Thus, the running time of QuickSort is∑
i<j

Pr[Xij = 1] =
∑
i<j

2

j − i + 1
= O(n log n).

In fact, the running time of QuickSort is O(n log n) with high-probability.

5 QuickSort with High Probability

Given a set of numbers S, QuickSort randomly chooses a pivot from S and splits the set into
two sub-problems: SL and SR.

Every element in a sub-problem S of size 2 or more is compared once (to the pivot).

So, an element takes part in k comparisons iff it occurs in k sub-problems.

We want to show: each element occurs in O(log n) sub-problems with high probability.

More specifically, let Xi be an indicator variable such that Xi = 1 iff the element ai occurs
in more than 20 log n sub-problems.

Suppose we know that Pr[Xi = 1] ≤ 1/n3.

Then, if C is the number of comparisons performed by QuickSort, we have:

Pr[C ≥ 20n log n] ≤ Pr

[⋃
i

Xi = 1

]
≤

n∑
i=1

Pr[Xi = 1] ≤ n · 1

n3
=

1

n2

(We used the union rule above: Pr[A ∪B] ≤ Pr[A] + Pr[B]).

So we will be done if we can show that Pr[Xi = 1] ≤ 1/n3.
How to prove such a thing???
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5.1 Proving that an element occurs in few sub-problems

We say that a sub-problem S is “lucky” if it splits “evenly” into sub-problems SL and SR.
More specifically, both |SL| and |SR| must be at most (3/4)|S|.

Every time an element is in a lucky sub-problem S, it will next be in a sub-problem of size
at most (3/4)|S|.

So, an element can occur in at most M = log4/3 n lucky sub-problems.

Let Yk be an indicator variable such that Yk = 1 iff the k-th sub-problem is lucky. A
sub-problem is lucky iff the pivot is picked from the middle half of S in sorted order, so

Pr[Yk = 1] =
1

2

Also, if j 6= k then Yj and Yk are independent.

So, the Yk’s are independent indicator variables that get value 1 with probability 1/2. Think
of these as coin flips, where head = “lucky” sub-problem.

We want to know: how many times do we need to toss a fair coin before we get at least M
heads with high probability?

Answer: Next time. But could we also use it to prove that the Las Vegas algorithm for the
Nerds and Doofuses problem runs in a certain time T with high probability?
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