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1 Previous Lecture

In the previous lecture, we introduced linear programming using slack form, and we showed
how to solve an LP assuming that we have a black box for solving an LP starting from a
feasible solution (SimplexInner). In this lecture, we would present SimplexInner.

2 The Simplex (Inner) Algorithm

Slack form - a tuple (N, B, A, b, c, v) is an LP. The feasible solution is generated by assigning
all the Nonbasic variables the value zero. This implies immediately a value for the nonbasic
variables, and for the objective function. In the following, we assume that the given slack
form is feasible.

An LP is
A tuple (N, B, A, b, c, v)
Where the objective function is to maximize:

z = v +
∑
j∈N

cjxj

And the constraints are:

xi = bi −
∑
j∈N

aijxj for i ∈ B,

all variables xi must be non-negative (i.e., xi ≥ 0).

Since every basic variable is defined as a linear combination of the nonbasic variables, it
follows that we can always assume that the objective function is defined by nonbasic vari-
ables. Thus, once we set all the nonbasic variables to zero, we immediately get the optimal
objective value which is v.
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Let assume that all the basic variables for the feasible solutions are positive, and we have
a nonbasic variable xe that appears in the objective function, and furthermore its coefficient
ce is positive.

z = v +
∑
j∈N

cjxj

Clearly, if we increase the value of xe (from the current 0) then one of the basic variables
is going to vanish (i.e., become zero). Let xl be this basic variable. What we are going to do
is the following: increase the value of xe (the entering variable) till xl (the leaving variable)
becomes zero.

We pick e to be one of the indices of

{ j | cj > 0, j ∈ N }

xe is the entering variable (it is entering the set of basic variables).
Setting all nonbasic variables to zero, and letting xe to grow, implies that: xi = bi−aiexe,

for all i.
All those variables must be non-negative, thus we require:

∀i ∈ B xi = bi − aiexe ≥ 0

namely, xe ≤ (bi/aie) or alternatively, 1
xe

≥ aie

bi
. Namely, 1

xe
≥ maxi∈B

aie

bi
and, the new

value of xe is

U =

(
max
i∈B

aie

bi

)−1

.

We pick l (the index of the leaving variable) from the set all basic variables that vanish to
zero when xe = U . Namely, l is from:{

j

∣∣∣∣ aje

bj

= U where j ∈ B

}
.

Now, we know xe and xl. We rewrite the equation that xl so that it has xe on the left
size. Formally,

xl = bl −
∑
j∈N

aljxj

⇒ xe =
bl

ale

−
∑

j∈N∪{l}

alj

ale

xj

where all = 1.

We need to remove all the appearances on the right side of the LP of xe. This can be
done by substituting xe into the other equalities, using the above equality. Alternatively, we
do beforehand Gaussian elimination, to remove any appearance of xe on the right side of the
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equalities in the LP (and also from the objective function) replaced by appearances of xl on
the left side, which we then transfer to the right side.
In the end of this process, we have a new equivalent LP where the basic variables are
B′ =(B \ {l}) ∪ {e} and the non-basic variables are N ′ =(N \ {e}) ∪ {l} .

It is important to observe that in this stage the LP objective function value had increased.
As such, we made progress.

This process is called pivoting. Every time we pivot, we make progress. Note, that the
linear system is completely defined by which variables are basic, and which are non-basic.
Furthermore, pivoting never returns to a combination (of basic/non-basic variable) that was
already visited. Why???
Because, we improved the value of the objective function. Thus, we can do at most(

n + m

n

)
≤
(

n + m

n
· e
)n

pivoting steps. And this is close to tight in the worst case (there are examples where 2n

pivoting steps are needed.
Each pivoting step takes polynomial time in n and m. Thus, the overall running time of

simplex is exponential in the worst case. However, in practice, Simplex is extremely fast.

2.1 Degeneracies

If you inspect carefully the Simplex algorithm, you would notice that it might get stuck if
one of the bis is zero. This corresponds to a case where > m hyperplanes passes through the
same point. This might cause the effect, that you might not be able to make any progress
at all in pivoting. In this case, we might get stuck.

There are several solutions, the simplest one, is to add tiny random noise to each coeffi-
cient. You can even do this symbolically. Intuitively, the degeneracy, being a local accident,
disappears with high probability.

The larger danger, is that you would get into cycling - namely a sequence of pivoting
operations that do not improve the objective function, and the bases you get are cyclic (i.e.,
infinite loop).

There is a simple scheme based on using the symbolic perturbation, that avoids cycling,
by carefully choosing what is the leaving variable. We omit all details here.

There is an alternative approach, called Bland’s rule, which always choose the lowest
index variable for entering and leaving out of the possible candidates. We will not prove the
correctness of this approach here.

We summarize what the simplex algorithm provides us with:

Theorem 2.1 (Fundamental theorem of Linear Programming)
For an arbitrary linear program, the following statements are true:

1. If there is no optimal solution, the problem is either infeasible or unbounded.
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2. If a feasible solution exists, then a basic feasible solution exists.

3. If an optimal solution exists, then a basic feasible solution exists.

Proof: Proof is constructive by running the simplex algorithm.

Ref:
Linear programming
Foundations and extensions
Robert J. Vanderbei

2.2 On the ellipsoid method and interior point methods

Simplex algorithm is exponential in the worst case.
The ellipsoid method is weakly polynomial (namely, it is polynomial in the number of

bits of the input). Khachian 1979 came up with it. It turned out to be completely useless
in practice.

In 1984, Karmakar came up with a different method, called the interior-point method
which is also weakly polynomial. However, it turned out to be quite useful in practice,
resulting in an arm race between the interior-point method and the simplex method.

The question of whether there is a strongly polynomial time algorithm for linear pro-
gramming, is one of the major open questions in computer science.

3 Duality and Linear Programming

Every linear program L has a dual linear program L′. Solving the dual problem is essentially
equivalent to solving the primal (i.e., original) LP.

3.1 Duality by Example

The linear program L:

Maximize z = 4x1 + x2 + 3x3

Subject to x1 + 4x2 ≤ 1

3x1 − x2 + x3 ≤ 3

x1, x2, x3 ≥ 0

Note, that any feasible solution, gives us a lower bound on the maximal value of the target
function, denoted by η.

In particular, x1 = 1, x2 = x3 = 0 is feasible, and implies z = 4 and thus η ≥ 4.
Similarly, x1 = x2 = 0, x3 = 3 implies η ≥ z = 9.
How close is this solution to the optimal solution?
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Let us add the first inequality (multiplied by 2) to the second inequality (mult by 3). We
get:

2(x1 + 4x2 ) ≤ 2(1)

+3(3x1 − x2 +x3) ≤ 3(3)

11x1 + 5x2 + 3x3 ≤ 11(∗)

On the other hand, z = 4x1 + x2 + 3x3. Now, x1,x2 and x3 are all non-negative, and (*)
has larger coefficients that all the coefficients of the target function, it follows, that for any
feasible solution, we have z ≤ 11x1 + 5x2 + 3x3 ≤ 11.

As such, the optimal value of the LP is somewhere between 9 and 11.
We can extend this argument. Let us multiply the first inequality by y1 and second

inequality by y2 and add them up. We get:

y1(x1 + 4x2 ) ≤ y1(1)

+y2(3x1 − x2 +x3) ≤ y2(3)

(y1 + 3y2)x1+ (4y1 − y2)x2 +y2x3 ≤ y1 + 3y2

Compare this to the target function z = 4x1 + x2 + 3x3. If this expression is bigger than
the target function in each variable, namely

4 ≤ y1 + 3y2

1 ≤ 4y1 − y2

3 ≤ y2

then, z = 4x1 + x2 + 3x3 ≤

(y1 + 3y2)x1+ (4y1 − y2)x2 +y2x3

≤ y1 + 3y2

Thus, if we want the best upper bound on η (the maximal value of z) then we want to
solve the LP:

Minimize y1 + 3y2

Subject to y1 + 3y2 ≥ 4

4y1 − y2 ≥ 1

y2 ≥ 3

y1, y2 ≥ 0

This is the dual program to L and its optimal solution is an upper bound to the optimal
solution.
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3.2 The Dual Problem

Given a linear programming problem (i.e., primal problem) in standard form:

maximize
∑n

j=1 cjxj

Subject to
n∑

j=1

aijxj ≤ bi for i = 1, . . . ,m

xj ≥ 0 for j = 1, . . . , n

The associated dual linear program is

minimize
∑m

i=1 biyi

Subject to
m∑

i=1

yiaij ≥ cj for j = 1, . . . , n

yi ≥ 0 for i = 1, . . . , n

Which can be rewritten in standard form as:

-maximize
∑m

i=1(− bi) yi

Subject to
m∑

i=1

(−aij) yi ≤(−cj) for j = 1, . . . , n

yi ≥ 0 for i = 1, . . . ,m

The dual linear program to this LP is:

-minimize
∑n

j=1 −cjxj

Subject to
n∑

j=1

(−aij) xj ≥ −bi for i = 1, . . . ,m

xj ≥ 0 for j = 1, . . . , n

Note, that we got that by mechanically apply the duality transformation. This is clearly
equivalent to the LP:

maximize
∑n

j=1 cjxj

Subject to
n∑

j=1

aijxj ≤ bi for i = 1, . . . ,m

xj ≥ 0 for j = 1, . . . , n

Which is the original LP. We just proved the following:

Lemma 3.1 Let L be an LP, and let L′ be its dual. Let L′′ be the dual to L′. Then L and
L′′ are the same LP.
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3.3 The Weak Duality Theorem

Theorem 3.2 If (x1, x2, . . . , xn)is feasible for the primal and (y1, y2, . . . , ym) is feasible for
the dual, then ∑

j

cjxj ≤
∑

i

biyi.

Proof: By substitution from the dual form, and since the two solutions are feasible, we know
that ∑

j

cjxj ≤
∑

j

(
m∑

i=1

yiaij

)
xj ≤

∑
i

(∑
j

aijxj

)
yi ≤

∑
i

biyi .

Namely, all the feasible solutions of the dual bound all the feasible solutions of the primal.

3.4 The Strong Duality Theorem

Theorem 3.3 If the primal LP problem has an optimal solution

x∗ =(x∗1, . . . , x
∗
n)

then the dual also has an optimal solution,

y∗ =(y∗1, . . . , y
∗
m) ,

such that ∑
j

cjx
∗
j =

∑
i

biy
∗
i .

Proof: We rewrite the LP in slack form and solve it (using the simplex algorithm). Let the
slack variables be w1, . . . , wm.

This results in an objective function

α∗ +
n∑

k=1

αkzk (I)

where zk is the kth non-basic variable when the algorithm terminated. For the jth non-basic
variable xj let c∗j denote its coefficient in (I). In particular, if xj is basic in the final solution,
then c∗j = 0. Similarly, let d∗i be the coefficient of wi in (I) (which would be 0 if wi is basic
in the final solution). Thus, (I) can be rewritten as:

α = α0 +
∑

j

c∗jxj +
∑

i

d∗i wi.

Now, α0 is the optimal value. Why?
(because we assign 0 to all the non-basic variables to compute the objective function. Thus,
the current optimal value in an LP is always the value of the constant of the objective func-
tion).
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Thus, we have

α0 =
∑

j

cj x∗j . (II)

Let us put
yi = −d∗i for i = 1, . . . ,m.

All me need to do, is to verify that this is a feasible solution to the dual, and that its
objective function value is equal to the primal objective function value.

∑
j

cjxj = α∗ +
∑

j

c∗jxj +
∑

i

d∗i wi

(Why?)
Because we got the expressing on the left by rewriting it to get the expression on the right
(this is exactly what the simplex algorithm did).

As such, ∑
j

cjxj = α∗ +
∑

j

c∗jxj +
∑

i

d∗i wi

= α∗ +
∑

j

c∗jxj

+
∑

i

(−y∗i )

(
bi −

∑
j

aijxj

)

= α∗ −
∑

i

biy
∗
i +

n∑
j=1

(
c∗j +

m∑
i=1

y∗i aij

)
xj

Since this is a linear expression, we can equate the coefficients of the variables. We have

α∗ −
∑

i

biy
∗
i = 0

Which implies that α∗ =
∑

i biy
∗
i which implies that the primal and dual has the same

objective function value.
We still have to show that???

The dual solution we provide is feasible. Indeed, comparing the coefficients, we get:

cj = c∗j +
m∑

i=1

y∗i aij

for j = 1, . . . , n. Now all the c∗j are non-positive. Why???
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Because c∗j are the coefficients of the objective function in the optimal solution, and
they are all non-positive, because otherwise, we could make furthest progress in the simplex
algorithm. Name, c∗j ≤ 0. This implies

cj ≥
m∑

i=1

y∗i aij

for j = 1, . . . , n. Namely, this solution is feasible for the dual.
Notice, that this proof specifies given the primal solution, what is the dual solution. As

such, given the dual solution, we can also compute the primal solution (how??).
As such, it is sometimes make sense to solve the dual LP instead of the primal one.
In particular, by changing the primal objective function, we can guarantee that the dual

problem is feasible for the trivial starting position. As such, this provides a simple algorithm
for doing the first stage in the simplex algorithm (finding a feasible starting solution). We
omit any further details. This topic is quite large and involved, and we only touched some
core topics.

4 Bibliography

The lecture notes are based on the excellent book by Vanderbei [Van97].
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