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Abstract

Given a set P of n points in Rd, consider the problem of computing k subsets of P that form clusters that
are well-separated from each other, and each of them is large (cardinality wise). We provide tight upper and
lower bounds, and corresponding algorithms, on the quality of separation, and the size of the clusters that can
be computed, as a function of n, d,k,s, and Φ, where s is the desired separation, and Φ = diam(P )/cp(P ) is
the spread of the point set P , where diam(P ) is the diameter of P , and cp(P ) is its closest pair distance in
P .

1. Introduction

Clustering is one of the fundamental problems in data and computer science. We consider a variant of clustering
where we are interested in computing clusters that are tight and well-separated in relation to each other. Unlike
the classical settings, we do not require the clusters to cover all the points, and instead we want the clusters to
be as large as possible, while providing the desired separation properties. One can interpret our problem as a
variant of clustering with noise (or outliers) – which is a notoriously hard problem [DHS01].

Figure 1.1: A point set, two well-separated subsets (i.e., clusters), and the two associated balls.

On different notions of separation. In our settings a cluster is simply a subset of the points. The size of
a cluster is the number of points in it, and when computing a collection of clusters, the quality of clustering
is the cardinality of the smallest cluster among the clusters computed. A desired property is that clusters are
separated from each other. Specifically, the distance between any pair of clusters is some function of their
diameters. For example, two sets C1, C2 ⊆ Rd are well s-separated if

d(C1, C2) ≥ smax
(
diam(C1),diam(C2)

)
,

where d(C1, C2) is the minimum distance between points in the two sets, and diam(Ci) is the diameter of Ci.
Here s> 0 is the separation parameter, and the larger it is, the more separated the clusters are. An alternative
way to view such well-separated sets is to consider the two smallest enclosing balls of the two clusters and
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require that these two balls are far from each other, see Figure 1.1. If we demand that both clusters are of
large size, then there is a trade-off between the separation of the clusters, and their quality (i.e., the minimum
number of points in either cluster).

A somewhat weaker notion is semi s-separation, where we require that for the two clusters C1, C2, we have

d(C1, C2) ≥ smin
(
diam(C1), diam(C2)

)
,

see Figure 1.2 for an example.
If one considers more than two clusters, say C1, . . . , Ck, then one can further strengthen the notion of

separation, requiring that the distance between clusters is determined by the cluster with the largest diameter.
Formally, these k clusters are strongly s-separated if

∀i ̸= j d(Ci, Cj) ≥ s · k
max
ℓ=1

diam(Cℓ).

These three notions of separations, for more than two clusters, are illustrated in Figure 1.3.

Pairs, pairs decomposition, and coverage. A pair {X,Y } is made out of two disjoint sets X,Y ⊆ P .
Such a pair covers the set of pairs of points X ⊗Y =

{
{x, y}

∣∣ x ∈ X, y ∈ Y, x ̸= y
}
. A pairs decomposition is a

collection of pairs {X1, Y1}, . . . , {Xt, Yt} such that ∪iXi ⊗ Yi = P ⊗ P . A pair {X,Y } is s-separated if X and
Y are s-separated.

Previous work on separation in computational geometry. Callahan and Kosaraju [CK95] showed that
a set P of n points in Rd can be decomposed into O(sdn) pairs, such that all pairs of points are covered by
some pair in the decomposition, and all pairs are s-separated.

This decomposition is known as well-separated pairs decomposition (WSPD). There is also work on semi-
separated pair decomposition, where one can get a near linear bound on the total size of listing all the pairs
explicitly [Var98, AH12]. Both notions are widely used in geometric approximation algorithms, as they provide
compact representation of the metric structure of the point set.

Separation in clustering. The ratio mini<j d(Ci, Cj)/maxt diam(Ct) is known as the Dunn index , and dates
back to the work of Dunn from 1973 [Dun73], and is used to measure the quality of clustering (this corresponds
to the notion of strong s-separation defined above). There are a lot of other measures of quality of clustering,
including the Davies-Bouldin and Silhouette indices, among others. Such indices are used in cluster analysis
[ELLS11]. Assumptions that lead to stable clustering can be interpreted as constraints on the separation
between the “true” clusters [vL10].

The task at hand. Here, we investigate the trade-off between the quality of separation (under the different
notions) and clusters quality/size, and provide bounds quantifying it and algorithms for computing such good
clusterings.

C2

C1

Figure 1.2: Two clusters that are semi-separated.
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(A) Strongly separated – the pairwise distances
between clusters are decided by the largest clus-
ter.

(B) Well separated – the distance of separation
between a pair of clusters is decided by the bigger
cluster in the pair.

(C) Semi separation – the distance between pair
of clusters is decided by the smaller cluster. Thus
a cluster might be contained “inside” a different
cluster.

Figure 1.3: The different notions of separation.

Our results. In the following P is a set of n points in Rd, s is the desired separation, k is the number of
clusters, and Φ is the spread of P . Here, the spread of P is the ratio between the largest and smallest (non-zero)
distances induced by P – formally, Φ = diam(P )/cp(P ), where diam(P ) is the diameter of P , and cp(P ) is its
closest pair distance in P . We remind the reader that for k clusters C1. . . . , Ck ⊆ P , the quality of clustering
is the size of the smallest cluster, that is mini |Ci|. We start with two easy upper bounds on the quality of
clustering computed.

(A) Quality must depend on the spread (well/strong separation). In Lemma 3.2, we show that the
standard exponential point set, implies that even for two clusters C1, C2 ⊆ P in one dimension, the quality
of the clustering can be at most O(n/ log Φ).

(B) Quality drops with the dimension. In Lemma 3.1, we show that the natural grid in Rd implies that
under any notion of s-separation, the quality can be at most O

(
n/(ksd)

)
.

In particular, in high dimension, one can not get anything useful in the worst case:

(C) Quality drops exponentially with dimension. Using the Johnson-Lindenstrauss lemma, we show an
almost uniform point-set in O(log n) dimensions, such that any 2-separated clusters are useless (i.e., the
smaller cluster of the two contains a single point). See Lemma 3.9.

We next combine (A) and (B), to get a more nuanced upper bound:
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Notion separation Bound Ref Dim # cl. Sep. Comment

strong/well O(n/ log Φ) Lemma 3.2 one 2 1 Upper bounds
on the size of
the clusters in
the worst case

semi O
(
n/(ksd)

)
Lemma 3.1 d k s

strong/well O
(
n/(ksd log Φ)

)
Corollary 3.7

strong/well/semi ≤ n/ exp
(
Ω(d)

)
Lemma 3.9 high 2 1

Strong s Ωd

(
n

ksd log Φ

)
Theorem 4.7 d k s Constructive

Semi s-separated Ω
(
n/(ksd)

)
Lemma 4.6 k s Constructive

Figure 1.4: A summary of results.

(D) A stronger upper bound using exponential grid. In Section 3.4, we show that a carefully constructed
exponential grid, implies that the quality of any two clusters that are well s-separated is bounded by
O
(
n/(sd log Φ)

)
. Intuitively, this is to be expected from combining the above two examples, but the

details are somewhat involved and require care.

This upper bound construction also leads to an improved bound for the case of k clusters, showing
that for such clusters to be well/strongly s-separated, in the worst case, the quality is bounded by
O
(
n/(ksd log Φ)

)
. See Corollary 3.7.

Next, in Section 4 we study algorithms for computing such clusterings.

(E) Algorithm for computing semi s-separated k clusters. In Lemma 4.5, we show how to compute k
clusters that are semi s-separated, and the quality of the computed clusters is Ω

(
n/(ksd)

)
. This matches

the above upper bound of Lemma 3.1.

(F) Algorithm for computing well/strong s-separated k clusters. In Section 4.3, we present an
algorithm to compute k clusters that are strongly (and thus also well) s-separated, and the quality of the
clusters is Ω

(
n/(ksd log Φ)

)
. This matches the upper bound of Corollary 3.7 mentioned above.

(G) The colored version. We also study the colored variant, where we are given k sets P1, . . . , Pk ⊆ Rd

(each with n points), and the task at hand is to compute clusters C1, . . . , Ck that are s-separated, and
Ci ⊆ Pi, for all i. Fortunately, a variant of the uncolored algorithm works in the colored case, and yields
the same bound for the colored semi s-separated case. See Lemma 4.6.

Unfortunately, for three or more colors no useful clustering is possible if one wants strong separation, see
Section 3.3.

The only remaining case is the colored well-separate case, where one can compute k clusters, each of size
Ω
(
n/(ksd log Φ)

)
, see Lemma 4.8. Thus, the three notions of separations have different behaviors.

The results are summarized in Figure 1.4.

Techniques used. For the algorithms, we use as basic building blocks two tools: (i) fast approximation
algorithm for smallest enclosing ball, and (ii) quorum clustering.

Connection to Ramsey theory. We are addressing here a natural question of finding large subset(s) of the
data that have a good structure that is better than the one that holds for the whole input. A classical example
of such a question is finding the largest clique in the graph (i.e., Ramsey numbers). There is also work in finite
metric spaces showing that there is always a subset that is a “better” metric space [BLMN05].
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Paper organization. We start by formally defining the different notions of separation in Section 2. In Sec-
tion 3 we present the various upper bounds on the quality of clustering under the various notions of separations.
The algorithms are presented in Section 4. We start by first presenting, in Section 4.1, the two main algorithmic
building blocks – tighter ball extraction and quorum clustering. For quorum clustering we prove a key property
about their density in Lemma 4.4. We conclude in Section 5.

2. Preliminaries

Definition 2.1. A metric space (X, d) is a set X equipped with a metric d. For two sets X,Y ⊆ X, their
distance is d(X,Y ) = minx∈X,y∈Y d(x, y). The closest pair distance of a set of points P ⊆ X, is cp(P ) =
minp,q∈P,p̸=q d(p, q). The diameter of P is diam(P ) = maxp,q∈P d(p, q). The spread of P is Φ(P ) = diam(P )/cp(P ),
which is the ratio between the diameter and closest pair distance.

Definition 2.2. Let P be a set of points in a metric space (X, d). Consider k sets P1, . . . , Pk ⊆ P , and a parameter
s> 0. The sets P1, . . . , Pk are:

• strongly s-separated if for all distinct i, j, we have d(Pi, Pj) ≥ s ·maxkℓ=1 diam(Pℓ).

• well s-separated if for all distinct i, j, we have d(Pi, Pj) ≥ s ·max
(
diam(Pi),diam(Pj)

)
.

• semi s-separated if for all distinct i, j, we have d(Pi, Pj) ≥ s ·min
(
diam(Pi),diam(Pj)

)
.

The quality of the collection is mini |Pi|. Such a collection of sets is useless if |Pi| = 1 for some i (i.e., the
quality is one).

Observation. For k = 2, strong separation and well separation are the same. If a pair of sets X,Y is c-
separated, then it is c′-separated for all c′ ≤ c.

3. Upper bounds on quality of clustering

3.1. Upper bound for the uniform case

Lemma 3.1. Let n > 0 be an integer number, such that N = n1/d is an integer. Consider the grid point set
P = JNKd ⊆ Rd, and parameters k and s > 0, where JNK = {1, . . . , N}. Any strong, well or semi s-separated
k clusters C1, . . . , Ck ⊆ P have the property that mini |Ci| = O(n/(ksd)).

Proof: Let C1, . . . , Ck be such a clustering. Let t =
⌈
cn/(ksd)

⌉
for a sufficiently large constant c, and assume,

for the sake of contradiction, that |Ci| ≥ t, for all i. A grid set S with diameter ℓ is contained inside a hypercube
of sidelength ℓ+ 1, and thus |S| ≤ (ℓ+ 1)d ≤ 2dℓd points. We conclude that diam(S) ≥ |S|1/d/2. This implies
that diam(Ci) ≥ t1/d/2 ≥ βn1/d/(k1/ds) points (if c is sufficiently large), for all i, where β is a constant to be
specified shortly. Now, we have that

d(Ci, Cj) ≥ smin(diam(Ci),diam(Cj)) ≥ s · βn1/d/(k1/ds) = βn1/d/k1/d.

Let ℓ =
(
β/(2

√
d)
)
n1/d/k1/d. Assign each point of the grid JNKd to the cluster closest to it (break ties in an

arbitrary fashion). It is easy to verify that each cluster gets assigned at least (ℓ/2)d points. This would imply
that (ℓ/2)dk≤ n, which fails if β is sufficiently large, as

(ℓ/2)dk=

(
β/(2

√
d)n1/d

2k1/d

)d

k≥ β

4ddd
n.
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Figure 3.1: No heavy triplet is possible, if there are three colors.

3.2. Upper bound with inverse logarithmic dependency on the spread

We start by constructing an exponentially spaced point set admitting only useless clusterings. Thus, any bound
on the quality of clustering must have (inverse) logarithmic dependency on the spread of the point set.

Lemma 3.2. There exists a point set P of n points in the real line, with spread 2n+1, such that all strongly (or
well) 1-separated pairs are useless. Namely, for any two clusters C1, C2 ⊆ P that are strongly 1-separated we
have that min

(
|C1| , |C2|

)
= 1.

Proof: For i = 1, . . . , n, let pi =
∑i

j=0 2
j = 2i+1 − 1, and let P = {p1, . . . , pn}. The distance |pi − pi+1| = |p0 −

pi|−1. Consider two sets B1, B2 ⊆ P that are 1-separated, where, without loss of generality, all the points of B2

are bigger than all the points of B1. By the 1-separation, we have that diam(B2) ≤ d(B1, B2) = maxB2−minB1.
As such, if pi, pi+∆ ∈ B2, for some ∆ > 0, then we have

maxB1 ≤ minB2 − diam(B2) ≤ pi − (pi+∆ − pi) = 2 · 2i+1 − 2− 2i+∆+1 + 1 ≤ −1,

which is impossible. It follows that the set B2 can contain only a single point. Namely, this pair is useless.

In light of this disappointing example, we restrict ourselves to bounds that depends on the spread of P ,
when looking for well-separation.

3.3. Strong separation is hopeless for three colors

Lemma 3.3. There are three sets P1, P2, P3 of n points each on the real line, such that P =
⋃

i Pi has spread
O(n2). Furthermore, for any strong 3-separated clustering C1, C2, C3, with Ci ⊆ Pi, for i = 1, 2, 3, we have that
mini |Ci| = 1.

Proof: Let P1 = JnK = {1, . . . , n}, P2 = n+ JnK = {n+ x | x ∈ JnK}, and

P3 = {1 + (1 + i)n | i ∈ JnK} .

The spread of ∪iPi is O(n2), See Figure 3.1.
Consider any colorful strong 3-separated sets C1, C2, C3, with Ci ⊆ Pi, for i ∈ J3K. If |C3| ≥ 2, then

diam(C3) ≥ n. But this implies that C1 and C2 can not be strongly 3-separated, since

3n ≤ 3diam(C3) ≤ d(C1, C2) ≤ diam(P1 ∪ P2) ≤ 2n,

which is a contradiction.

3.4. Upper bound on quality by an exponential grid

Construction. For a point p = (p1, . . . , pd) ∈ Rd, and a number c > 0, let

p/c = (p1/c, p2/c, . . . , pd/c).

Similarly, for a set X ⊆ Rd, let X/c = {p/c | p ∈ X}.
Let n,s,Φ be parameters. Let h = log2Φ – for the sake of simplicity of exposition assume that h is an

integer. In the following, we assume that n is sufficiently large compared to s and h, and Φ ≥ n.
Let R1 = [−3, 3]d \ (−2, 2)d be a “ring”, and pick a maximum number ℓ, such that the uniform grid G1

with sidelength ℓ contains at least n points in R1. Let P1 be a set of arbitrary n points of Q1 = G1 ∩ R1.
In the following, we assume that n is sufficiently large, such that

∣∣G1 ∩ [−3, 3]d
∣∣ ≤ 6n. For i = 2, . . . , h, let

Pi = P1/3
i−1, Qi = Q1/3

i−1, and Ri = R1/3
i−1. Let P = ∪hi=1Pi. See Figure 3.2.
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Figure 3.2: Exponential grid.

Analysis. We have that the spread of P is bounded by O(n3h) = ΦO(1). Also, |P | = Θ(n log Φ).

Lemma 3.4. The rank of a cluster C ⊆ P , denoted by r(C), is the smallest index j, such that C contains
points of Pj. If the rank of C is t, and C contains at least cn/sd points of P , then diam(C) ≥ 2diam(Rt)/s, for
c a sufficient large constant that depends only on d.

Proof: If C contains points of ∪τ>tPτ , then by the ring property we have that

diam(C) ≥ diam(Rt)

6
√
d
≥ 2diam(Rt)

s

(see purple segment in Figure 3.2), which establishes the claim.
Otherwise, C ⊆ Pt. By scaling, we can assume that t = 1. Let Q = G1 ∩ [−3, 3]d, we have by construction

(and the assumption that n is sufficiently large), that |Q| ≤ 6 |P1| ≤ 6n. A point set S ⊆ Q that contains at
least γ |Q| > 1 points of Q, for some γ ∈ (0, 1], must have diameter ρ ≥ γ1/ddiam(Q)/(4d) (this follows from the
same argument used in Lemma 3.1). In particular, for c sufficiently large, if C contains at least cn/sd points of
Q, then

diam(C) ≥
( c

6sd

)1/d
· 1
4d
· diam(Q) ≥ 2

s
diam(Rt),

for c sufficiently large.

Lemma 3.5. For any two clusters C1, C2 ⊆ P , such that

d(C1, C2) ≥ s ·max
(
diam(C1), diam(C2)

)
,

we have that min
(
|C1| , |C2|

)
= O(n/sd).

Proof: Assume for contradiction that |Ci| ≥ cn/sd, for i = 1, 2, where c is the constant specified in Lemma 3.4. If
r = r(C1) ≤ r(C2) then C1, C2 ⊆ Hr = [−3.3]d/3r−1. By Lemma 3.4, we have that diam(C) ≥ 2diam(Rt)/s=
2diam(Hr)/s. But this implies that

d(C1, C2) ≥ s ·max
(
diam(C1), diam(C2)

)
≥ 2diam(Hr),

which is a contradiction, as the two sets are contained in the hypercube Hr.
The case that r(C1) ≥ r(C2) is handled in a similar fashion.

This implies the following result.

Theorem 3.6. Given parameter s > 12d, an integer n sufficiently large, and a parameter Φ ≥ n, one can
construct a point set P in Rd of size N = O(n log Φ), such that Φ(P ) = ΦO(1). Furthermore, for any two
clusters C1, C2 ⊆ P we have that if they are (strongly or well) s-separated then they are “small”. Formally, we
have

d(C1, C2) ≥ s ·max
(
diam(C1),diam(C2)

)
=⇒ min

(
|C1| , |C2|

)
= O

(
N

sd log Φ

)
.
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The above extends to k clusters.

Corollary 3.7. Given parameter s > 12d, an integer n sufficiently large, a parameter Φ ≥ n, and an integer
k> 2, one can construct a point set P in Rd of size N = O(nk log Φ), such that Φ(P ) = ΦO(1). Furthermore,
for any k clusters C1, . . . , Ck ⊆ P , if they are strongly or well s-separated, see Definition 2.2, then min

i
|Ci| =

O

(
N

ksd log Φ

)
.

Proof: Let P be the point set of Theorem 3.6, and let ∆ = diam(P ). We take ⌊k/2⌋ copies of P , spacing them
∆ distance from each other along a line. If there k clusters, then at least two of them must belong to the same
copy of the point set (if a cluster spans more than a single copy of the point set, then it is the only cluster
involved in its point set because of the separation property). But then the bound of Theorem 3.6 applies the
claim immediately.

3.5. Upper bound in high dimensions

Theorem 3.8 (Johnson-Lindenstrauss lemma, [JL84]). For any ε ∈ (0, 1), and a set of n points P ⊆ Rn,
there exists a linear function f : Rn → Rd, for d = 8

⌈
ε−2 lnn

⌉
, such that

∀p, q ∈ P (1− ε) ∥p− q∥ ≤ ∥f(p)− f(q)∥ ≤ (1 + ε) ∥p− q∥ .

Lemma 3.9. For any d sufficiently large, there exists a point set P ⊆ Rd, of size exp
(
Ω(d)

)
, such that all

2-separated pairs are useless.
In particular, there is a set of n points in RO(logn), such that any two clusters that are 2-separated are

useless.

Proof: Let e1, . . . , en be the standard orthonormal basis for Rn, and let P =
{
ei/
√
2
∣∣ i = 1, . . . , n

}
. By the

Johnson-Lindenstrauss lemma, for all 0 < ε, there exists an (1±ε)-embedding P into Rd, where d = 8
⌈
ε−2 lnn

⌉
.

Let P ′ ⊆ Rd be this embedding of P . Any subset Q′ ⊆ P ′, with two or more points, has diameter in
the range I = [1 − ε, 1 + ε]. In particular, we have that for two such subsets Q′

1, Q
′
2 ⊆ P ′, we have that

d(Q′
1, Q

′
2),diam(Q′

1),diam(Q′
2) ∈ I, Since (1 − ε)(1 + 2ε) > 1 + ε, we conclude that for P ′, for any (1 + 2ε)-

separated sets Q′
1, Q2, it must be that min(|Q′

1| , |Q′
2|) = 1. Namely, all 2-separated pairs are useless.

Setting ε = 1/2, and stating n in terms of d, we have

exp(d) = exp
(
8
⌈
ε−2 lnn

⌉)
≤ e8n8/ε2 =⇒ exp(d/32− 4) = exp

(
8
⌈
ε−2 lnn

⌉)
≤ n.

Remark. Lemma 3.2 and Lemma 3.9 imply that any useful bound on the quality of well-separated pairs requires
the bound to depend exponentially on the dimension, and logarithmically on the spread of the point set.

4. Algorithms for computing heavy and separated k clusters

4.1. Preliminaries: Basic tools

4.1.1. Tight ball extraction

Theorem 4.1 ([HR15]). Given a set P of n points in Rd and a parameter α, one can compute, in expected
linear time and with high probability, a ball b of radius r, such that ropt(P, α) ≤ r ≤ 2ropt(P, α), where ropt(P, α)
is the minimum radius of a ball covering α points of P . Furthermore, we have that b contains at least α points
of P .
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4.1.2. Quorum clustering and some properties

Let P be a set of n points in Rd. Consider the process that, in the ith iteration, does the following:

(I) Computes a ball bi that contains ≥ γ points of P , where ri = radius(bi) ≤ 2ρi, where ρi = ropt(P, γ) is
the radius of he smallest ball containing γ points of P .

(II) Select exactly γ points of P ∩ bi into a new set Pi.

(III) P ← P \ Pi.

This process is repeated till P is an empty set, and assume that bm and Pm are the last ball and set computed.
(The last set Pm might contain less than γ points.) The resulting partition is known as quorum clustering ,
and it can be computed in O(n log n) time [CDH+05, HR15] (for a constant dimension d).

We next break the resulting clusters into groups that are roughly of the same radius.

Definition 4.2. The era starting at location i, is the longest subsequence ri, ri+1, . . . , rj such that

max(ri, ri+1, . . . , rj) ≤ 4ri.

Let era(i) denote the index ending the era starting at i (e.g., above we have era(i) = j).

Starting at the first location r1, this naturally partitions the quorum clustering into epochs. Setting f(1) =
era(1), and f(i) = era

(
f(i− 1) + 1

)
, for i > 1. The ith epoch is the subsequence rf(i−1)+1, . . . , rf(i). The

sequence of sets in the ith epoch is Ei = {Pf(i−1)+1, . . . , Pf(i)}.

Observation 4.3. (A) Let ρi be the radius of the smallest ball containing γ (unclustered) points in the beginning
of the ith epoch. We have that ρ1 ≤ ρ2 ≤ · · · ≤ ρm. Let r be a radius of any ball in Ei containing γ points. By
the definition of ρi, we have

ρi ≤ r ≤ 4ri ≤ 8ρi.

Therefore, the radius of any such ball in Ei lies in [r/8, 8r].
(B) For all i, we have ρi+1 ≥ (4ri/2) ≥ 2ρi.

The above implies that the quorum clustering has at most O(log Φ) epochs, and the following lemma implies
that balls that are in the same epoch are sparse – they can not cover a point too many times.

Lemma 4.4. Let Ei be the set of balls computed in the ith epoch. Any point p ∈ Rd is contained in at most
dO(d) balls of Ei.

Proof: Fix arbitrary p ∈ P and let r denote the radius of the last ball in Bi. By definition, and by Observa-
tion 4.3, all the balls of Bi have radius in the range [r/8, 8r].

Consider the (hyper)cube □ of side length 32r centered at p. Any ball of Bi that covers p is contained inside

□. Consider the partition of □ into a grid of cells with sidelength (r/ ⌈32
√
d)⌉. Formally we partition □ into

a grid of cd equal sizes cubes, where c ≤ 2 + 16r/(r/32
√
d) = O(

√
d). Every cell in this grid has diameter at

most r/32, and is contained as such in a ball of radius r/16. If the number of balls in Bi that covers p exceeds
cd, then the □ contains at least (cd + 1)γ points in the beginning of the epoch. Namely, one of the gird cell
contains at least γ points at this point in time. Namely, ropt(P, γ) ≤ r/16, which implies that the first ball in
this epoch must have radius < r/8. But this is impossible.

4.2. Semi-separated clusters

Lemma 4.5. Given a set P of n points in Rd, and parameters k and s, one can compute, in O(nk) expected
time, a semi s-separated collection of k sets C1, . . . , Ck ⊆ P , such that mini |Ci| = Ω

(
n/(ksd)

)
.
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Proof: Let α =
⌈
cn/(ksd)

⌉
, where c is some appropriate constant. Let P0 = P . In the ith iteration, 2-

approximate the smallest ball containing α points of Pi−1, and let bi be this ball. Let Ci be α points of Pi−1

contained in bi. Set Pi = Pi−1 \ b′i, where b′i = (2s+ 2)bi is the scaling of bi around its center by a factor of
2s+ 2. The algorithm repeats this extraction step k times.

Observe, that b′i can be covered by O(sd) balls of radius radius(bi)/2, and as each such ball contains at
most α points, it follow that |Pi| ≥ |Pi−1| −O(sdα). As such, if c is chosen to be sufficiently large, we have that
|Pk−1| ≥ α, which ensures the algorithm succeeds in extracting the k clusters.

By construction, for any i < j, we have that d(Ci, Cj) ≥ 2sradius(bi) ≥ sdiam(Ci), which implies that the
two sets are semi s-separated.

We readily get the same result for the colored version.

Lemma 4.6. Given P1, . . . , Pk ⊆ Rd be k sets of n points each, and a parameter s, one can compute, in
O(nk2) expected time, a semi s-separated k sets C1, . . . , Ck, such that mini |Ci| = Ω

(
n/(ksd)

)
and Ci ⊆ Pi,

for all i.

Proof: Initially, all the k point sets P1, . . . , Pk are active.
Similar to the algorithm of Lemma 4.5, in the ith iteration, the algorithm 2-approximates for each active set

Pi the smallest ball containing α =
⌈
cn/(ksd)

⌉
of this set, where c is some appropriate constant. The algorithm

picks the smallest such ball to be bi. For simplicity of exposition, assume bi was computed for Pi. Set Ci to
be α points of Pi that lie inside bi, and mark Pi as inactive. The algorithm now removes all the points in the
active sets that are inside the ball (2 + 2s)bi, and continues to the next iteration.

The correctness of this algorithm follows the same argument is in Lemma 4.5.

4.3. Strongly separated pairs using quorum clustering

Theorem 4.7. Given a set P of n points in Rd with spread Φ, and parameters k and s, one can compute k

disjoint subsets, C1, . . . , Ck ⊆ P , in O(n log n) time, each of size at least

Ωd

(
n/(ksd log Φ)

)
,

such that these sets are strongly/well s-separated.

Proof: Let α =
⌊
cn/(ksd log Φ)

⌋
, for an appropriate constant c. We compute the quorum clustering of P for

the parameter α, in O(n log n) time [HR15]. By the definition of α, there are N = ⌈n/α⌉ = Θ(cksd log Φ) balls
computed by the quorum clustering. Let ri be the radius of the first ball in the ith epoch. The radiuses of the
balls in the ith epoch is between [ri/8, 8ri].

Observe that ri+1 > 4ri by construction, which readily implies that the number of epochs is at most log2Φ.
As such, there must be an epoch that contains at least M = Θ(cksd) balls. Consider a ball b in this epoch, and
let p be its center and r be its radius. All the balls in distance ≤ s ·4ri from it are contained in a ball B of radius
(8 + 2s)ri centered at p. By Lemma 4.4, the number of balls of this epoch covering any point in B is bounded
by dO(d). As such, the total number of balls that are not s-separated from b is at most (8+ 2s)ddO(d). As such,
we add b to C, and remove all the balls contained in B. Clearly, we can repeat this process M/(8 + 2s)ddO(d)

times. This quantity is at least k, for c sufficient large, as desired.
As such, the algorithm compute the epoch with the most balls, and repeatedly pick a ball, add it to the

clustering, and remove all the balls (in this epoch) that are not s-separated from the set of balls picked so far.
After k iterations, the resulting set of k balls are all pairwise strongly s-separated, as desired. This later part
of the algorithm can be computed in linear time using a grid, and we omit the straightforward details.

The quorum clustering can be computed in O(n log n) time [HK14], the algorithm as described above is no
more than computing an appropriate net of the centers of the balls in the large epoch, and this can be done in
linear time [HR15]. Using the same techniques as [HR15], it is straightforward to compute, in the linear time,
the points P that are contained in the selected balls.
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4.4. Colored well-separated clustering

Lemma 4.8. Let P1, . . . , Pk ⊆ Rd be k sets of n points each, such that the spread of P = ∪iPi is Φ. For any
parameter s > 0, one can compute, in O(nk log Φ) time, k clusters Ci ⊆ Pi, for i = 1, . . . , k, such that these
clusters are well s-separated, and mini |Ci| = Ω

(
n/(ksd log Φ)

)
.

Proof: We compute quorum clustering of each point set Pi, with sets being of size α = cn/(ksd log Φ), where c
is some constant to be specified shortly. Let Bi be the set of balls computed for the quorum clustering of Pi,
for i = 1, . . . ,k. Let B = ∪iBi. In the ith iteration, the algorithm repeatedly pick the smallest ball bi in B, and
assume it is a cluster of Pi. The algorithm add the points of Pi covered by bi to the output, and remove all the
balls of Bi from B. In addition, all the balls that are not well s-separated from bi in B are removed from the
set. The algorithm repeats till k iterations are complete.

Observe, that in an epoch of Bj that involves balls that are of the roughly the same radius or larger than
bi,, for j ≥ i, there could be at most O(sd) balls that are not well s-separated from bi, by the packing property
of Lemma 4.4. As such, at most O(sd log Φ) balls are being thrown out of Bj , for j > i, in the ith iteration.
As such, for a sufficiently small c, the final set Bk is not empty, and the algorithm indeed computes k clusters
each of size at least α.

The resulting clusters are well s-separated by construction.

5. Conclusions

We studied the problem of computing large separated clusters for a give point set, and provided upper bounds
and algorithms for computing such “high” quality clusterings.

The clustering computed can be used to seed other clustering algorithms, such as the k-means method. We
leave this as an open problem for further research.

Another interesting open problem is to compute the best such clustering for a given input. It is easy to show
that this problem, in general, is as hard as computing the largest clique in a graph. As such, approximation
algorithms approximating the optimal clustering that run in polynomial time in d,k and s are potentially
interesting.
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