
CS CS 473g: Algorithms, Fall 2007
Homework 3 (due Tuesday, October 23, 2007 at 11:59.99 p.m.)

Version 1.02

Required Problems

1. The good, the bad, and the middle.
[20 Points]

Suppose you’re looking at a flow network G with source s and sink t, and you want to be
able to express something like the following intuitive notion: Some nodes are clearly on the
“source side” of the main bottlenecks; some nodes are clearly on the “sink side” of the main
bottlenecks; and some nodes are in the middle. However, G can have many minimum cuts, so
we have to be careful in how we try making this idea precise.

Here’s one way to divide the nodes of G into three categories of this sort.

• We say a node v is upstream if, for all minimum s-t cuts (A, B), we have v ∈ A – that
is, v lies on the source side of every minimum cut.

• We say a node v is downstream if, for all minimum s-t cuts (A, B), we have v ∈ B – that
is, v lies on the sink side of every minimum cut.

• We say a node v is central if it is neither upstream nor downstream; there is at least one
minimum s-t cut (A, B) for which v ∈ A, and at least one minimum s-t cut (A′, B′) for
which v ∈ B′.

Give an algorithm that takes a flow network G and classifies each of its nodes as being
upstream, downstream, or central. The running time of your algorithm should be within a
constant factor of the time required to compute a single maximum flow.

2. Fast Friends
[20 Points]

Your friends have written a very fast piece of maximum-flow code based on repeatedly finding
augmenting paths as in the course lecture notes. However, after you’ve looked at a bit of
output from it, you realize that it’s not always finding a flow of maximum value. The bug
turns out to be pretty easy to find; your friends hadn’t really gotten into the whole backward-
edge thing when writing the code, and so their implementation builds a variant of the residual
graph that only includes the forwards edges. In other words, it searches for s-t paths in a
graph G̃f consisting only of edges of e for which f(e) < ce, and it terminates when there is
no augmenting path consisting entirely of such edges. We’ll call this the Forward-Edge-Only
Algorithm. (Note that we do not try to prescribe how this algorithms chooses its forward-edge
paths; it may choose them in any fashion it wants, provided that it terminates only when there
are no forward-edge paths.)

It’s hard to convince your friends they need to reimplement the code. In addition to its blazing
speed, they claim, in fact, that it never returns a flow whose value is less than a fixed fraction
of optimal. Do you believe this? The crux of their claim can be made precise in the following
statement.
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“There is an absolute constant b > 1 (independent of the particular input flow network), so
that on every instance of the Maximum-Flow Problem, the Forward-Edge-Only Algorithm is
guaranteed to find a flow of value at least 1/b times the maximum-flow value (regardless of
how it chooses its forward-edge paths).”

Decide whether you think this statement is true or false, and give a proof of either the state-
ment or its negation.

3. Even More Capacitation
[20 Points]

In a standard s − t Maximum-Flow Problem, we assume edges have capacities, and there is
no limit on how much flow is allowed to pass through a node. In this problem, we consider
the variant of the Maximum-Flow and Minimum-Cut problems with node capacities.

Let G = (V,E) be a directed graph, with source s ∈ V , sink t ∈ V , and nonnegative node
capacities {cv ≥ 0} for each v ∈ V . Given a flow f in this graph, the flow through a node v
is defined as f in(v). We say that a flow is feasible if it satisfies the usual flow-conservation
constraints and the node-capacity constraints: f in(v) ≤ cv for all nodes.

Give a polynomial-time algorithm to find an s-t maximum flow in such a node-capacitated
network. Define an s-t cut for node-capacitated networks, and show that the analogue of the
Max-Flow Min-Cut Theorem holds true.

4. Matrices
[20 Points]

Let M be an n × n matrix with each entry equal to either 0 or 1. Let mij denote the entry
in row i and column j. A diagonal entry is one of the form mii for some i.

Swapping rows i and j of the matrix M denotes the following action: we swap the values of
mik and mjk, for k = 1, . . . , n. Swapping two columns is defined analogously.

We say that M is rearrangeable if it is possible to swap some of the pairs of rows and some of
the pairs of columns (in nay sequence) so that after all the swapping, all the diagonal entries
of M are equal to 1.

(a) [4 Points] Give an example of a matrix M that is not rearrangeable, but for which at
least one entry in each row and each column is equal to 1.

(b) [16 Points] Give a polynomial-time algorithm that determines whether a matrix M with
0-1 entries is rearrangeable.

5. Unique Cut
[10 Points]

Let G = (V,E) be a directed graph, with source s ∈ V , sink t ∈ V , and nonnegative edge
capacities {ce}. Give a polynomial-time algorithm to decide whether G has a unique minimum
s-t cut (i.e., an s-t of capacity strictly less than that of all other s-t cuts).

6. Transitivity
[10 Points]

Given a graph G = (V,E), and a natural number k, we can define a relation G,k−−→ on pairs of
vertices of G as follows. If x, y ∈ V , we say that x

G,k−−→ y if there exist k mutually edge-disjoint
paths from x to y in G.
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Is it true that for every G and every k ≥ 0, the relation G,k−−→ is transitive? That is, is it
always the case that if x

G,k−−→ y and y
G,k−−→ z, then we have x

G,k−−→ z? Give a proof or a
counterexample.
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