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1 Example of Linear Programming

Consider a production facility for a manufacturing company. The facility is capable of
producing a variety of products that we shall enumerate as 1, 2, · · · , n. These products are
constructed/manufactured/produced out of certain raw materials. Let us assume that there
are m different raw materials, which again we shall simply enumerate as 1, 2, · · · , m.

The facility has, for each raw material i = 1, 2, . . . , m, a known amount, say bi, on hand.
Furthermore, the ith raw material has at this moment in time a known unit market value ρi.
In addition, each product is made from known amounts of the various raw materials. That
is, producing one unit of product j requires a certain known amount, say aij units, of raw
material i. Also, the jth final product can be sold at the known market price of σj dollars
per unit.

The company production manager has to decide how to use the materials at hand. Let
us assume that she decides to produce xj units of the jth product, j = 1, 2, . . . , n. The
revenue associated with the production of one unit of product j is σj . But there is also a
cost of raw materials that must be considered. The cost of producing one unit of product j
is

∑m

i=1 ρiaij . Therefore, the net revenue associated with the production of one unit is the
difference between the revenue and the cost. Namely,

cj = σj −
m

∑

i=1

ρiaij, for j = 1, 2, . . . , n.

Note that cj is the profit of manufacturing one using of product j, and we can compute it
from the given input. As such c1, . . . , cn are just constants.

Now, the net revenue corresponding to the production of xj units of product j is simply
cjxj, and the total net revenue is

n
∑

j=1

cjxj . (1)

The production planner goal is to maximize this quantity. However, there are constraints on
the production levels that she can assign. For example, each production quantity xj must
be nonnegative, and so she has the constraint

xj ≥ 0 for j = 1, . . . , n.
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Secondly, she can not produce more product than she has raw material for. The amount
of raw material is consumed by a given production schedule is

n
∑

j=1

aijxj ,

and so she must adhere to the following constraints:

n
∑

j=1

aijxj ≤ bi for i = 1, . . . , m.

To summarize, the production manager’s job is to determine production values xj , for j =
1, 2, . . . , n, so as to maximize Eq. (1) subject to the above constraints. This optimization
problem is an example of a linear programming problem. This particular example is often
called the resource allocation problem. Thus, we want to solve the following optimization
problem.

Find values for the variables x1, . . . , xn, such that:

xj ≥ 0 for j = 1, . . . , n.
n

∑

j=1

aijxj ≤ bi for i = 1, . . . , m.

maximizing

n
∑

j=1

cjxj .

2 Linear Programming

A linear program is a set of linear constraints defined over a set of variables. For example:

Find x, y such that the following inequalities hold:
5x + 7y ≤ 16
12x − 17y ≥ 10
...
−12x + 23y ≤ 7
and 4x + y is maximized.

A linear program is low dimensional if the number of variables in it is a constant. Note, that
all arithmetic expressions are linear expressions.

The name linear programming predates modern computer science, thus the misleading
“programming” in the name.

Linear programming is an extremely powerful tool in solving optimization problems.
Among other things, it includes all the flow problems we saw in the course.
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2.1 History

Linear programming can be traced back to the early 19th century. It really started in
1939 when L.V. Kantorovich noticed the importance of certain type of Linear Programming
problems. Unfortunately, for several years, Kantorovich work was unknown in the west and
unnoticed in the east.

Dantzig, in 1947, invented the simplex method for solving LP problems for the US Air
force planning problems.

T.C. Koopmans, also in 1947, showed that LP provides the right model for the analysis
of classical economic theories.

In 1975, both Koopmans and Kantorovich got the Nobel prize of economics. Dantzig
probably did not get it because his work was too technical and mathematical (i.e., he just
showed how to solve the problem, the others showed how to use it for economics problems).

In this lecture, we will show how to solve LP in low dimensions.

3 Examples for Linear Programming

3.1 Circulations with demands and lower bounds

Given a network flow G, we specify for each edge a lower bound on how much flow should
be on each edge. Namely, for every edge e ∈ E(G), we specify ℓ(e) ≤ c(e), which is a lower
bound to how much flow must be on this edge, where c(e) is the capacity of this edge. In
addition, every vertex v ∈ V (G) has a demand d(v) associated with it. To find a circulation
with demands and lower bounds that is legal for this set of constraints, let us define for
every (directed) edge e ∈ E(G), the amount of flow xe in the circulation on this edge (i.e.,
xe = f(e)). A valid circulation for G, we have to fulfill the following conditions:

∀e ∈ E(G) ℓ(e) ≤ xe ≤ c(e) (capacity constraints)

∀v ∈ V (G)
∑

(u,v)∈E(G) x(u,v) = d(v) (conservation of flow)

Note, that ℓ(·), c(·) and d(·) are all constants. Also, the equality constraints can be
replaced by two inequalities:

∑

(u,v)∈E(G) x(u,v) ≤ d(v) and
∑

(u,v)∈E(G) x(u,v) ≥ d(v). We

currently care if the above linear program is feasible (i.e., there is an assignment of values
to the variables such that all the inequalities/equalities hold). We can add a dummy linear
constraint, if we want to be sure that the linear program is in canonical form. The resulting
linear program is:

∀e ∈ E(G) xe ≤ c(e) (capacity constraint I)

∀e ∈ E(G) ℓ(e) ≤ xe (capacity constraint II)

∀v ∈ V (G)
∑

(u,v)∈E(G) x(u,v) ≥ d(v) (conservation of flow I)

∀v ∈ V (G)
∑

(u,v)∈E(G) x(u,v) ≤ d(v) (conservation of flow II)

minimizing
∑

e∈E(G) xe
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In the above program, each edge has a variable, and a valid assignment to the variable that
comply with all the constraints, defines a valid circulation in G, and similarly, a valid circu-
lation in G, would induce values to the variables which comply with the above conditions.

Definition 3.1 Given a LP (i.e., linear program) L, an assignment of values to the variables
of L which comply with all the constraints of L is a feasible solution. A solution that is feasible
and minimizes the target function value, is an optimal solution

3.2 Separating Blue points from Red points

You are given a set R of red points, and a set B of blue points in the plane.
Q: Is there a line s.t. all the blue points are on one side of ℓ and all the red points are

on the other side?
L:et ℓ ≡ ax + by + 1 = 0 (we are ignoring lines that goes through the origin, but this is

an easy case).
We are going to check whether all the points of R are above ℓ and all the points B are

below ℓ. Namely,

Find a and b s.t.
(xi, yi) ∈ R we have axi + byi + 1 ≥ 0
(xi, yi) ∈ B we have axi + byi + 1 ≤ 0

(The other case is handled in a symmetric way).
So, we need to solve a 2d linear program.

4 Linear Programming In Two Dimensions

We have a linear program defined over two variables:

Find x, y such that:
a1x + b1y ≤ c1

...
anx + bny ≤ cn

Minimizing ax + by

We need to understand the geometric interpretation of such a LP. To begin with, consider
the plane xy, and consider what is the feasible region of an inequality aix + biy ≤ ci?

This is just a half plane. Indeed, consider the inequality 2x + 3y ≤ 6. The region
corresponding to this inequality is shown in Figure 1.

So, we need to find a point (x, y) inside all those half planes, such that ax + by is
minimized.

Observation 4.1 The intersection of n halfplanes is a convex polygon.
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3y + 2x ≤ 6

(−a,−b)

feasible region

(a) (b)

Figure 1: (a) The inequality 2x + 3y ≤ 6, and its corresponding feasible region. (b) Inside
the feasible region (which is a convex polygon), the point minimizing ax + by is the vertex
of the polygon which is most extreme in the direction of the vector (−a,−b).
.

Namely, we have the intersection polygon of all those halfplanes, and we want to find the
extreme point in the direction of the vector (a, b). See Figure 1 (b).

Since, we only care about the direction of the vector (a, b), we can assume that (a, b) is
in distance 1 from the origin.

We perform a linear transformation to rotate the plane, such that the target function
becomes the negative y axis. Formally, we perform a change of variables:

x = −x′b + y′a and y = x′a + y′b
Now, the target function becomes:

T = ax + by = a(−x′b + y′a) + b(x′a + y′b) = y′a2 + y′b2 = y′(a2 + b2) = y′

Thus, the new LP is now

d1x
′ + e1y

′ ≤ f1

...
dnx

′ + eny′ ≤ fn

Minimizing y′

So, in the new LP, we are trying to find the lowest point in the feasible region.
Let us partition the constraints into the above constraints (those are the inequalities

that the feasible region lies above the line that defines them) and the below constraints
(those are the inequalities where the feasible region lies below the line that defines them).

The above constraints defines a feasible region, and similarly, so do the below con-
straints. Together, the intersection of those two regions defines the feasible region of this
linear program. See Figure 2.

Note, that for the above constraints, we care only about the region which is below all
the constraints, which is defined by the red curve. This is the lower envelope of those lines.
Let us think about it as a function u(x) which returns the y coordinate of the lower envelope
at x.

Similarly, the upper envelope of the below constraints, is just the blue curve. See
Figure 2 (a). Which we consider to be the function l(x).
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(a) (b) (c)

Figure 2: (a) The feasible region for the below constraints. (b) The feasible region for the
above constraints. (c) The combined feasible region.

l(x)

u(x)
h(x)

Figure 3: The feasible region, is the area where h(x) = u(x) − l(x) is non-negative.

Lemma 4.2 One can compute u(x) and l(x) and their derivatives u′(x) and l′(x) in linear
time.

Proof: For x = α, let us compute u(α). We scan all the above constraints, and compute
for each such constraint, its highest intersection with the vertical line x = α. Clearly, the
lowest intersection point computed, is a point q = (α, β) which comply with all the above

inequalities. As such, the u(α) = β.
Computing the derivative is done in a similar fashion. The constraint realizing the

intersection point q, its slope is the derivative of u(·) at α.
The computation of l(x) and l′(x) is done in a similar fashion.
So, the feasible region, is all the area where l(x) ≤ u(x). Since the function l(x) is convex,

the function u(x) is concave, it follows that the function h(x) = u(x) − l(x) is concave.
Thus, finding the feasible region, is equivalent to finding the x where the function h(x)

is positive. See Figure 3

Lemma 4.3 Given L a two dimensional LP, and a value α one can decide one of the
following in linear time:

(A) The line x = α intersects the feasible region.

(B) There is no feasible solution.

(C) The feasible solution is to the left of the line x = α .

(D) The feasible solution is to the right of the line x = α.
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Proof: Compute h(α) = u(α) − l(α) and h′(α) = u′(α) − l′(α) using the algorithm of
Lemma 4.2.

(A) If h(α) ≥ 0 then we are inside the feasible region.
(B) If h(α) < 0. If h′(α) = 0 then α is the maximum point of the function h(·), and there

is no point where h(·) it is non-negative. Namely, the given LP is not feasible.
(C) If h(α) < 0 and h′(α) < 0 then if there is a feasible region, then it must be in the

direction where h increases, which is to the left of α.
(D) If h(α) < 0 and h′(α) > 0 then the feasible solution (if exists) must be to the right

of α.

Lemma 4.4 Given L a 2d LP, and a value α, for which the given LP is feasible, one can
decide one of the following in linear time:

(A) The optimal solution is at x = α.

(B) The optimal solution is to the left of α.

(C) The optimal solution is to the right of α.

Proof: Compute h(α) and verify that it is non-negative. Next, compute h′(α) and l′(α) and
use is to decide whether the optimal solution is to the left or to the right of α. Specifically,
if h(α) > 0 then

1. l′(α) = 0 then the optimal solution is at α.

2. l′(α) < 0 then the optimal solution is to the right of α.

3. l′(α) < 0 then the optimal solution is to the left of α.

If h(α) = 0 then

1. l′(α) = 0 then the optimal solution is at α.

2. l′(α) < 0 and h′(α) < 0 then the optimal solution is at α.

3. l′(α) < 0 and h′(α) > 0 then the optimal solution is to the right of α.

4. l′(α) > 0 and h′(α) > 0 then the optimal solution is at α.

5. l′(α) > 0 and h′(α) < 0 then the optimal solution is to the left of α.
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ℓ
ℓ
′

α

Feasible

region

Figure 4: Since the feasible solution is the left of α, it follows that out of the two above

constraints ℓ and ℓ′, we are guaranteed that ℓ will be on the boundary of the feasible solution.
Namely, it is a redundant constraint, and we can just throw it away.

4.1 Megiddo’s Algorithm

Megiddo’s algorithm uses the above tools in the following way: Partition the lines of L into
pairs, and compute the intersection point of every pair. Let X be the resulting set of n/2
points. Next, compute the median point (α, β) in the x-order of X.

Use the above lemmas, to decide whether the optimal solution is to the right of α or the
left of α. Assume that it is to the left of α, and consider a pair of lines (ℓ, ℓ′) that was used
to compute X. The key observation, is that we can always throw away one line of the pair,
since we know that it will not participate in the optimal solution.

Consider Figure 4 for an example. The constraint defined by ℓ can not participate in the
optimal solution. Thus, consider L′ the LP with L \ {ℓ} . Clearly, L and L′ have the same
optimal solution.

It is easy to verify that for every pair in X one of the lines is superficial, and can be
thrown away, as far as the optimal solution is concerned.

Lemma 4.5 Given a linear program L in two dimensions with n constraints, one can com-
pute an equivalent LP L′ with 3n/4 constraints such that L and L′ have the same optimal
solution. This takes O(n) time.

Now, if we apply the above lemma, repeatedly, we will end up with in an LP of constant
size, that has an equivalent solution to the original problem. As such, we compute the
optimal solution on this constant size LP. We get the following recurrence:

T (n) = O(n) + T (3n/4).

And the solution to this recurrence is O(n).

Theorem 4.6 Given a two dimensional linear program, one can solve it in linear time
deterministically.

Note, that to achieve deterministic linear running time, we need deterministic median selec-
tion in linear time. Such an algorithm is described in the appendix.

An applet demonstrating the algorithm is available here:
http://www.uiuc.edu/˜sariel/research/CG/applets/linear prog/main.html.
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5 Conclusions

A nice presentation of linear programming is available in [Van97]. This is also the source of
the example used in Section 1.
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A Deterministic Median Selection in Linear Time

We sketch here how to compute the kth order element in deterministic linear time. We
remind the reader that we already showed how to compute it in expected linear time, using
a randomized algorithm (i.e., RandomSelect).

Let X = 〈x1, . . . , xn〉 be n numbers. We would like to compute the kth smallest element
among them.

Partition them into 5-tuples, and compute for every tuple the middle element. Let U be
this set of n/5 elements. Recursively compute the median element m of U . Next, partition
X using m, and call recursively on the part of the array that contains the kth element (you
might need to adjust the value of k in the recursive call.

It is easy to observe that there are at least n(3/10)n− 10 elements of X smaller than m
and at least the same number of elements larger than m. As such, the partition we performed
is relatively “balanced”. Thus, the resulting running time is:

T (n) = O(n) + T (n/5) + T ((7/10)n + 10).

The solution to this recurrence is O(n) as can be easily verified by induction.
Thus, we have the following result.

Theorem A.1 Given a set of n elements, and a parameter k, one can compute the kth
smallest element in O(n) time deterministically.

B Linear programming example — Computing the small-

est area ring

Given a set P of n points in the plane, we should like to find the smallest area ring that
contains all the points of P .

The ring is defined by the center (x, y) and the inner radius r and the outer radius R.
The area of the ring is π(R2 − r2)
Let (αi, βi) be the ith point of P .
Clearly, (αi, βi) is inside ring(x, y, r, R) if and only if ?
√

(αi − x)2 +(βi − y)2 ≤ R
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and r ≤
√

(αi − x)2 +(βi − y)2

But this condition is equivalent to:
r2 ≤(αi − x)2 +(βi − y)2 ≤ R2

Thus, finding the smallest area ring, is equivalent to solving the following optimization
problem:

Find x, y, r, R such that
for i = 1, . . . , n:
r2 ≤(αi − x)2 +(βi − y)2 ≤ R2

Minimizing π(R2 − r2)

Of course, the variables in this optimization problems are x, y, r and R, but unfortunately,
it is not linear (why???).

How can we make it into a linear program?
Let us rewrite the ith constraint:
r2 ≤(αi − x)2 +(βi − y)2 ≤ R2

as

r2 − x2 − y2 ≤ α2
i − 2αix + β2

i + −2βiy

α2
i − 2αix + β2

i + −2βiy ≤ R2 − x2 − y2

Of course, this is still not a linear condition. so let us set z = r2 − x2 − y2 and Z =
R2 − x2 − y2. Now, the constraint is

z ≤ α2
i − 2αix + β2

i + −2βiy ≤ Z

Thus, the new optimization problem is:

Find x, y, r, R, z, Z such that
for i = 1, . . . , n:

z ≤ α2
i − 2αix + β2

i + −2βiy ≤ Z

where z = r2 − x2 − y2 and Z = R2 − x2 − y2

Minimizing R2 − r2

We are almost there... But...
First, the target function is not linear (R2 − r2). What can we do?

Opt. A
Find x, y, r, R, z, Z such that
for i = 1, . . . , n:

z ≤ α2
i − 2αix + β2

i + −2βiy ≤ Z

where z = r2 − x2 − y2 and Z = R2 − x2 − y2

Minimizing Z − z
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But still, we have the dependency between z, Z and r and R but observe, that this is not
a constraint, but rather a formula of how to compute r and R once x, y, z, Z are already
computed. Thus, we have an alternative optimization problem:

Opt B

Find x, y, z, Z such that
for i = 1, . . . , n:

z ≤ α2
i − 2αix + β2

i + −2βiy ≤ Z

Minimizing Z − z

This is definitely a linear program in low dim, and assuming we solve it, we claim that
we solve Optimization problem A.

Lemma B.1 Let x, y, z, Z be the optimal solution for Opt B, then x, y, r, R is the optimal
solution for Opt A, where r =

√

z + x2 + y2and R =
√

Z + x2 + y2.

Proof: Clearly, any solution for A is also a solution for B, and consider the optimal solution
for B. Note, that a solution for B is legal for A if z+x2 +y2 and Z +x2 +y2 are non negative.

Consider the optimal solution for B, and observe that the ith constraint in B can be
rewritten as:

z + x2 + y2 ≤(αi − x)2 +(βi − y)2

and (αi − x)2 +(βi − y)2 ≤ Z + x2 + y2

As such, Z + x2 + y2must be positive. Also, if z + x2 + y2 is negative, we can decrease
the value of the target function Z − z by setting z = −x2 − y2. Clearly, then z +x2 + y2 = 0
and then the target value decreases.

We just proved the the optimal solution for B (which must have better target value than
A since we have less constraints than A) is also a valid solution for A. It follows, that we
can solve B and as such get a (optimal) solution for A.

Theorem B.2 One can compute the smallest area ring covering a set of n points in the
plane, by solving a linear program involving 4 variables.
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